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CHAPTER I

Introduction

Of the approximately 40 million students in elementary and secondary schools, 

about 17 million take state-mandated multiple-choice type tests each year. State mandated 

testing now occurs in 42 of 50 states. Ifs estimated that more than 100 million people in the 

United States take some form of a standardized, multiple-choice type test each year (Pair 

Test Examiner, 1988). If consideration is given to vocational training and other educational 

centers in the nation that also use multiple-choice type tests the overall number is much 

higher (Fair Test Examiner, 1988).

Multiple-choice tests are used to measure ability or achievement in a variety of 

different applications and decision making processes: class level placement, selection, 

certification, licensure, course credit, analysis of content learned, and even employment 

Clearly, the multiple-choice type format represents a popular tool for measuring ability or 

achievement (Haladyna, 1994).

Despite this popularity, multiple-choice testing is not without its weaknesses. 

Multiple-choice items are characterized by small response sets, usually four or five response 

choices per item. If an examinee does not know the correct response choice for the item in 

question, he or she may try to guess the correct response. Guessing, in its simplest term, is a 

contaminant of measurement because a correct guess can inflate an examinee's test score. In 

psychometric terms, this means that the probability exists for an examinee to select the 

correct answer to an item in which the correct answer was not known. The goal of testing is 

to obtain an accurate measure of an examinee's true ability for the content domain tested.

l
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The problem with guessing is that it interferes with extracting the examinee's true ability 

from observed responses on the test

It is difficult to diagnosis from a correct answer whether it reflects knowledge of the 

content encountered or simply luck. Even when a correct guess does occur, it is difficult to 

identify. This is important because misclassifrcation as a result of inflated, or even deflated, 

ability estimates may have serious cost implications because of lost financial, personal, and 

opportunistic possibilities. Promoting or advancing examinees whose scores were not a true 

reflection of their knowledge is clearly a poor educational practice. This difficulty is 

compounded further if examinees whose tested knowledge level was actually higher than 

those examinees who guessed are eliminated from consideration of benefits and the 

successful guessing candidates move on.

A vast collection of both theoretical and empirical literature has been developed 

around the problem of guessing in multiple-choice tests (Diamond & Evans, 1973; Abu-Sayf, 

1979; Hutchinson, 1982). Most of this research focuses on the development, examination, 

comparison, and advancement of different formula-scoring or correction-for-guessing rules 

(e.g., Thurstone, 1919; Holzinger, 1924; Ziller, 1957; Brownless & Keats, 1958; Chemoff, 

1962; Traub, Hambleton, & Singh, 1969; Chopin, 1974). During the past two decades, 

psychometricians have also investigated Item Response Theory (IRT) as another way of 

attempting to obtain an examinee's true ability score when faced with the problem of possible 

guessing in multiple-choice tests.

IRT is a test theory which attempts to explain an examinee's performance on a test 

item (observable responses) as a function of (unobservable) characteristics of the individual 

examinee (traits or abilities) as well as indices of the test item itself. Although the term trait 

or ability is commonly applied, the unobserved characteristic can also refer to cognitive
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knowledge such as achievement, aptitude, or acquired characteristics. This hypothesized 

relationship between observed responses and die unobserved trait being measured is derived 

by a mathematical equation that describes the functional form of that relationship. In this 

regard, the performance of an examinee on a test item can be predicted or explained by the 

amount of the trait or ability possessed by that examinee. IRT provides a framework in 

attempts to understanding the statistical behavior of a test item and provides a method for 

handling basic problems such as test construction and test equating.
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Problem

In light of these proposed benefits, some challenging and restrictive requirements 

must be met before IRT can successfully be applied to multiple-choice, dichotomized type 

test data. The most restrictive requirement is that as the number of parameters to be 

estimated increases, a larger sample size and test length is needed for reasonably accurate 

parameter estimation to occur. Therefore, IRTs practicality is currently limited to large 

scale testing programs which can provide thousands of examinees and longer test lengths. 

Larger sample sizes are needed for accurate item parameter estimation to occur and, 

similarly, longer tests are needed for accurate ability (6) estimation.

The necessity for this requirement is largely attributed to the inclusion of the lower 

asymptote (or guessing) parameter (c) which must also be estimated in the 3PL IRT model. 

The (c) parameter represents the probability that a person with a very low ability (0) level 

will answer item "i" correctly by guessing or through some other means unrelated to the 

latent trait being measured. When faced with small sample sizes, there frequently are not 

enough low scoring examinees in the region where the estimate is made to obtain 

reasonably accurate estimates. Although recommendations vary, a minimum of 1,000 

examinees taking a 50 item test appears to be the currently suggested sample size and test 

length necessary to obtain reasonably accurate parameter estimates in the 3PL IRT model 

(Yen, 1985; Yoes, 1993).

With smaller sample sizes and shorter test lengths in hand, researchers have 

generally approached the dilemma of obtaining accurate parameter estimation by two 

different approaches. Some have applied the 1PL IRT model (also referred to as the Rasch
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model) on the basis that fitting two or three parameters per item leads to larger standard 

errors in the estimates as opposed to fitting one parameter in the 1PL IRT model. On the 

surface, this would make it preferable over the 2PL and 3PL IRT models when presented 

with small sample sizes and short test lengths. However, results have revealed multiple- 

choice test items are very unlikely to be fitted by the 1PL model due to the presence of a 

non-zero lower asymptote. This results from low ability examinees answering items 

correctly on even the most difficult test items. The assumption is that this result is 

attributable to guessing. Further, the 1PL IRT models assumption of homogeneity of item 

discrimination may not be met by many tests. Therefore, other researchers have taken the 

position that the 3PL IRT model is the correct model to apply under the assumptions by 

which the data was generated.

Still, the practical necessity of securing larger sample sizes and. longer tests lengths 

(needed for reasonably accurate parameter estimates to occur using the 3PL IRT model) has 

led other researchers to pursue modified 1PL IRT models as viable choices when presented 

with multiple-choice test data. The item discrimination parameter is still held constant in the 

1PL IRT model but a "fixed" value is incorporated into the lower asymptote to represent a 

constant guessing parameter. Usually, this value represents the reciprocal of the number of 

response alternatives (1/A) for items on the test

Not surprisingly, applications of modified 1PL IRT models as alternatives to the 

3PL IRT model have not been without controversy and results supporting its use with small 

sample sizes has not been very definitive (Barnes, 1988). Further, the number of research 

studies using the modified 1PL IRT model has not been very extensive to say the least. A 

desirable alternative seems to focus on applying modified or "fixed c" versions using the
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3PL IRT model. In this approach, the proper model would be applied under the assumptions 

by which the data was generated (using a multiple-choice test) and estimation problems 

common to the lower asymptote in the 3PL IRT model could possibly be controlled thereby 

producing stable ability, item discrimination and item difficulty estimates.

In general, obtaining stable parameter estimates in IRT is a very difficult process 

which must be performed by computer software developed specifically for that process. 

Although several computer programs now exist to accomplish the task, the parameter 

estimation technique employed in each varies and no single accepted method exists as the 

"best" technique to apply (Baker, 1987; 1992). Also, the underlying theoretical approaches 

employed in these computer programs vary for data thought to apply to the 1PL, 2PL, and 

3PL IRT models. Further, each approach differs as well in mathematical complexity.

Most computer programs are set to handle dichomotized data responses from tests 

which propose to fit either a 1PL or 3PL IRT model. Although various other techniques 

exist to perform parameter estimation, the unconditional maximum likelihood procedure 

has been the most widely applied in available computer software programs. Lately, 

theoretical improvements to parameter estimation in IRT software programs have included 

a pure Bayesian estimation technique and a marginal maximum-likelihood estimation 

technique. Both techniques produce better parameter estimates and smaller standard errors 

than the maximum likelihood technique with less examinees and shorter test lengths. 

Generally, the best estimates produced to date (in small data set combinations) have 

occurred when Bayesian prior distributions were set on the item parameters in conjunction 

with marginal maximum-likelihood estimation using the IRT computer program BILOG 

(Yoes, 1993).

1 . .    . _________
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A more recent IRT computer program developed to fit the 3PL IRT model, 

XCALIBRE, was made available in 1995. XCALIBRE also allows for the setting of 

Bayesian prior distributions on the item parameters before marginal maximum-likelihood 

estimation is performed. However, the mean of the item parameter prior distributions are 

"updated" during the estimation process. This allows die prior distributions to float, or shift 

position, and helps the data to overide user specified prior information.

In manufacturer simulated tests, XCALIBRE has produced improvement in 

parameter estimation with smaller sample sizes and shorter test lengths (Assessment System 

Corporation, 1995). XCALIBRE seems to offer a  promising theoretical contribution to the 

problem of item parameter estimation which, if successful in small data sets, could expand 

the usage of IRT from large scale testing programs (ex: Law School Admission Test, 

Medical College Admissions Test, Scholastic Aptitude Test, etc.) to more practical, 

everyday classroom environments.

What seems to be needed at this point is to investigate whether a modification to the 

3PL IRT model, that includes a "fixed” non-zero lower asymptote, will provide more 

accurate parameter estimates with small sample data sets than an unmodified 3PL model. 

Using XCALIBRE, the purpose is to determine whether the estimates produced are 

sufficiently accurate to warrant the use of modified 3PL IRT models with small sample data 

sets.

This study is designed to investigate parameter estimation efficacy in small sample 

data sets by comparing a total of three 3PL IRT models. Two of these models will be 

modified by placing fixed, yet different, "c" values on the lower asymptote parameter. One 

model will be allowed to stand alone representing a traditional, unmodified 3PL model.
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As the proper tool for evaluating the efficacy of hem parameter estimation across 

the three models, data will be generated through a monte carlo computer simulation 

program (NEWSIM; Yoes 1993) written in Turbo Pascal language specifically for this 

purpose. Responses to items with known (true) parameters by simulated examinees 

(simulees) with known ability (0) levels will be generated according to the 3PL IRT model. 

Item parameters will then be estimated from the simulated item response data matrix as if 

those responses had been generated by real examinees. The estimated parameters will be 

compared, using selected criterion measures, to the generating (known) ability (6) 

parameters to evaluate the performance/accuracy of the estimation procedure. Only under 

simulated conditions can one ensure that the responses are in accordance with the assumed 

3PL IRT model and that the true item and ability (0) parameters, which gave rise to the 

data, are known. The true (known) parameters can then be compared against the estimated 

parameters as a measure of the accuracy and/or efficiency of the estimation procedure under 

test conditions described in Chapter Three of this investigation.

Lord (1975) has cautioned that a proper simulation study must include test 

conditions which are representative of real data and real testing situations. Following this 

advice, the four models will be compared over three different distributions of ability 

(uniform, normal, and negatively skewed), four different test lengths, four different sample 

sizes, and four different test conditions.

Evaluation of the performance of each model in the parameter estimation process will 

answer the following research questions:
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Criterion #1: Individual Item Parameters.

Which o f the three 3PL models will provide the highest product-moment correlations 

between the estimated and "true" (known) item parameter values and under what 

conditions?

Which o f the three 3PL models will reveal systematic tendencies to over or under estimate 

particular item parameters as indicated by the value o f the average bias index?

Which o f the three 3PL models will provide the smallest root mean squared error (RMSE) 

index and under what conditions?

Criterion #2: Ability Parameters.

Which o f the three 3PL models will provide the highest product-moment correlations 

between the estimated and "true" (known) ability (0) parameter values and under what 

conditions?

Which of the three 3PL models will reveal systematic tendencies to over or under estimate 

the ability parameter as indicated by the value of the average bias index?

Which of the three 3PL models will provide the smallest root mean squared error (RMSE) 

and under what conditions?

Significance

The primary goal of this study is to define the performance capabilities of each of 

these three 3PL models, using small sample sizes, by direct comparison across a variety of 

test conditions, test lengths, and distributions of ability (0). The application of the
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estimation technique employed in the XCALIBRE program offers promising capabilities to 

teachers and instructors faced with analyzing small sets of multiple-choice type test data If 

the results of this investigation prove to be dynamic, the study can offer immediate 

application to more practical classroom situations. This would undojubtably expand the 

usage of IRT in both areas o f future research and instruction. However, even if not so 

dynamic, this investigation will provide a set of benchmark conditions which can be used 

by future researchers as a reference to provide generalizability to other estimation 

procedures examined under similar conditions.

Assumptions

The major assumption of all test theory is that measurement of psychological 

variables contain error and that the observed score, derived from observed responses, is an 

imprecise indicator of the underlying trait or characteristic. In this respect, the goals of Item 

Response Theory are similar to Classical Test Theory (CTT). Each attempts to minings 

imprecision and to specify the amount of imprecision that does exist so that proper 

interpretation of the observed scores may be made.

Based upon its theory, IRT has the potential for possible advantages over CTT. 

Coefficients of reliability and item indices such as item difficulties and biserial correlations, 

used in CTT, are dependent on the characteristics of the sample from which they are 

derived. Given this, they may vary substantially among samples of examinees. True score 

estimates derived from CTT are also sample dependent estimates of examinee ability 

because they depend on test reliability. An assumption of CTT is that 'measurement errors
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are uncorrelated with ability. Lower scoring examinees will have the same amount of 

measurement error as will higher scoring examinees. Further, unless tests have equal 

reliabilities, there is no firm basis for comparing scores derived from different subsets of 

test items.

IRT takes into account the fact that measurement precision may vary with 

examinee's ability levels. This allows test developers to specify, a priori, the precision 

desired at any or all levels of ability. In other words, there is no single test reliability. 

Rather, the fact that item information may vary across the ability range is used to construct 

tests that provide greater precision where it is needed most In IRT, item parameters are said 

to be invariant if accurate parameter estimation can be derived. This principle forms the 

basis for test equating using IRT (Hulin, 1983; Ree & Jensen, 1983). The use of IRT also 

allows for the estimation of an examinee's ability based on different sets of test items 

without the stringent parallel forms requirement (Lord, 1980).

These two aspects of the invariance principle are based upon two key assumptions. 

First, there is a single latent trait or ability being measured. This assumption is refered to as 

unidimensionality and implies that response probabilities are a function of a single 

characteristic of the examinee. Therefore, it follows that item responses are uncorrelated 

among a group of examinees each having the same level of the latent trait This assumption 

cannot be met precisely due to test-taking factors (ex: motivation, anxiety, hunger, etc.) 

Still, it can be met adequately by a set of test data if a domain factor is present that 

influences test performance (Hambleton, Swaminathan, & Rogers, 1991). Secondly, the 

IRT model used to estimate person and item parameters must fit the data with respect to not 

only unidimensionality, but also with respect to characteristics of the items themselves. If,
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for example, guessing is assumed to be present in the data and die 1PL or the 2PL IRT 

models are used to describe the functional relationship, the invariance properties would be 

jeopardized.

Linutatisziis

These principles of IRT are inherent in the mathematical equations relating hem 

characteristics and ability to observed responses. The equations are based on the assumption 

that item and person parameters are known, hi reality, item and person parameters are never 

known and must be estimated (computed) from the data. Any advantages IRT proposes to 

offer in actual testing situations depends then on how closely these estimates approximate 

their true values.

The use of simulated data allows for a direct comparison of how accurately the three 

different 3PL models performed in estimating known (true) parameters under known 

conditions. The use of real or actual test data does not allow such a direct comparison 

because the true parameters are unknown. However, the use of actual test data would have 

had an advantage over simulated data in that examinee characteristics and/or factors known 

to jeopardize an actual testing situation and/or environment are allowed to vary. The degree 

to which these factors are present in the actual test data determines the quality of the test 

data. For purposes of this investigation, the use of monte carlo simulated data strengthens 

the internal validity of the study. Actual test data could have provided test information to 

increase the external validity of the study and widen the generalizability of the results 

(Campbell and Stanley, 1963). Results of this study are applicable only under the
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conditions, options and default modes specified in the methodology section of Chapter 

Three. Strict caution must be exercised in generalizing the results beyond the bounds of 

these specified conditions.
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CHAPTER n

Theoretical Foundation n f Item Response Theory

In practice, IRT is a general term referring to a linked family of mathematical 

models which describe test items by their item response functions (IRFs). An IRF is a 

mathematical function winch relates the probability of a correct response to an item as a 

function of an underlying trait (6) which the item is proposing to measure. The form of the 

IRF used in earlier IRT models (Lord, 1952) was based on the normal ogive (o'jive). Ogive 

is the term used to refer to a graphical representation of a frequency distribution in which 

every ordinate represents the sum of frequencies in preceding intervals. This practice has 

almost vanished and has been replaced in favor of the logistic ogive. Introduced into use in 

the area of psychological testing by Maxwell (1959) the logistic curve is much easier to 

work with than is the normal ogive. The logistic ogive can be used to approximate the 

normal ogive model by using an appropriate scaling factor (Haley, 1952). The scaling factor 

is referred to as T)' and is approximately equal to 1.702. When applied, the normal ogive 

and logistic ogive differ by less than 0.01 for all levels of ability. Baker (1987) has 

expressed concern that the field of IRT is currently in a computational position to return to 

applications of IRT using the normal ogive. The computing hardware available in the early 

development of IRT could not adequately handle the computational demands based on the 

normal ogive. However, this appeal has not found its way into IRT applications as yet and 

research continues to use the logistic approximation to the normal ogive.

A variety of logistic IRT models have been developed as a direct result of the 

particular scoring mechanisms applied within the tests. These include logistic models for

14
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polytomous scoring, such as partial credit and graded response, as well as multidimemrinnal 

measures. However, the vast majority of logistic IRT applications in the literature have 

involved dichotomous scoring procedures (correct or incorrect responses) in measuring a 

single latent trait or ability (unidimensionality). For purposes of this study, the logistic IRT 

models to be analyzed and compared for their efficacies in die parameter estimation process 

are also based on dichotomous scoring procedures.

Three logistic IRT models have been commonly applied to dichotomous type 

scoring data. Each differs only by the number of parameters (1,2, or 3) used to describe the 

IRF. The most general of these is the three-parameter logistic (3PL) IRT model. The one- 

parameter (commonly referred to as the "Rasch" model) and two-parameter logistic (2PL) 

models can be considered as special cases of the 3PL model when particular parameters are 

set or "fixed" to a constant value.

Bimbaum (1968) introduced a 3PL model which is a mathematical function of the 

person parameter (9) and three item parameters (a,b, and c). The probability of a correct 

response to an item depends on the examinee's ability level (9), the difficulty of the item 

(b), item discrimination (a), and the value of the lower IRF asymptote (c). The height of the 

3PL IRF, at any point along the (9) axis, is interpreted as the probability of a correct 

response for examinees at that value of (9).

The 3PL IRF is described by the formula:

Pi(Uij) = 119], (ai,bi,Ci) = Pj(9j) [1.0]

Pi(9j) = c5 + 1- c /l + exp*0**®*0

j
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uy is the response of examinee j to item i 

is the item discrimination parameter for item i 

bj is the item difficulty parameter for item i 

Cj is the lower asymptote parameter for item i 

Oj is the jth examinee latent trait/ability parameter 

D is a scaling constant approximately equal to 1.702 

exp is an exponential constant that is approximately equal to 2.718

This equation can also be presented as:

Pi(6j) =  ̂  +  (l-C iX l/[l +  exp{-Dai (0r bj)}]

Theta (0) refers to the amount of latent trait or ability possessed by an examinee. It 

is usually expressed in standard deviation units and normally ranges in value from -3 to +3. 

The item discrimination (a) parameter measures the item's strength to discriminate different 

levels of ability (0) from each other. In other terms, items with high discrimination 

parameter values have the capability to discriminate best among examinees whose ability 

(0) level corresponds to the region near the item location (i.e. item difficulty) parameter.

The (a) parameter values are positive along the length of the curve. This is due to the fact 

that item responses are a monotonically increasing function of an examinee's ability level in 

combination with the number of item characteristics allowed to vary in the logistic model.

In practice, the (a) parameter ranges from 0.0 to +3.0. The (a) parameter is proportional to 

the slope of the IRF at the point of its inflection (i.e., of the item difficulty) defined by the

j

1 ...    _   ------
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following formula:

17

Slope of IRF atb; = 0.425a; (1-C;)

The (b) parameter, referred to as the item difficulty parameter, is located on the same metric 

scale as the ability scale and also coincides at the point of inflection of the IRF (where the 

slope of the IRF is at a maximum). Item difficulty can be defined as the point on the (6) 

scale at which the probability of a correct response (using vertical scale values from 0.0 to 

1.0) is exactly halfway between the upper and lower asymptotes of the IRF [i.e., P;(6j) =  (1- 

C})/2]. If the lower asymptote is zero, the point of inflection occurs at a probability value 

equal to .50, and the item difficulty is the corresponding ability value. However, this is not 

true if the lower asymptote is not zero. When (c) is greater than zero, the formula becomes 

Pi(9j) = (l+Cj)/2 and the probability exceeds .50. Larger (b) parameter values describe more 

difficult items because more ability is required to pass the item. In practice the scale of the 

(b) parameter values typically range from -4.0 to +4.0.

The (c) parameter, more commonly referred to as the lower asymptote (although 

sometimes referred to as the pseudo-chance parameter), represents the probability that a 

person with a very low (0) level will answer item i correctly by guessing or through some 

other means unrelated to the latent trait being measured. Due to the effects of guessing, the 

lower asymptote may be a non-zero value. The interaction of these three parameters (a,b,c) 

can be used to graphically describe an ogive shaped probability function which is a 

monotonically increasing function of (0), ranging from a lower asymptote of (c) on the left 

to an upper asymptote of+1.0 on the right Monotonic indicates that each examinee of a

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



18

monotonically increasing sequence is greater than or equal to the preceding examinee in 

ability. Simply, the IRF represents the probability o f an examinee of given (0) responding 

correctly to an item as a function of (conditional cm) (0) and the interaction of the three 

described parameters.

Depending on the nature of the data, an examiner may assume that there is very little 

or no chance for examinees to guess the correct answer to items on the test Fill-in-the-blank 

type items are such an example because they do not offer choice options, hi this type of 

testing situation the probability of an examinee obtaining a correct response to an item would 

be zero (or very near zero). In this type of exam, item discrimination and item difficulty can 

differ but the value of the lower asymptote is constant at zero. The 2PL IRT model is based 

on these assumptions.

A 2PL IRT model can be derived directly from formula [1.0] by fixing the (c) 

parameter to zero. In this regard, the probability of an examinee of given (0) obtaining a 

correct response to an item is a function of ability and the two parameters: item difficulty and 

item discrimination.

The 2PL IRF can also be described compactly by the following formula.

P.<9j) =  1 /{1 +  expf-Dai (9j-bj)]) [1.1]

In the 1PL IRT or Rasch Model (Rasch, 1960) all items are assumed to have equal 

discrimination and a zero value for the lower asymptote. The 1PL model can be obtained by 

fixing both the lower asymptote to zero and setting all of the (a) parameters to a common
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value. In practice, this value is typically fixed at +1.0. The probability of an examinee of 

given (6) obtaining a correct response to an item is a function only of the item's difficulty 

and the examinee's ability. The shape o f the IRFs for all the items are exactly the same. 

They differ from each other only in their respective location on the ability scale. The 1PL 

IRF is described as follows:

Pi(0j) = l/[1 +exp{-D(0j-bI)}] [1.2]

To recapture, all three IRT models describe a monotonically increasing functional 

relationship between examinee ability (0) and dichotomous item responses (correct or 

incorrect) but each differs in the assumptions made about the nature of the test data. In the 

1PL model, items are assumed to differ only with respect to item difficulty value. The 2PL 

model assumes that item discrimination values may vary, but correct responses by 

examinees (like the IPL model) are assumed to be due only to the ability of the examinees. 

The 3PL model does not operate on this assumption. The 3PL model does not assume that 

if a correct response is obtained then the examinee must possess the ability to have made it 

As in the 2PL model, item discrimination values can vary among the items. In essence, 

based upon the number of parameters held at fixed values, the IPL model operates under 

the strictest assumptions and the 3PL model the least

i _   -  — - - - - - - - - - - - -
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Important Concepts in Item Response Theory

The format o f the 3PL model typically used in the literature

Pi(ei)= c i+ (ls;iXl/[l +exp {-DaiCGj-b-,)}]

was previously described above as formula [1.0]. This equation can be used to illustrate a 

number of important concepts in IRT, relative to the interaction of the three item parameters 

in describing the functional relationship between observed responses and examinee ability.

Holding the lower asymptote to a fixed value in the equation provides the 

opportunity to view the interaction between values of the exponential expression and 

probabilities of success. Values of the exponential expression can be either positive or 

negative in nature. Large positive values of the exponential expression yield smaller 

probabilities of success. Similarly, small negative values of the exponential expression yield 

larger probabilities of success. These probabilities are ultimately determined within the 

expression by the values of theta or ability (6) and item difficulty (b). If ability (6) is greater 

than item difficulty (b) then the expression can result in negative values and larger 

probabilities of success. In essence, the greater the difference between ability (6) and item 

difficulty (b) the greater the probability of obtaining a correct response. If ability (9) is 

lower than item difficulty (b) then the expression can result in positive values and smaller 

probabilities of success. This is an important concept in the 3PL model because as the 

values of ability (6) get very small (i.e. larger negative values) the probability of success is 

almost equal to the value of the lower asymptote.
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The point of inflection of the IRF is obtained by setting ability (6) equal to item 

difficulty (b). When this occurs the exponent is raised to the power of zero and becomes 

equal to one. The probability at the point of inflection then becomes equal to c,- + ( \< y i  

which is .50 if the lower asymptote is zero. Another important characteristic of the lower 

asymptote is that its value can be critical for determining probabilities of success for lower 

ability (0) examinees but much less so for higher ability (6) examinees (Hulin, 1983). This 

can be demonstrated by examination of selected IRFs each having the same item difficulty 

(b) and item discrimination (a) parameters but with different lower asymptote (c) 

parameters. They are distinct from each other at low ability (0) values but continually 

converge toward the upper end of the IRF asymptote which peaks at the value of one.

As stated, the item discrimination (a) parameter is referred to as the slope of the 

IRF. Increasing values of the item discrimination (a) parameter also have an interesting 

effect on the determination of probability. Items with high discrimination (a) values have 

high discriminatory power in regions near the items location on the scale (i.e., difficulty). If 

the item discrimination (a) parameter is zero, then the probability of responding correctly to 

an item is determined only by the value of the lower asymptote (c). This value is equal to c{ 

+ (l-C|)/2 for all values of (6). However, as discrimination (a) values becomes larger so do 

the probability values. When the value of the expression (Gj-bj) is small, probability values 

change rapidly for (0) values near the items difficulty (b) location with larger values of 

discrimination (a). Conversely, as the value of the expression (0j-bj) increases, item 

discrimination (a) has less of an effect on determining probabilities. As values of 

discrimination (a) get smaller, the effect on determining probability values continually 

decreases in the area of the items difficulty (b).
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Given the interaction effect o f the parameters in the 3PL expression defined in 

[1.0], it is rather apparent that the item discrimination (a) parameter is only one factor 

controlling the steepness of the slope. This is so because the slope varies across the range of 

(0) values. As indicated previously, with respect to (0), the slope of the 3PL IRF at the point 

of (0j-bj) is equal to [(DA^Cl-c,)] or 0.425ai(l-Cj)- This reveals that the slope o f the IRF is 

affected not only by the discrimination parameter (a) but also by the value o f the lower 

asymptote or (c) parameter. Larger values of the (c) parameter have the effect o f decreasing 

the steepness of the IRF. This follows from the characteristic of the upper asymptote 

discussed earlier. The upper asymptote remains constant no matter what the value of the 

lower asymptote. The curve still compresses between values of the upper and lower 

asymptote. The higher the value of the (c) parameter the more compressed the curve 

becomes.

The discussed concepts illustrate the interaction of the three item parameters in 

applications of the 3PL model. When the nature of the data dictates the propensity for 

examinees to guess the correct response (as in multiple-choice tests), a solid understanding 

of how these parameter concepts interact becomes vital. It must be recognized that the 

lower asymptote combines with the item discrimination parameter (a) to control the slope of 

the IRF. The lower asymptote (c) moderates the affect of the discrimination parameter even 

in the region where item difficulty (b) is most influential in calculating probability values.
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Item and Test Information Functions

Item information functions (HF) are used to describe and select useful items, tests 

and as a basis for meaningful test comparisons. Item information refers to the usefulness of 

an item in estimating values of (0). Items with large information functions are generally 

better at reducing uncertainty about the location of an examinee's (0) than are items with 

small information functions. However, information is not necessarily constant across the 

range of (6) so an item that provides a great deal of information about the location of low 

ability examinees usually provides very little information at upper ranges. In the case of the 

3PL model, the formula for calculating the HF is described as:

li(0) = 2.89a2i (1 - Cj)/[Cj+ eL7ai(W,l)] [1 + e*L7aKebi)]2 

The same terms used to calculate the HF function are used in calculating the IRF. In this 

regard, the factors that influenced the shape of the IRF similarly influence the shape of the 

item information function. UFs are generally more bell-shaped than s-shaped curves. When 

graphed, the IIF is displayed on the vertical axis with (0) on the horizontal axis. Item 

information is highest (the curve is at its peak) in the region where the (0) value is closest to 

the item difficulty (b) value. The maximum "amount" o f information is obtained at (bj) on 

the ability scale for the IPL and the 2PL models.

For the 3PL model, the maximum amount of information an item can provide is obtained 

from the following formula provided by Bimbaum (1968):

9m«  = bi+ l/Da, ln[0.5(l + V l+  8cs)]
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Total item information is generally higher when hem discrimination (a) is also high. 

In this regard, highly discriminating hems provide more total hem information than do 

items with flatter IRFs. However, as item discrimination (a) increases this causes the width 

of the (0) scale over which the item information is distributed to decrease. A highly 

discriminating hem will provide more information at an optimal (0) value than a lower 

discriminating item but the lower discriminating hem provides its information across a 

wider band of (0) values. The maximum "value" of item information is constant for the IPL 

model. For the 2PL model, the maximum value is proportional to item discrimination 

squared (a2). For the 3PL model, the maximum value of information an item can provide is 

obtained from the following formula derived by Lord (1980):

IO^max = D2a2/8(1 - c20 [1 - 20cj - 8c2 + (1 + 8Cj)3/2]

The lower asymptote effects item information in the following manner: as c; decreases, item 

information increases and conversely, as c; increases, item information decreases. This is 

truer at lower (0) ranges. Items with non-zero lower asymptotes have HFs which are 

negatively skewed (Hambleton & Swaminathan, 1985). As item information continues to 

increase the (c) parameter goes to zero with maximum information obtained when c,=0 

(then 9max= b,). This is exactly true for the IPL or Rasch model. For the 3PL model (which 

includes a guessing value), an item provides its maximum information at an ability level 

slightly higher than its item difficulty (b).

Item information functions serve two very important purposes. One, because item 

parameter values can change the maximum value of the IIF and the location where
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maximum value is attained, items on a test can be selected which provide maximum 

precision at various points on the ability continuum. Secondly, IIFs may be summed (due to 

the assumption of local independence) to form an index of total test information referred to 

as the test information function (TIF).

The TIF at any point on the (0) scale is simply the sum of all the individual IIFs. In 

this way, each items effect and contribution to the total test can be evaluated. This is a 

procedure which cannot be provided by classical measurement theory (Gulliksen, 1950). 

This desirable feature is most useful in test development because pre-tested items can be 

selected which, when summed, add up to a desired TIF at any and all (0) values along the 

range of the scale. For example, in development of a criterion-referenced test information 

can be strengthened in the region of a desired cut-off point on the (0) scale. For norm- 

referenced achievement tests information would have to be required throughout the entire 

range of (0).

TIFs have the following attributes: 1) the steeper the slope the greater the 

information; 2) the smaller the item variance the greater the information; and 3) the amount 

of information provided by a set of test items at a specific (0) level is inversely related to the 

error associated with the (0) estimated at that (0) level. This direct correspondence between 

information and the standard error of estimated (0) is shown by the following formula:

SE(0) = l/Vl(0)

Hulin (1983) provided an example of this application. If an examiner required a 

standard error of .5 along a range of ability from -2<0<+2, then the desired TIF must equal
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or exceed 4.0 across this range of interest Items would then be selected based on their 

ability to reduce the standard error (in other words to provide information) at desired points 

on the (0) scale. This standard error associated with the TIF is particularly useful in 

computerized adaptive testing (CAT) situations (Weiss, 1983).

In CAT, a computer generated algorithm selects items that match an examinee's 

ability so only particular items most likely to provide information about the examinee's 

ability are administered. A small number of precalibrated items are administered and an 

initial ability estimate is obtained. An item is then selected which is appropriate to that 

estimated ability level and the examinee's correct or incorrect response to that item 

determines if the next item selected for the examinee will be easier or more difficult. At this 

point an ability estimate is again obtained and the examinee again responds to another 

computer generated item selected until a previously set "criterion test information level" has 

been achieved. The final (0) estimate obtained is the examinee's (0) estimate for that 

particular test

Item Parameter Estimation Procedures

The entire theoretical development of IRT is based on the concept o f the IRF and 

the interaction of the parameters that describe i t  As stated in Chapter One, the mathematical 

equations that describe the one, two, and three parameter log models are also based on the 

assumption that person and item parameters are known. In practice, however, it is 

impossible to obtain the real (i.e. true) parameters for any test item. The item parameters 

must instead be estimated from observed data. Any advantages IRT may offer in principle
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depends entirely on how closely parameter estimates approximate their true values. This 

process o f item parameter estimation (sometimes referred to as item calibration) is one of 

the most difficult and important tasks in IRT and, unfortunately, one o f the least understood. 

Due to the mathematical complexities involved, hem parameter estimation is performed by 

computer software designed specifically for that purpose. Various methods of item 

parameter estimation have been introduced to accomplish this task and will be discussed 

shortly. The trouble is that in a majority of settings the data is plugged into one of these 

programs and parameter estimates are produced with little or no understanding, by the user, 

about how the estimates were computed or how accurate the parameter estimation 

procedures are under the conditions at hand. Reasonably accurate estimates of the 

parameters have to be obtained if IRT is to function in practice as well as the theory 

predicts.

There is currently no single accepted method for accomplishing the item parameter 

estimation task. Different theoretical approaches have been proposed for estimation of the 

item parameters when the one, two, and three parameter models are thought to apply to the 

data. Baker (1987, 1992) provides an excellent and thoroughly detailed presentation of the 

most commonly used procedures. A brief description of seven of the most popular 

procedures is provided by Hambleton, Swaminathan, & Rogers (1991). These are 

recognized as the: 1) unconditional (joint) maximum likelihood procedure (Lord, 1974, 

1980; Wood, Wingersky, and Lord, 1976), 2) conditional maximum likelihood procedure 

(Rasch, 1960; Anderson, 1972), 3) marginal maximum likelihood procedure (Bock & 

Liberman, 1970; Bock & Aiken, 1981), 4) Bayesian estimation procedure (Mislevy, 1986; 

Swaminathan & Gifford, 1982, 1985, 1986), 5) Bayesian - marginal maximum likelihood

|
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procedure (Assessment Systems Corporation, 1995), 6) heuristic estimation procedure 

(Urry, 1974, 1978), and 7) a method based upon nonlinear factor analysis procedures 

(McDonald, 1967,1989).

Likelihood Function and Maximum Likelihood Estimation

Item parameter estimation is accomplished by setting up a data matrix of observed 

responses to given test items. These test hems are dichotomously scored (Incorrect and 

O=incorrect response). A single response vector can then be obtained, for each examinee N, 

for each one of the n test items from these scored responses. The data set has dimensions of 

N by n withN such response vectors.

Although the available item parameter estimation procedures differ in mathematical 

complexity, all IRT estimation procedures share commonalities from a conceptual point of 

view. A summary of literature on item parameter estimation reveals that two fundamental 

aspects must always be kept in mind. The most important aspect to remember is that the 

IRF is the basic building block of IRT and is the most important theoretical concept in the 

formulation of IRT. All other constructs of IRT, such as test information or parameter 

estimation, are either directly or indirectly based on the IRFs. Secondly, IRT is a theoretical 

model of the interaction between examinees and test items. Psychological and physiological 

processes that occur during an interaction between an examinee and a test item are not 

directly measurable. Similar to most scientific models, IRT attempts to explain a very 

complex phenomenon using a relatively simple mathematical model. Surprisingly, IRT 

does have potential for great utility in practice over classical test theories. However, the

£
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entire theoretical foundation of IRT assumes that the IRF parameters are known and not 

estimated hi practice, estimates of the underlying theoretical parameters of the IRF must be 

obtained IRT is then applied as if those estimates were the "true" item parameters. If the 

IRF parameter estimates are not reasonably accurate representations of the "true" 

parameters nothing else in the theoretical structure will hold Accurate item parameter 

estimation must be the ultimate goal and should be data driven by recognition of 

appropriate sample sizes and tests lengths necessary to achieve this accuracy.

Conceptually, item parameter estimation can be defined as a process of trial fitting 

IRFs to observed data until the IRF showing the best fit to the observed is found. The 

difficulty of the estimation process is apparent from the beginning. Initial assumptions 

and/or estimates about the values of the item parameters, which describe the IRFs, must be 

made. These initial item parameters can be determined by transforming the classical (i.e., 

number-correct score) item statistics. These item statistics are assumed to be constant 

values, or given as known values based on "a priori" knowledge of similar data found in the 

literature. Based on the 3n initial item parameter estimates (assuming a 3PL IRT model), 

examinees are then scored using an IRT parameter estimation procedure (e.g., maximum- 

likelihood or marginal maximum-likelihood techniques) to obtain initial (0) estimates. 

These examinee (0) estimates can be sorted into a number of specified groups, k. This is 

done so that the members within each group have similar (0) estimates and are of 

approximate size. The proportion of examinees answering the item(s) correctly within each 

of the k (0) groups is obtained based on the observed response data. These grouped 

proportion-correct values can then be plotted above a point on the horizontal (0) scale. This 

point now represents all members of that particular group (e.g., an average or median 0
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estimate). Connecting these points with a line (for each item) results in an "empirical" IRF 

(Weiss & Yoes, 1991). When plotted this function may roughly assume a normal ogive 

shaped function. If this in fact does occur, one has empirical justification for using the 

chosen item response model. The important aspect to keep in mind is that this empirical 

function was data driven and can now be used to verify or validate the appropriateness of a 

selected IRT model.

This process continues until an empirical IRF for each item has been determined. 

At this point the estimation process searches the parameter space for a "set" of (assuming 

multiple-choice data) 3PL item parameter estimates representative of the best fit to the 

observed data (the empirical IRF). The goal of parameter estimation is for the IRT model- 

based IRF to provide the best fit to the empirical IRF (i.e., observed data). This fit is then 

evaluated in a statistical manner commonly using a least squares analysis.

Once the item parameters are initially estimated this process then continues by 

going back to the estimation of (6), grouping of (6) estimates, and empirical IRF 

computation. The process continues to go back and forth between estimation of (6s) and 

estimation of item parameters until the estimates begin to hold from one cycle to the next 

cycle. Now, even though some early item parameter estimation procedures employed this 

"best fitting IRF" approach (e.g. ANCILLES; OGIVTA) this is n d  the mathematical 

approach to parameter estimation incorporated into currently applied software programs. 

All current estimation procedures and paradigms are now based, either directly or indirectly, 

on a statistical formulation referred to as the likelihood function. As opposed to the best 

fitting approach, a likelihood function examines the "joint" conditional probability of a 

pattern of responses from more than one item.

t
i
?t
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This approach can be explained in the following manner. In statistics, the joint 

probability of two (or more) independent events, A and B, is simply the product of the 

individual conditional probabilities together. If events A and B are independent then their 

joint probability P(A n  B) is equal to the probability of A times the probability of B.

Illustrated as:

P(AnB)= P(A) V P(B)

If local independence of the items is assumed, then the joint (conditional) probabilities of 

patterns of responses to test items is computed as:

P(U=I,0,0,11 e,)=PrfeiXiceiKMWei)

Where: Q,(6,) = 1-P,(e,)

This formula is commonly referred to as the likelihood function. The likelihood function 

serves as the foundation for all current item parameter estimation procedures. The process of 

estimating person (0) parameters uses the likelihood function to solve for the (0) value which 

is "most likely" to have produced the particular pattern of observed item responses (given 

that item parameters are assumed known). It is very important to bear in mind that the 

process of “jointly” estimating both the ability and item parameters is a very difficult process 

when data fit a 3PL IRT model.
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The basic form of the likelihood function in IRT is given as:

UU l0,ib .£ )= P W

II = the vector of (n) item responses of person j

Uy = 1 if the response by examinee j  to item i is correct

Ujj = 0 if the response by examinee j  to item i is incorrect

0 -th e  trait level of person j

a-b.c are defined as vectors of item parameters

The likelihood function is a serial product of numbers. These numbers have values 

between 1 and 0. So, as the number of items increases the value of the likelihood function 

decreases and becomes very small. As the values decrease it becomes more difficult to 

determine the maximum likelihood value (peak) of the function. Given this, a logarithmic 

transformation of the likelihood function (a log-likelihood function) is generally used in its 

place. Using natural logarithms:

InXY= InX + InY 

X*= a In X

the likelihood function can be expressed as a summation instead of a serial product

i
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The following form for the log-likelihood function is now:

lnLQJ I 0 ,3 ^ 0 )  =

S j-i 2 m  [ug InPiCGj) +  (1-Ug) In 0 (0 } )]

The values of the parameters) that maximize the log-likelihood function are the 

same as those that maximize the likelihood function (i.e., given the value of 0 where the first 

derivative is equal to zero). However, the form of the two functions are not the same. Values 

for the log-likelihood function will be negative and approach zero (0) as the function 

approaches its maximal (peak) value.

Once the value of the likelihood function, or log-likelihood function, is obtained 

over a range of (0) values it can then be graphed. Once graphed, estimation of (0) can be 

viewed as a process of multiplying the appropriate IRFs together and then searching the 

graph for the peak of the resulting likelihood (or log-likelihood) function. The value of (0) 

that corresponds to the maximum value (i.e., peak) of the likelihood (or log-likelihood) 

function is taken to be the maximum-likelihood estimator of (0). The maximal value of the 

likelihood function corresponds to the point where the first partial derivative of the 

likelihood (or log-likelihood) function with respect to (0) is equal to zero.

Maximum-likelihood estimators have applications in both mathematics as well as 

statistics given the fact that their respective functions can be plotted and graphed. The 

maximum-likelihood estimator also possesses stability. It should be noted (Hayes, 1981) that 

maximum-likelihood estimators have four statistical properties which make their 

applicability to estimation extremely important in IRT.

\
i . . .  ___________  _ .. ------  ---------------------
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They are:

1. Statistically unbiased

2. Asymptotically efficient (i.e., they yield the smallest sampling variance)

3. Sufficient (when sufficient statistics do exist)

4. Consistent (i.e., they will tend toward the true value as N increases)

Item Response Theory Computer Programs for Estimation

The number of computer programs available to perform parameter estimation has 

increased since the 1970s. Earlier programs required a mainframe setup and the number of 

runs necessary to conduct parameter estimation could normally be quite expensive. 

Versions of earlier programs, and others developed since, are now available in 

microcomputer format which has advanced the practicality (at least in terms of cost and 

time) of IRT. Selection of an available computer program to perform the estimation 

technique is determined by two key aspects: 1) the type of IRT model (1PL, 2PL, or 3PL) 

proposed to fit the data (dichotomous, polytomous, and multidimensional) and 2) the 

specific type of estimation technique believed to accomplish the estimation procedure most 

accurately.

The most widely used computer programs have been those that handle dichotomous 

data responses and whose test characteristics propose to fit either the 1PL or 3PL IRT 

models. The unconditional maximum likelihood, marginal maximum likelihood, and 

Bayesian estimation procedures have also been the theoretical approaches most commonly
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employed within these IRT programs to accomplish die task of parameter estimation. 

Programs employing these estimation techniques have been applied to both the 1PL and/or 

the 3PL IRT models. The unconditional (joint) maximum likelihood estimation technique 

uses an iterative method based on initial ad hoc values for (0) and item estimates and 

continues until convergence is reached. Convergence means that further iterations would 

not change the estimates by more than a specified small amount The marginal maximum 

likelihood estimation technique proceeds by assuming or estimating a distribution of (6) 

and, after integrating out that distribution, estimates the item parameters. The Bayesian 

estimation technique generally uses the unconditional maximum likelihood estimation 

method but applies Bayesian priors to the (6) and/or the item parameters as well (see 

appendix A for a detailed presentation of all three).

Two other techniques have been proposed for specific fit with the 3PL IRT model. 

One refers to an approximation technique, which assumes a constant value for the pseudo

chance (c) parameter and then transforms the classical item statistics (i.e, proportion correct 

and point-biserial item-total score correlation) to both the (a) and (b) parameters (Tucker, 

1946; Brogden, 1971; Jensema, 1976). The other refers to a minimum chi-square estimation 

technique, which proceeds by trial-fitting the pseudo-chance (c) parameter, transforms the 

classical item statistics to the items difficulty (b) and item discrimination (a) parameters, 

and then chooses the set of parameters that minimizes lack of fit to the data (Urry, 1976; 

Schmidt, 1977).

Computer programs most widely recognized in the literature during the 1970s and 

1980s, and still popularly applied to fit either the 1PL or 3PL IRT models, have been 

BIGSTEPS (formerly known as BICAL & BIGSCALE; Wright, et al., 1979); BILOG
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(Mislevy & Bock, 1984); and LOGIST (Wingersky, Barton, & Lord, 1982). BIGSTEPS 

was developed primarily to fit the 1PL IRT model but has also been used extensively in 

analyzing multiple-choice test data. LOGIST and BILOG fit either the 1PL, 2PL, or 3PL 

models. Although earlier versions were available only in mainframe format all three now 

offer microcomputer versions as well. Both BIGSTEPS and LOGIST use the (joint) 

unconditional maximum likelihood estimation procedure.

A significant advancement made to reduce the amount of standard error occurring in 

the estimation procedure was employed in a 1984 version of BILOG. BILOG applied the 

marginal maximum likelihood procedure which allowed for optional Bayesian prior 

distributions to be set on the individual item parameters during the estimation process. This 

technique offered an improvement over the unconditional maximum likelihood procedure 

in obtaining reasonably accurate item parameter estimates using smaller sample sizes. 

Accurate estimation of IRT item parameters using maximum-likelihood approaches, 

including purely Bayesian techniques, tend to require longer tests and larger sample sizes.

Other available IRT computer programs include RASCAL (Assessment Systems 

Corporation, 1988); RIDA (Glas, 1990); ASCAL (Assessment Systems Corporation; 1989) 

and, most currently, XCALIBRE (Assessment Systems Corporation, 1988; 1995).

As with BIGSTEPS and LOGIST, RASCAL employs the unconditional maximum 

likelihood estimation procedure. RIDA, however, was developed to employ either the 

marginal maximum likelihood or the conditional maximum likelihood procedure (Rasch, 

1960; Anderson, 1972,1973). The conditional maximum likelihood procedure is applicable 

only to the 1PL IRT model where the likelihood function is conditioned on the number- 

correct score and where item parameter values are known. ASCAL was developed to fit the

(
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3PL IRT model using a Bayesian modal approach to estimation.

XCALIBRE (as discussed in Chapter One) became available in 1995 and employs 

the marginal maximum-likelihood estimation approach in conjunction with floating 

Bayesian priors. This approach to parameter estimation appears to offer die capability of 

producing more accurate parameter estimates in smaller  sample data sets than has been 

previously found.

t
t .  ________  ___________
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Literature Review

A review of the literature involving simulation studies which evaluated item 

parameter estimation used with the 3PL IRT model revealed only 18 such published 

studies. Of these, only four studies investigated item parameter estimation using a modified 

or "fixed c" 3PL IRT model. To date, none have evaluated item parameter estimation using 

more than one "fixed c" 3PL IRT model.

Results from these studies indicate two rather disturbing facts. First, it is evident that 

there are, relatively speaking, so few studies which have been performed on 3PL IRT model 

item parameter estimation procedures. Secondly, there are no specific guidelines (i.e., 

conditions or benchmarks) that have been developed, or proposed, to aid in the efficient 

evaluation of item parameter estimation procedures. Advancements in computer technology 

have shifted estimation procedures from mainframe usage to microcomputers. While the

most widely used estimation procedures available for use with the 3PL IRT model are

LOGIST, BILOG, and ASCAL, there will certainly be new procedures (such as 

XCALIBRE) and enhanced versions of older procedures being made available. However, 

this compounds the problem of comparative estimation and generalizability between 

investigations even further. As new item parameter estimation procedures are developed, 

each must be critically evaluated so as to provide users with information regarding the 

performance of the procedure under specified conditions.

Overall, the primary focus in these investigations has been on critically evaluating 

the accuracy of parameter estimation techniques across widely varying sample sizes, test 

lengths and distributions of ability. These investigations have usually involved applications

i „  . -  - -
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of either maximum likelihood, minimum chi-square, Bayesian, or marginal maximum- 

likelihood techniques to parameter estimation, hi addition, the existing research reveals that 

there are four major dimensions, or factors, aside from the estimation technique, that appear 

to be important in this type of research: 1) sample size; 2) test length; 3) distribution of 

ability; and, 4) distribution of "true" item parameters (i.e., the characteristics of the tests 

themselves). All of these factors have an affect on the size and composition of the observed 

(simulated) data matrix, which is the basis from which all estimation procedures work from.

In order to better understand the current efficacy of item parameter estimation using 

the 3PL IRT model, and the current state of reasoning for advocating an investigation of 

modified "fixed c" 3PL IRT models, past investigations will be presented in two sections. In 

the first section, the methodology and results gleaned from the 18 prior investigations will 

be integrated in an effort to connect the dimensions listed above, which affect the accuracy 

of any parameter estimation technique. Parameter estimation techniques have evolved 

slowly over the past two decades in an attempt to make them more applicable to smaller 

sample sizes and shorter test lengths. Although any investigation of item parameter 

estimation procedures used with the 3PL IRT model should consider the inclusion of 

multiple factors, this section will focus primarily on the performance of the selected 

estimation techniques and their respective ability to work with smaller sample sizes and 

shorter test lengths. The second section is devoted to research which primarily investigated 

modifications to the 1PL "Rasch" model, as an alternative to the 3PL model, when faced 

with multiple-choice test data, small sample sizes, and short test lengths.
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Studies Using Maximum-Likelihood Parameter Estimation

Between 1975 and 1984, eight investigations were conducted and published on the 

efficacy o f parameter estimation in the 3PL IRT model. Three of these studies used strictly 

the mainframe version of LOGIST which applies the maximum-likelihood estimation 

procedure to perform the parameter estimation process. Two others used strictly minimum 

chi-square estimation. During this period of time, there was considerable interest in 

minimum chi-square parameter estimation as a more economical alternative, in both time 

and cost, to LOGIST given the large amount of computer time required for solutions using 

maximum-likelihood estimation. Three other separate studies compared the performance of 

the LOGIST program with either minimum chi-square estimation and/or with a formula 

transformation technique derived by Jensema (1976).

Of the studies using strictly LOGIST, Lord (1975) was the first investigator to 

conduct a simulation study into the efficacy of an item parameter estimation procedure in a 

3PL IRT model. Lord used data derived from 2,995 examinees who took the 90 item 

Scholastic Aptitude Test (SAT). Examinee responses were analyzed by the LOGIST 

program, incorporating the maximum likelihood technique, to estimate the item and ability 

parameters for each examinee. The item and ability estimates obtained from entry into the 

LOGIST program were then used as the values representing the "true" parameters. These 

"true” parameters were then used to "generate" simulated response data. The simulated data 

was then analyzed by the LOGIST program and estimated item and ability parameters were 

then obtained. Lord used linear regression and scatterplots to examinee the regression of the 

parameter estimates on the true values.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



41

LOGIST produced Pearson correlation coefficients in the high 90s for both the 

ability and item difficulty parameter. However, Lord found a systematic tendency for 

overestimation of large values of item discrimination and underestimation for low values of 

item discrimination. The lower asymptote parameter was the hardest to estimate. There was 

a systematic tendency for the estimated lower asymptote to underestimate the true lower 

asymptote. When the true lower asymptote was overestimated the item discrimination 

parameter also tended to be overestimated.

In the second study using LOGIST, Hulin, Lissak, & Drasgow (1982) employed 

four different sample sizes (200, 500,1000, and 2000) with three different test lengths (15, 

30 and 60 items) to evaluate the recovery of the item response functions (IRFs) produced by 

the estimated and true item parameters generated by both a 2PL and a 3PL IRT model. True 

ability parameters were normally distributed (0,1) and the true item parameters were 

derived from a uniform distribution. The criterion measures employed by the authors were: 

1) a root mean squared error (RMSE) averaged over 31 ability values of each IRF produced 

between estimated and true item parameters; and, 2) correlations between estimated and 

true item parameters. For the 3PL IRT model, the RMSE between the IRFs was large when 

sample size and/or test length was small. All RMSEs were less than 0.05 in sample sizes of

1,000 and 2,000 examinees with test lengths of 30 and 60 items. The RMSEs increased 

substantially when either sample size or test length decreased. It was speculated that the 

estimation of ability may be more difficult in the 3PL IRT model when the value of the 

lower asymptote is nonzero.

Correlations produced were the highest for item difficulty (ranging from 0.765 to 

0.901) and lower for item discrimination (ranging horn 0.329 to 0.623). Correlations were
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not reported for the lower asymptote parameter. The smallest sample sizes and shortest test 

lengths produced the lowest correlation coefficients between estimated and true item 

parameters. As sample size and test length increased, in those sets selected by the authors, 

so did the correlations. The authors drew the conclusion that estimates of item and ability 

parameters are more difficult and less accurate when using sample sizes having less than

1,000 examinees in the 3PL IRT model. They proposed a minimum of 1,000 examinees and 

60 items to obtain reasonably accurate estimation in the 3PL IRT model.

In the third study found to employ strictly LOGIST, Samejima (1984) used sample 

sizes of 500 and 2,000 examinees with tests of 10, 35, and 80 items. Using a uniform 

distribution, Samejima derived item and ability parameters with the ability distribution 

bounded at +/-2.475. Regression plots between estimated and true parameters and a 

comparison between the estimated and true IRFs were used as the criterion measures. 

LOGIST was used to generate 2PL IRT model estimates of the data for a comparison.

The findings indicated that when the number of test items used was small (10 & 35), 

the estimated IRF differed highly with the true IRF. Item discrimination parameters were 

also consistently overestimated in both sample sizes used (500 & 2,000). Items with low 

values of true item difficulty produced estimated lower asymptote values larger than zero. 

This was unexpected since the data was generated to conform to a 2PL IRT model with no 

guessing parameter involved. Calling this a "false" lower asymptote, it was suggested, as a 

rule of thumb, that at least 80 items and 2,000 examinees are necessary to make good use of 

the LOGIST computer program incorporating maximum-likelihood estimation.

Collectively, these three investigations showed that LOGIST produced unstable 

item discrimination values and very poor lower asymptote values using 2,995 examinees
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and 90 test hems. Item discrimination was consistently overestimated in sample sizes of 500 

and even 2,000 examinees, and, without at least 80 hems a "false" lower asymptote occurs. 

LOGIST produced less stable item difficulty and ability estimates, as evidenced by 

decreasing correlation coefficients between estimated and true parameters, in smaller 

sample sizes. Overall, LOGIST produced more stable item difficulty and ability estimates 

when using data set combinations representative of the largest sample size and test length 

combinations investigated in each respective study. Sample sizes o f200 and 500 examinees 

and test items of 10, 35, and 35 items were not successful in producing stable parameter 

estimates using LOGIST.

Studies Using Minimum Chi-Square Estimation

Early IRT parameter estimation techniques required a great deal of cost and 

mainframe computer time when applying the maximum-likelihood estimation technique as 

applied in LOGIST. Two specific studies (Urry, 1976; Gugel, Schmidt, 8c Urry, 1976) were 

published one year after Lord's (1975) investigation using a minimum chi-square estimation 

technique for determining parameter estimates in a 3PL IRT model. This technique was 

popular at the time as a possible economic alternative for work in IRT.

In the first study, Urry (1976) generated data using sample sizes o f2,000 and 3,000 

examinees, which were comparable to the 2,995 examinees used in Lord's investigation. 

Examinees were drawn using a normal distribution of ability and true item parameters were 

distributed rectangularly. Two criterion measures were used: 1) correlations between the
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estimated and true item parameters; and, 2) a root mean squared error (RMSE) between 

estimated and true item parameters.

Correlations for the three item parameters ranged from 0.996 to 0.997 for item 

difficulty, 0.915 to 0.918 for item discrimination, and 0.760 to 0.764 for the lower 

asymptote. RMSEs were, respectively, 0.123 and 0.148 for item difficulty, 0.242 and 0.228 

for item discrimination, and 0.056 for the lower asymptote in both sample sizes. (A note of 

caution must be exercised in reviewing low RMSE values in these types of studies. The 

range of the lower asymptote is much mote restricted than either the item discrimination or 

item difficulty parameter. Therefore, the RMSE will typically "look" much smaller than 

either the item discrimination or lower asymptote parameter.

The conclusion drawn was that little change was apparent between sample sizes of

2,000 and 3,000 examinees and that the minimum chi-square technique was a viable, less 

costly alternative for developmental work in IRT. The use of 2,000 examinees and 100 

items was recommended for reasonably accurate parameter estimation to occur in the 3PL 

IRT model when employing the minimum chi-square technique.

Gugel, Schmidt, and Urry (1976) followed this study up by conducting the first 

comprehensive investigation of item parameter estimation by systematically varying more 

than two sample sizes and one test length. Data was generated using sample sizes of 500, 

1000 and 2000 examinees (simulees) with test lengths of 50, 55, 60, 70, 80, 90, and 100 

items. Criterion measures were once again correlations and RMSEs between the estimated 

and true item parameters. Again, the minimum chi-square technique was employed.

Results for the data set of 2,000 examinees and 90 test items were similar to those 

reported by Lord (1975) using the maximum-likelihood estimation technique. Correlations
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and RMSEs were listed as 0.996 to 0.149 for item, difficulty; 0.871 and 0.244 for item 

discrimination; and 0.568 and 0.069 for the lower asymptote. Overall, when sample size 

and test length decreased together the RMSE for the parameters increased as well. The 

largest effect was noted in the item discrimination parameter. Results were also poor in the 

sample size of 500 examinees in combination with any set of test items used. The authors 

concluded, as in Urry’s (1976) previous study, in order to obtain reasonably accurate item 

parameter estimates using minimum chi-square estimation data sets containing at least

2,000 examinees and 100 test items should be used.

Studies Comparing LOGIST. Minimum Chi-Square 

and Formula Transformations

During the same year in which Urry and colleagues were evaluating minimum chi- 

square as a viable alternative to LOGIST, Jensema (1976) conducted the first actual 

comparison of two different item parameter estimation procedures. It was also the first 

study employing a 3PL IRT model where the lower asymptote parameter was "fixed" to a 

constant value. Instead of comparing LOGIST with the minimum chi-square technique, 

Jensema formulated a relationship or "transformation" between classical item statistics 

(proportion correct, point-biserial, and biserial item/total score correlation) and the item 

difficulty and item discrimination parameters in IRT using equations developed by both 

Tucker (1946) and Brogden (1971).

Data was generated using sample sizes of250,500,750,1000, and 2000 examinees
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and test lengths of 25, 50, and 100 items. Item discrimination parameters were varied at 

four different levels (0.5, 1.0, 1.5, and 2.0) and examinees were selected using a normal 

distribution of ability (formulas developed by Jensema assumed a normal distribution of 

ability and departures from normality were not investigated).

Reporting correlations between the estimated and true item parameters, item 

difficulty ranged from 0.938 to 0.969 using the formula transformation and from 0.915 to 

0.987 using LOGIST. Item discrimination ranged from 0.691 to 0.852 for item 

discrimination using the transformation and from 0.824 to 0.914 using LOGIST. The lower 

asymptote was fixed at a constant value of 0.20 which negated correlational recovery.

Generally, the correlations for both estimation techniques increased as sample size 

and test length increased as well. The highest correlations were reported for the data set of

2,000 examinees and 100 test items in both programs. Also, when the value of the "true" 

item discrimination parameter was high the correlation obtained between the estimated and 

true values tended to be lower. Overall, when the data set combinations were small the 

estimates produced by both techniques were considered unusable.

Ree (1979) followed up by comparing four different parameter estimation 

techniques using three different distributions of ability. Three different mainframe computer 

programs, ANCILLES (Urry, 1978); OGIVA (Urry, 1977); and LOGIST (Wood, 

Wingersky, and Lord, 1976) were compared against each other and Jensema's (1976) 

formula transformation technique. ANCILLES used a minimum chi-square estimation 

technique with ancillary corrections for errors in estimation of ability. OGIVA used a 

minimum chi-square estimation technique similar to the procedure used by Urry (1976) and 

LOGIST used the maximum-likelihood estimation technique. This study was the first to
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vary ability distribution in parameter estimation.

Three distributions of ability were used: 1) a rectangular distribution with bounds at 

+/-2.5; 2) a normal (0,1) distribution; and, 3) a normal distribution (0,1) with the lower third 

of the distribution cut-off using a number correct score from a 'pre-tesf. True (generating) 

item parameters were normally distributed within ranges found in estimates of "real" item 

data sets. Response data was generated according to a 5-option multiple-choice test item 

(c=0.20). One sample size of2,000 examinees (simulated) and a single test length was used 

for all analyses. Ree employed correlations between estimated and true item parameters and 

the ability parameter as the main criterion measures. A comparison between estimated and 

true test information functions (TIFs) was also conducted.

Overall, LOGIST (using the maximum-likelihood technique) produced the highest 

correlations between estimated and true item parameters. The highest set of correlations of 

item parameter estimates were obtained using a combination of LOGIST and a rectangular 

distribution of ability. OGIVA produced singular best estimates of the item difficulty and 

item discrimination parameters in the normal distribution of ability. LOGIST was better at 

recovering ability as evidenced by the correlations between the estimated and true ability 

values. No real difference appeared between ANCILLES and OGIVA. The transformation 

method faired the poorest of the four estimation procedures.

All parameter estimation techniques produced TTFs similar to the true TIF in both 

the rectangular and normal distributions. LOGIST produced TIFs which were slightly closer 

to the true TIF than did ANCILLES or OGIVA. Generally, the estimated TIF was larger 

than the true TIF for all techniques. This indicated a tendency for the item discrimination 

parameter to be overestimated given the fact that it has the greatest impact on test

ii
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information.

The conclusion drawn from this investigation was that no single estimation 

procedure, of the four employed, performed best in all the test conditions. LOGIST 

(maximum-likelihood) performed better in the majority o f the criterion measures. However, 

LOGIST also required the most computer time and cost to perform the parameter estimation 

task.

One other comparative study was conducted between LOGIST and ANCILLES. 

Swaminathan and Gifford (1979, 1983) compared the performance of these two programs 

in a simulation study which also used three distributions of ability. However, sample sizes 

of SO, 200, and 1,000 examinees and test lengths of 10, 15, 20, and 80 items were used. 

This differed from the Ree (1979) investigation which used a single sample size and test 

length to compare each technique.

True item difficulty and item discrimination parameters were distributed 

rectangularly. The true lower asymptote parameter was "fixed" at 0.25 to represent a 4- 

option multiple-choice test item. Ability distributions employed were normal, rectangular, 

and negatively skewed. Criterion measures selected were: 1) correlations between estimated 

and true item parameters (and ability); and, 2) correlations between the means of estimated 

and true item parameters (and ability).

High correlations were reported for the item difficulty parameter in all conditions 

using either procedure. A trend toward higher correlations with increased test length was 

observed. LOGIST produced slightly higher results than ANCILLES. No substantial 

differences were observed among the distributions of ability. Item discrimination was less 

well estimated. Median correlations were near 0.40 for the normal and rectangular ability
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distributions, but dropped near 0.20 in the skewed distribution. Improvements in estimation, 

however, occurred both with increasing sample size and test length. Correlations were not 

computed for the lower asymptote since the true values were fixed at 0.25. Correlations 

between ability estimates and true ability were nearly equivalent for the two procedures. 

Increases in the value of the correlations between estimated and true ability parameters were 

noted with increasing test length, but increases in sample size made only trivial differences.

The differences between the means criteria suggested both item parameters and 

ability estimates were biased. Both programs overestimated the hem discrimination 

parameter. LOGIST tended to underestimate item difficulty for easy items while 

ANCILLES tended to overestimate item difficulty for difficult items and underestimate 

those of easy items. Bias decreased with increasing sample size and test length.

The authors concluded that the best estimates obtained by both programs was in the 

largest data set employed (1,000 examinees and 80 test items). The smaller sample sizes (50 

and 200 examinees) and smaller test lengths (10,15, and 20 items) used in the investigation 

did not produce stable estimates of the item discrimination and lower asymptote parameter. 

Therefore, the item discrimination and lower asymptote parameters should not be estimated 

using tests containing 15 items or less.

Studies Comparing LOGIST and BILOG

Three investigations concentrated on comparing the efficacy of LOGIST (with the 

maximum-likelihood technique) against BILOG (which uses a marginal maximum-
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likelihood technique). The marginal maximum-likelihood estimation procedure employed 

in BILOG (Mislevy & Bock, 1984) was based on an adaptation of the EM algorithm 

(developed by Dempster, Laird, & Rubin, 1977) to derive item parameter estimates. The 

marginal maximum-likelihood procedure was held, by the manufacturer, to be a successful 

solution to the major problem of obtaining more accurate item parameter estimation when 

using smaller sample sizes and test lengths.

The first comparison study, conducted by Qualls and Ansley (1985), used sample 

sizes of200,500, and 1,000 examinees with sample sizes of 10,20, and 30 items. True item 

parameters were based upon a uniform distribution with the true value of the lower 

asymptote "fixed" at 0.20. Examinee ability values were generated according to a normal 

distribution (0,1). Criterion measures employed were: 1) correlations between estimated and 

true item and ability parameters; and, 2) an average absolute difference (AAD) between 

estimated and true item and ability parameters.

Overall, the results produced by BILOG were better than those produced by 

LOGIST. The range of correlations for the item discrimination parameters for BILOG were 

from 0.51 to 0.98 and for LOGIST from 0.44 to 0.93. Both programs produced their highest 

correlations in the largest sample size (1,000 examinees) employed. Analysis of the AAD 

criterion revealed that estimates from BILOG were closer to the true values of the item 

discrimination parameter than LOGIST. The range of AAD for BILOG was from 0.07 to 

0.37 and for LOGIST from 0.11 to 0.43. Item difficulty was well estimated by both 

programs, as evidenced by the correlational criterion, in all sample sizes and test length 

combinations, with BILOG performing slightly better (0.95 to 0.99 for BILOG and 0.90 to 

0.99 for LOGIST). The range of AAD for BILOG fell between 0.08 and 0.22 and for
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LOGIST from 0.08 to 0.65, which demonstrated that estimates of item difficulty produced 

by BILOG were closer to the true values than those produced by LOGIST. BILOG also 

produced better estimates of the lower asymptote parameter. The majority of the BILOG 

estimates fell within the range of 0.15 to 0.25. BILOG produced higher correlations o f the 

ability parameter in the 10 and 20 item test lengths. The AAD values indicated that BILOG 

ability estimates were superior to LOGIST estimates when shorter tests were used (10 and 

20 items).

Based upon a rank-order correlation criterion, the conclusion drawn was that 

BILOG produced better results in the two smallest sample data sets (200 and 500 

examinees) than did LOGIST. The correlations produced in the item discrimination 

parameter for the smallest data set combination (200 examinees and 10 test items) was 

encouraging. However, these values were generally less than half of those produced for the 

item difficulty parameter. When test length increased the relationship tended to strengthen 

between the estimated and true parameters for both procedures. However, the largest effect 

obtained on the correlations for both programs was directly attributable to sample size, 

particularly in the item discrimination parameter.

Yen (1985, 1987) also compared the efficacy of parameter estimation in both 

LOGIST and BILOG. However, Yen used a single sample size of 1,000 examinees with test 

lengths of 10, 20, and 40 items. Also, four different distributions of examinee ability were 

used: 1) a normal distribution (0,1); 2) a negatively skewed distribution (-4.0); 3) a positive 

distribution (+4.0); and, 4) a symmetric but platykurtic distribution. Four different sets of 

item parameter distributions were also employed. The lower asymptote was fixed at 0.20. 

Criterion measures employed were similar to those used by Qualls and Ansley (1985): I)
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correlations between estimated and true item and ability parameters; and 2) RMSEs 

between estimated and true item and ability parameters. A comparison of IRFs was also 

conducted by dividing the RMSE by the standard deviation of the true values.

Generally, the results o f the investigation revealed that BILOG outperformed 

LOGIST in almost every case by producing item parameter estimates closer to the true 

values. Correlations for item discrimination ranged from 0.84 to 0.94 for BILOG and 

between 0.82 and 0.97 for LOGIST. The RMSE values obtained were closer for BILOG 

(0.09 to 0.48) than for LOGIST (0.16 to 0.73). Item difficulty correlations ranged from 0.97 

to 1.00 for BILOG and from 0.96 to 0.99 for LOGIST. Lower asymptote correlations 

ranged from 0.11 to 0.54 for BILOG and from 0.09 to 0.70 for LOGIST.

Yen positioned that BILOG may have had an artificial advantage in data sets where 

item discrimination and lower asymptote values were constants (fixed) because BILOG 

employed a Bayesian prior distribution in the estimation process. Therefore, these data sets 

actually mirrored more of a modified 1PL IRT "Rasch" model. Having less parameters to 

estimate, combined with a large enough sample size (1,000 examinees), the modified 1PL 

IRT model could be expected to out-perform an unmodified 3PL IRT model in the 

parameter estimation task.

Both programs were similar in obtaining estimates of true ability, although BILOG 

performed best in the smallest test length, 10 items. However, in the 40 item test, where the 

distribution of ability was non-normal, the results produced by LOGIST were almost 

always more accurate. (It is important to note that the ability parameter estimates were 

made by theoretically different estimation techniques. BILOG default options of ability 

estimates employ a Bayesian "prior" distribution whereas LOGIST does not Any error in
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the item parameter estimates is being mixed in with the two different approaches).

Conclusions derived, combined with those from Qualls and Ansley*s (1985) 

findings, provided strong evidence that BILOG (marginal maximum-likelihood estimation) 

may be more efficient in producing stable parameter estimates with smaller sample sizes. 

Still, the question to be asked is how small? Yen used 1,000 examinees, and even though 

smaller than previously recommended (a minimum o f2,000 to 3,000 examinees) to obtain 

reasonably stable estimates with maximum-likelihood estimation, this sample size is still 

much larger than sizes found in mote common classroom environments.

A third study comparing LOGIST and BILOG was conducted by Mislevy and 

Stocking (1987). They published their results in a report titled "A consumer's guide to 

LOGIST and BILOG.". Estimated item and ability parameters were initially obtained using 

LOGIST from an administration of the Test of English as a Foreign Language (TOEFL). 

True item and ability parameters were generated to match these estimated parameters. A 

single sample size of 1,5000 examinees was combined with two test lengths of 15 and 45 

items. Default options were used in both programs with one exception. BILOG estimated 

the distribution of ability jointly with the item parameters instead of assuming a normal 

distribution of ability. The criterion measure involved obtaining scatterplots for individual 

item and ability parameter estimates regressed on the true parameters.

Both programs performed equally well in recovery of the true parameters in the 45 

item test BILOG generally recovered the true parameters better than LOGIST in the 15 

item test These results agreed with the position of Qualls and Ansley (1985) and Yen 

(1985, 1987) in that the marginal maximum-likelihood technique used in BILOG offers an 

advantage in small sample data sets and/or short test lengths. As sample size and test length
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increased the parameter accuracy differences between the two programs were minimal.

Studies Using Strictly BILOG 

fMaryinal Maximum-Likelihood Estimation)

In 1991, Harwell and Jonosky investigated the effects of small sample data sets in 

item parameter estimation but by varying the prior distribution variances using the 2PL 

model. Although the focus of this study is on the 3PL IRT model, this particular study was 

reviewed because the authors believed the 2PL IRT model was "less complex" and would 

provide a better "baseline" for a beginning study. Sample sizes selected were 75,100,250, 

500 and 1,000 examinees with test lengths of 15 and 25 items.

For item discrimination, standard deviations of the prior distributions were chosen 

as either: 1) no prior 2) .752 3) .502 4) .252 or 5) .102. All were in the lognormal metric 

employed by BILOG. The major differences in values of the standard deviation represented 

differences in the amount of "strength" or "information" provided by the prior distribution. 

When the standard deviation of the prior distribution is a low value the strength (amount of 

information provided) is considered stronger (greater), conversely, when the standard 

deviation of the prior distribution is a high value the amount of information provided is 

weaker (less). These item discrimination parameters were all sampled from a uniform 

distribution [0.6, 1.9] given a log metric. The true ability and item difficulty parameters 

conformed to a normal distribution. The primary criterion measures selected were: I) 

correlations between the estimated and true parameters; and, 2) a root mean squared error
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difference (RMSD).

Overall, the results revealed that the correlations increased for both item difficulty 

and item discrimination as sample size increased. RMSD values usually decreased as 

sample size increased. When the sample size rose to 150 examinees not much difference 

was noted in the RMSD values given prior variance or test length. Interestingly, the RMSD 

was particularly higher for 25 items than for 15 hem tests when he sample size was less 

than 250 examinees. This finding still occurred across further item calibration runs. The 

recommendation was not to rely on the BILOG default prior variance for item 

discrimination of .502 (because it may be too high a value) when sample size (<250 

examinees) and test length is small. Caution should be advocated in selecting more 

appropriate prior distributions.

Studies Comparing LOGIST and Bavesian Estimation

Swaminathan and Gifford (1986) had previously conducted work using Bayesian 

procedures in item parameter estimation which demonstrated, in their terms, the superiority 

of Bayesian estimators in the 1PL IRT "Rasch" model (Swaminathan & Gifford, 1982) as 

well as with the 3PL IRT model (Swaminathan &  Gifford, 1985) using smaller sample 

sizes. The authors developed their own Bayesian estimation program specifically for this 

investigation with the 3PL IRT model and compared it against the maximum-likelihood 

procedure in LOGIST.

Three sample sizes of 100,200 and 400 examinees were employed with test lengths
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of 25 and 50 items. The data set combination of 100 examinees and 25 test items paralleled 

a set close (although still larger) to an everyday classroom setting. Ability and item 

difficulty parameters were selected from a normal distribution (0,1). Item discrimination 

and lower asymptote values were uniformly distributed. Criterion measures included: I) 

correlations between estimated and true item (and ability) parameters; and 2) mean squared 

differences between estimated and true item (and ability) parameters. Bayesian prior 

distributions were only placed on the item discrimination and lower asymptote parameters 

(perhaps the authors felt that item difficulty and ability parameters are normally estimated 

quite well using maximum-likelihood and a need did not exist to set Bayesian priors). A 

chi-square prior distribution was imposed on the item discrimination parameter and a beta 

distribution was imposed on the lower asymptote.

Correlations between estimated and true item discrimination parameters ranged 

from 0.53 (100 examinees and 25 items) to 0.777 (400 examinees and 50 items) using 

Bayesian and from 0.293 (100 examinees and 25 items) to 0.480 (400 examinees and 50 

items) using maximum-likelihood (LOGIST). Although the correlation values were still not 

as high as those found in the item difficulty parameter, the Bayesian procedure increased 

the correlation values for item discrimination approximately 0.20 points across the range of 

data set combinations used in the study. Correlations for the item difficulty parameters 

ranged from 0.947 (100 examinees and 25 items) to 0.9992 (400 examinees and 50 items) 

for Bayesian and from 0.893 to 0.989 for maximum-likelihood estimation. Correlations 

reported for the lower asymptote were much closer for the Bayesian procedure (0.336 to 

0.730) than maximum-likelihood (0.147 to 0.662). The mean squared differences produced 

for item difficulty, item discrimination, and the lower asymptote were also much closer for
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the Bayesian procedure than the maximum-likelihood procedure.

Overall, the estimates produced for the item discrimination and lower asymptote 

parameters spread further away from the true values with maximum-likelihood estimation. 

The Bayesian technique, which set prior distributions on these two parameters, should help 

to obtain better parameter estimates (in smaller sample sizes than previously found) as it 

held this spreading in check.

Although Bayesian was received as a more consistently accurate parameter 

estimation technique, Bayesian estimates could be expected to be biased (particularly if 

only the "a" and "c" parameters receive priors). Following this concern, the nature and 

extent of bias in estimates produced by the Bayesian and maximum-likelihood techniques 

in the 3PLIRT model was investigated by Gifford and Swaminathan (1990). The study was 

conducted in two phases. The first phase investigated the robustness of Bayesian prior 

distributions by making small changes in the priors. The second phase investigated the issue 

of bias.

Data was generated using a single sample size of 200 examinees and 35 items. All 

parameters were sampled using uniform distributions. "Non-informative" (uniform) prior 

distributions were placed on both the ability and item difficulty parameters and identical 

chi-square priors were placed on each of the item discrimination parameters. Nine different 

beta distributions were selected for the lower asymptote. Three modal values of 0.06,0.11, 

and 0.16 were completely crossed with three different ”99%" credibility intervals of 0.12, 

0.15, and 0.22 to create the nine different beta distributions.

Results indicated very little effect on the ability and item difficulty parameters 

attributable to changes in the prior lower asymptote distribution. Correlations between
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estimated and true parameters were in the mid-to-high 90s. The item discrimination 

parameter did, however, appear to be affected by the manipulation of the lower asymptote 

parameter. Generally, when the modal value of the prior lower asymptote distribution 

increased the correlations for die item discrimination parameter decreased. Overall, the best 

recovery occurred in the modal value of 0.11.

In the second phase, replicate data matrices for a given set of ability and item 

parameters were generated and then estimated using Bayesian and joint maximum- 

likelihood techniques (LOGIST IV). Results found little differences in correlational 

recovery between the Bayesian and LOGIST IV estimates for the item difficulty and ability 

parameter. However, the item discrimination parameter produced better correlational 

recovery using the Bayesian procedure. A comparison of the means of the estimates 

produced by both programs indicated that item discrimination was consistently 

overestimated. Bayesian estimates of the lower asymptote parameter tended to indicate 

better recovery than LOGIST IV. Both types of estimates resulted in a "tighter" distribution 

than the true parameters. Overall, varying the prior distributions appeared to have a minor 

effect on the resulting Bayesian estimates produced.

Studies Comparing LOGIST and ASCAL (Bavesiaril

Vale and Gialluca (1985, 1988) performed a simulation study to compare the 

performance of LOGIST and ASCAL. Assessment Systems Corporation (1986) developed 

ASCAL as the first microcomputer-based item parameter estimation program for use with
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the 3PL IRT model. Based on Lord's criterion function, as implemented in LOGIST, it 

imposes Bayesian prior distributions on the ability (normal 0,1), item discrimination 

(rescaled beta distributions), and lower asymptote (beta distribution) parameters. Using a 

sample size o f2,000 examinees from a true distribution of ability which was normal (0,1), 

they generated response data based on item parameter estimates from existing tests of 

approximately 60 items each. Primary criterion measures used to evaluate the procedures 

were: 1) correlations between estimated and true item parameters; and, 2) the RMSE 

between estimated and true item parameters.

As is generally the case, the item discrimination parameters were less well estimated 

than the item difficulty parameters. The correlations ranged from 0.56 to 0.60 and did not 

clearly favor either program. The correlations for the item difficulty and lower asymptote 

parameters were generally larger for ASCAL than for LOGIST. RMSEs for the individual 

item parameters were larger for LOGIST than for ASCAL.

The results of this study indicated that ASCAL produced parameter estimates which 

are at least as accurate as those produced by LOGIST. When computing costs are taken into 

account, ASCAL may be a reasonable alternative to LOGIST.

Skaggs and Stevenson (1986) conducted a second simulation study to compare 

LOGIST and ASCAL. Two sample sizes o f500 and 2,000 examinees were varied with two 

test lengths of 15 and 30 items. Two true distributions of ability were selected. The first was 

a centered normal distribution (0,1) and the second was a non-centered normal distribution 

(-1,1). Test difficulty was matched to the examinee population in the centered distribution, 

the non-centered distribution mirrored a test situation where low ability examinees take a 

"moderately" difficult test. All item parameters were uniformly distributed within varying
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bounds. Criterion measures employed were: 1) correlations between the estimated and true 

item parameters; 2) mean absolute differences between the estimated and true item 

parameters; and 3) RMSEs between the IRFs of the estimated and true item parameters.

Overall, the results produced between the two programs were similar As sample 

size and/or test length decreased the parameter estimates produced by both programs 

became poorer. ASCAL produced slightly more accurate estimates with the smaller sample 

size (500 examinees). The correlations for the item difficulty parameter were at least 0.90 or 

higher in both programs for all sample size and test length combinations. Correlations for 

the item discrimination parameter ranged from -0.01 to 0.91. Lower correlations occurred 

when the range of item discrimination was closer together. The mean absolute difference 

criterion indicated that test length was more of a  factor than sample size in estimation of the 

item discrimination parameter. Estimates of the item discrimination parameter were 

positively skewed in both programs. Correlations for the lower asymptote ranged from - 

0.46 to 0.86. The estimates produced by the two programs were more highly correlated with 

each other than with their true parameter values.

Studies Using Marginal Maximum-Likelihood 

(BILOG) with Bavesian Priors

Seong (1990) conducted a study on the effect of varying characteristics of the 

Bayesian "prior" for the examinee ability distribution with marginal maximum-likelihood 

estimation (BILOG). Three different prior distributions were paired with the same three

i
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generating ability distributions. The distributions selected were normal (0,1), positively 

skewed, and negatively skewed (the minor image of the positively skewed distribution). 

This design allowed for a direct examination concerning the effect of properly matching the 

prior distribution with the underlying distribution. Sample sizes of 100 and 1,000 

examinees were selected with a test length of 45 items. Item difficulty values selected were 

either -1.0,0.0, or +1.0 and ranges of item discrimination were of 0.5 to 0.5, 0.6 to 0.8, or 

0.9 to 1.1. However, the lower asymptote parameters were fixed at 0.0 as in a 2PL IRT 

model. Criterion measures employed were: 1) the RMSE between the estimated and true 

parameters; 2) an averaged (signed) bias measure; and, 3) a split-plot factorial design 

(ANOVA) using as the dependent variable the log of the average of the squared differences 

between the estimated and true parameters (LMSE).

Overall, the mean RMSE values were lower when the prior distribution of ability 

matched the underlying prior distribution than in the non-matched conditions. Results 

showed that the RMSE for the item discrimination parameter dropped significantly with 

increasing sample size (.196 for N=100, .097 for N=1,000).

Results from the ANOVA indicated that much of the overall variance was 

attributable to the effect of sample size. For item difficulty, the RMSE values were .279 for 

N-100 examinees compared to .122 for N=l,000 examinees. Results of the ANOVA 

showed that 96.1% of the total sum of squares (of the LSME) was attributable to sample 

size. For the ability parameter, the mean RMSE was .318 for the N=100 examinee condition 

and .329 for the N=1,000 examinee condition. The recovery of ability did not seem to be 

affected by sample size as only 2.4% of the overall variability was attributable to sample 

size. However, the largest effect was produced by the match between the prior and
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underlying distributions of ability, which accounted for 653% of die overall variance.

Seong's results confirm that both item and ability parameters are estimated more 

accurately when the prior distribution of ability matches die underlying (population) 

distribution of ability. Investigators whom do not have a good idea about the type of prior 

ability distribution should use the default normal prior distribution in computer estimation 

programs. This choice offers the better alternative than the risk involved in choosing an 

inappropriate prior distribution.

Studies Comparing LOGIST. ASCAL. and BILOG

Yoes (1993) conducted a comprehensive evaluation of the performance of the three 

most popular IRT parameter estimation programs found in the literature. These programs 

were: I) LOGIST 5 (Version 2.1; Wingersky, Barton, and Lord, 1985); 2) ASCAL (Version 

2.0; Assessment Systems Corporation, 1987, 1989); and, 3) PC-BILOG (Version 2.0; 

Mislevy & Bock, 1986, 1989). As evidenced by now, each program uses a different 

theoretical approach to conduct the parameter estimation process.

LOGIST 5 is based on the unconditional (joint) maximum likelihood paradigm. The 

basis of the LOGIST estimation procedure is a modified likelihood function that attempts to 

utilize the information provided in omitted responses to determine an examinee's ability 

parameter estimate. The likelihood function is modified with the inclusion of a "criterion1' 

function where Ujj=Cj if item i is omitted by person j.

In ASCAL, Bayesian prior distributions are imposed on the ability, item
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discrimination, and lower asymptote parameters. In addition, a uniform prior distribution is 

imposed on the item difficulty parameter in order to keep the item difficulty estimate* 

within reasonable bounds (-4£q£+4). The prior distribution selected for the distribution of 

ability is a standard normal distribution with a mean of 0.0 and a standard distribution of 

ability of 1.0. The priors on the item discrimination and lower asymptote parameters are 

symmetric beta distributions with an additional change of scale transformation. The prior 

distributions on the item parameters provide a continuous bounding mechanism to avoid 

extreme or unreasonable values of those parameter estimates.

The BILOG estimation procedure implements marginal maximum-likelihood 

estimation of item parameters using the EM algorithm. Bayesian prior distributions are also 

imposed on the item discrimination (slope), item difficulty (threshold), and lower asymptote 

parameters. The prior distribution used with the slope parameter is a log-normal distribution 

of the item discrimination parameter (Hj=lnaj). The default values o f the mean and standard 

deviation of the log-normal distribution used in BILOG are 0.0 and 0.5, respectively. The 

prior distribution for the lower asymptote takes the form of a beta distribution. A standard 

normal prior distribution is implemented on the item difficulty parameters.

Simulated data was generated in accordance to a 4-option multiple-choice test item 

using a 3PLIRT model. Four sample sizes (250, 500, 1000 and 2000 examinees) and five 

test lengths (15, 25, 50, 75, and 100 items) were crossed against three types of ability 

distributions (uniform, normal, and negatively skewed) and four different test conditions. 

Primary criterion measures used were: 1) correlations between the estimated and true 

parameters; 2) RMSE between estimated and true parameters; 3) a signed average 

difference between the estimated and true parameters; 3) a signed average difference

V
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between the estimated and true parameters; and, 4) a RMSE between estimated and true 

IRFs produced by each technique.

Overall, findings indicated that BILOG appeared to produce the best parameter 

estimates. The marginal maximum-likelihood approach, implemented in BILOG, appeared 

to provide improved estimation in all test conditions, but especially when working with data 

set combinations of short test lengths and/or small sample sizes. There were significant 

differences between the estimation methods in the recovery of all three individual item 

parameters (with BILOG yielding the best overall recovery). A strong correlational 

relationship existed between the individual item parameter estimates produced by the 

different estimation methods which indicated that the methods were more similar than 

different.

Each method tended to perform only a moderate job of recovering the item 

discrimination parameter and generally overestimated it  The typical correlation between 

the estimated and true item discrimination parameters was moderate (0.40 to 0.60). 

However, the correlations for item discrimination were much more stable in smaller sample 

data sets in BILOG than either LOGIST or ASCAL. The correlations in the smallest sample 

data set (250 examinees and 15 items) ranged from 0.57 for BILOG to 0.47 for ASCAL and 

0.26 for LOGIST. Correlations found across the range of sample sizes used in the study 

(250, 500, 1000, and 2000 examinees) were relatively stable for BILOG but very unstable 

for LOGIST and ASCAL. However, the most significant trend observed was that an 

increase in the correlational values did not occur with an increase in sample size.

Another important finding was that the correlational values for the item 

discrimination parameter did not increase much for all three programs, and seemed to
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stabilize across all sample sizes, when test length was 50 items or greater. BILOG also did a 

better job of recovering the item discrimination parameter as evidenced by lower RMSE 

values, in all data set combinations, than either LOGIST or ASCAL.

The item difficulty parameter was estimated well by all three estimation procedures, 

even for short tests (n-15 items) and small sample sizes (N—250 examinees). The 

correlations were all very high with all values greater than or equal to 0.95 with many 

correlations of 1.00. (The RMSE index has appeared to be the only indice that can allow for 

critical evaluation of the recovery of the item difficulty parameter). The RMSE values 

tended to decrease with increasing sample size and test length. In general, BILOG produced 

recovery of the item difficulty parameter better than LOGIST or ASCAL for short tests 

(n=15 items) and small sample sizes (N=250 examinees).

All three programs did a poor job of recovering the lower asymptote parameter as 

evidenced by the correlational criterion. The correlations varied widely in most Hata set 

combinations, in particularly the smallest data set combinations, and seemed only to 

stabilize (approach the true value set of 0.25) in the largest data set o f2,000 examinees and 

100 test items. The mean correlational values for the lower asymptote in the largest Hata set 

ranged from 0.17 to 0.27 (mean of 0.21) for ASCAL and from 0.20 to 0.32 (mean of 0.24) 

for BILOG. LOGIST did a very poor job, and generally underestimated, the lower 

asymptote with a range between 0.04 to 0.23 and with a mean of 0.10 in the largest Hqta set 

combination. The RMSE values were consistently lower in BILOG than either ASCAL or 

LOGIST. For tests with 50 items or more, BILOG and ASCAL were generally equal. The 

RMSE values tended to decrease in value as both test length and sample size increased.

Recovery of ability and the IRF increased when sample size and test length
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increased as well. All correlations for ability were above 0.95 with over half being a perfect 

1.00. Test length appeared to be the single most important factor in the estimation of ability. 

Both BILOG and ASCAL were relatively robust to departures from the assumed prior 

distribution of ability.

The conclusion drawn was that sample size and test length have the greatest impact 

on item parameter estimation. BILOG produced the most consistently accurate parameter 

estimates and demonstrated superiority (in terms of recovery) in both short test length and 

small sample conditions. Based on these results, marginal maximum-likelihood estimation 

seems to be the best theoretical paradigm available for item parameter estimation. Bayesian 

techniques (as implemented in ASCAL and BILOG) improved the estimation of the item 

discrimination parameter but it still continues to be consistently overestimated.

Estimation of the lower asymptote parameter was found to be problematic for all of 

the estimation procedures. Bayesian procedures did not significantly improve its estimation. 

Yoes suggested more focus be placed on methods designed to improve the estimation o f the 

lower asymptote. It is likely that the lower asymptote cannot be estimated with reasonable 

accuracy in small sample sizes since there are so few examinees in the region where the 

estimate is being made. Yoes positioned that

"under these circumstances it seems reasonable to be open to alternative 
formulations of the 3PLIRT model, including the modified (fixed c) model as a 
more practical alternative. Thus, mote research should be conducted into 
parameter estimation when using a modified 3PL IRT model with an assumed 
'fixed' lower asymptote parameter."

I _ _________
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Studies Investigating Modifications to IRT Models

The literature review revealed nine studies which investigated varying modifications 

to primarily the 1PL "Rasch" model in addition to the 2PL, or 3PL IRT models since 1976. 

Two of die first studies, investigating the efficacy of modified 1PL IRT models in the 

estimation of examinee ability, were conducted by Waller (1976) and Mislevy & Bock 

(1982). Results from both studies suggested that improvements can be made in the 

estimation of examinee ability in the presence of guessing by using procedures that assign 

differential weights to item responses depending on the appropriateness of the item's 

difficulty for an individual examinee. Using a sample size o f480 examinees, Waller (1976) 

employed a method in his study which suggested if an item is too difficult for an examinee, 

given a provisional ability estimate, the item should be discounted completely (assigned a 

zero weight) before the maximum-likelihood estimation process. Mislevy and Bock (1982) 

criticized this approach by noting that test information is reduced by giving a zero 

weighting to some items. They proposed that if  an item is too difficult for an examinee, it 

should be assigned a lower weight instead of a zero weight The lower weight or 

"biweight" estimate of ability, assigned weights to items based upon an examinee's 

predicted chance of passing the item.

Both studies are mentioned here only because they represented the first attempts at 

modifying a 1PL IRT model when faced with multiple-choice data and small sample sizes. 

Both methodologies employed, however, represented substantial departures from the 

standard logistic 1PL IRT model. There is no evidence that either have been tested in the 

presence of departures from homogeneity of item discrimination. Detailing their separate
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methodologies any farther distracts from the major issues o f this paper, which is obtaining 

reasonably accurate item discrimination and lower asymptote parameter estimates in small 

samples and/or short test length conditions.

In a 1980 study, Wainer and Wright compared the 1PL IRT model to a modified 

IPL IRT model (with a constant discrimination value and lower asymptote "fixed" to a 

constant reciprocal of the number o f response options), and a  3PL model (with the lower 

asymptote fixed to the reciprocal of the number of response options). Several alternatives to 

maximum-likelihood estimation were also tested which included two "jackknifed" 

estimators of ability (see Wainer & Wright, 1980 for more detailed information on the 

concept underlying the application of each "jackknifed" estimator).

Using simulation, item difficulties were generated from three different distributions 

(uniform, normal, and bimodal) and two different logit scales (ranging from +/- 2 logits and 

+/- 4 logits). Three different test lengths (10, 20, and 40 hems) were employed. Two 

criterion measures were selected: 1) a total variance difference between estimated and true 

ability parameters; and, 2) the variance of the sampling distribution of the particular 

estimator around its mean.

Results relative to the focus of this paper revealed that the distribution of item 

difficulties did not appear to have much of an effect on the ability estimates produced by the 

various models. When guessing was considered to be present in the data, the 3PL IRT 

model outperformed both jackknifing procedures in "extremely low” and "low" ability 

ranges on both logit scales. When no guessing was present in the data the jackknifing 

procedures performed best However, as the amount of guessing increased, the 3PL IRT 

model with a "fixed" lower asymptote equal to the inverse of the number of response
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options (1/A) worked better at estimating ability (with maximum-likelihood estimation) 

than the other models proposed.

Divgi (1984) compared die 1PL IRT "Rasch" model to a modified version which 

inserted a "fixed" value for the lower asymptote parameter constant to 0.20 (1/4-.05). 

(Previous findings had revealed an unexpected occurrence where some examinees were 

obtaining a lower asymptote value greater than chance, based on the number of response 

options, on some items. The subtracted value of 0.05 was inserted as a possible correction 

for this anomalous result).

Using actual test data, item difficulty parameters were calibrated using a sample size 

of the first 100 examinees from a larger examinee pool. The item difficulty estimates 

obtained were then employed to estimate ability for each of the two models. These ability 

estimates were then used to calculate the probability of each response. The product of these 

probabilities was the estimated likelihood.

The three criterion measures utilized for the comparisons were: 1) the difference 

between the estimated likelihoods for the two models; 2) the log of the ratio of the modified 

1PL model's estimated likelihood over the estimated likelihood of the 1PL "Rasch" model; 

and, 3) a comparison of each models performance in providing "item-free" ability 

measurement given both "hard" and "easy" halves of the test. Using the calibration sample 

of 100 examinees, results were examined from all three criterion measures between the two 

models and categorized by which model produced the better results on at least two of the 

three criterions.

By this categorization, the modified 1PL model was "clearly" superior on 9 of 14 

subtests (subject areas of the test) whereas the IPL model was superior on only 3 subtests.

i
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When sample size used for calibration increased to 200 examinees, the modified 1PL model 

was found to be superior on one additional subtest Results for the 1PL model did not 

improve with this increase in sample size. On the "item-free" criterion alone, the results 

indicated that the modified 1PL model out-performed the 1PL model on 7 of 14 subtests. 

The 1PL model produced better results on only one subtest under this criterion.

The conclusion drawn was that die modified 1PL model provided a better fit to the 

data than the 1PL "Rasch" model. The clear result is (in opposition to Lord, 1983) that a 

small sample size does not (by itself) justify use of the 1PL "Rasch" model. Unequal item 

discriminations and poor (weak) model data fit results indicated that the 1PL IRT model is 

unsuitable for use with multiple-choice test hems.

Based upon these concerns, Divgi (1986) further investigated whether the 1PL 

"Rasch" model would fit multiple-choice test data and questioned the test of model-data fit 

presented by Wright and Panchapakesan (1969). Hypothesizing that the test lacked the 

power necessary to detect model-data misfit, Divgi increased the power by modifying it into 

a test of quadratic trend.

Departures from the IPL "Rasch" item response functions (IRFs) were expected due 

to unequal item discriminations and guessing. If an item had above average discrimination, 

the IRF would have a greater slope than the IPL "Rasch" model. At low abilities, the true 

probability of obtaining a correct answer would be smaller than that predicted by the IPL 

"Rasch" model. At high abilities, the true probability of obtaining a correct answer would 

be larger. Guessing would increase the IRF at all ability levels and the increase would be 

largest at low ability levels.

Calling this quantify the "modified WP test", Divgi performed item calibration and
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model-data fit analyses using seven standardized reading tests from the Anchor Test Study 

in the areas of vocabulary and comprehension. 1500 examinees were used for each test in 

three grade levels. This resulted in 1,942 hems from 21 test-grade combinations. Difficulty 

parameters were estimated using maximum-likelihood. Both the WP and modified test were 

calculated for each item. Each sum of squares was divided by the degrees of freedom to 

obtain the mean square. For a criterion measure, an item was classified as misfitted if the 

mean square was greater than 3.

Of the 1,942 items, 1,326 (68.3%) and 329 (16.9%) were found to be misfitted 

based upon the and M*, respectively. The WP test rejected only 17% of the items. The 

quadratic fit produced much larger mean squares and rejected far more items than the WP 

test statistic. From these results, Divgi concluded that the IPL "Rasch" model did not work 

for multiple-choice test data and that the usefulness of the model depends on the power of 

one's test of model-data fit If a large proportion of items fails to fit the IPL "Rasch" model, 

properties of the test are different from those of the model (Divgi, 1981). Specifically, 

ability estimates based on the IPL "Rasch" model will not be "item-free" (Wright, 1968).

Divgi positioned that parameter estimation in the 3PL IRT model is "exaggerated". 

Setting Bayesian priors (Bock and Aitkin, 1981; Swaminathan & Gifford, 1985) can "yield 

rapid convergence and finite estimates without arbitrary constraints. A small sample size 

does not, by itself, justify use of the IPL Rasch' model. Investigators also have the option 

of using a modified IPL model, with a 'fixed' lower asymptote value for all items". As was 

demonstrated in his 1984 study (using a sample size of 100 examinees), Divgi produced 

evidence that the modified IPL IRT model provided better estimates of ability in 10 of 14 

tests.
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Overall, Divgi advocated for discarding the IPL "Rasch" model for use with 

multipie-choice test items. "The appropriate model to select when multiple-choice test data 

is presented is the 3PL IRT model which includes both item discrimination and guessing 

parameters. The real question is not whether the 3PL model is totally satisfactory but 

whether, given adequate sample sizes and test lengths, it works better than the IPL "Rasch" 

model." Evidence in two other studies (Green, 1981; Yen, 1981) has shown support for this 

position.

At the same time in which Divgi was conducting his investigation into model-data 

fit, De Gruijter (1986) also was comparing the IPL "Rasch” model with a modified IPL 

model. However, De Gruijter chose to investigate the problem of item selection within the 

context of test development or adaptive testing. This was conducted by examining the item 

information function (1IF) with the emphasis on maximizing item discrimination between 

abilities at a particular latent trait value.

Four hundred ability values were randomly sampled from a normal (0,1) 

distribution using a 40 item test. Item difficulty parameters were selected from a uniform 

distribution within the range of [-0.8, 0.1]. The item discrimination parameter was held 

constant and the lower asymptote parameter was fixed at 0.25. The maximum information 

attainable at ability = -4.8 was computed. The maximum item information under the true 

model was then obtained for an item difficulty value of -0.6. Parameter estimates were 

obtained for both the IPL "Rasch" IRT model and a modified IPL IRT model where the 

lower asymptote was fixed to a constant value of 0.21. Using the estimated ability value of - 

.408, information produced by each item was then compared to the actual information 

produced by each item as a criterion measure of efficiency for each model.
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De Gruijter's results indicated that the HF estimates produced by the IPL "Rasch" 

exceeded the true HF at item difficulty values much higher than -0.6. This exceeded the 

item difficulty value of the "best" item under the true IIF. However, the modified model 

produced maximum information at values much closer to the actual "best" item. Therefore, 

in an adaptive testing situation, the IPL "Rasch" IRT model could be expected to select 

items which are "too difficult” for an examinee, whereas the modified IPL "Rasch” IRT 

model would tend to select items of more appropriate difficulty for an examinee.

Taken together, the conclusions drawn from the above studies indicate that when 

guessing was considered to be present in the data the 3PL IRT model, with a "fixed" lower 

asymptote value, worked better at estimating ability (with maximum-likelihood estimation) 

than other models proposed (Wainer & Wright, 1980). Modified IPL models may also be 

expected to provide more accurate item selection (De Gruijter, 1986) and better fit to 

multiple-choice test data (Divgi, 1984, 1986) than the IPL "Rasch" model. Both of Divgi's 

investigations provided strong support for applying either a modified IPL IRT model or a 

modified 3PL IRT model with multiple-choice test data. However, the same problem 

persists as found before in all the parameter estimation efficacy studies. Obtaining 

reasonably accurate parameter estimates (using essentially modified 1 PL IRT models) in 

small data set combinations (<1000 examinees and <50 test items) has not been achieved. 

Whether a modified 3PL IRT model, with a "fixed" lower asymptote value, can provide 

appreciably more accurate parameter estimates in smaller data set combinations remains to 

be seen.

Following conclusions in the above literature, Bames (1988) conducted the first 

comparison study of parameter estimation efficacy between the 3 PL IRT model and two
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modified IPL IRT "Rasch” models using small data set combinations. It was hypothesized 

that the modified IPL IRT models would provide better parameter estimates than the 

unmodified 3PL IRT model. With small data sets, it was expected that the 3PL IRT model 

would poorly estimate the item discrimination and lower asymptote parameter. Four 

estimation models were compared in the study for their efficacy in the parameter estimation 

process using LOGIST (maximum-likelihood estimation). The models were identified as:

1)MOD-l, a modified IPL "Rasch" model with a lower asymptote parameter fixed to 0.25;

2) MOD-2, a modified IPL "Rasch" model in which the lower asymptote was fixed to 0.20;

3) an unmodified IPL "Rasch" model; and, 4) an unmodified 3PL IRT model.

All models were compared using simulated data, with true (known) parameter 

values generated under the assumptions of the 3PL IRT model. Three sample sizes (50,100, 

and 200 examinees) and two test lengths (25 and 50 items) were selected. True item 

difficulty, discrimination, and ability parameters were obtained using a normal distribution. 

The lower asymptote parameters were generated using a uniform distribution. LOGIST 

version 5.0 (maximum-likelihood estimation) was used to estimate ability and item 

parameters. In all but the 3PL IRT model the item discrimination and lower asymptote were 

set to fixed values. Item discrimination values were preset to "1" for MOD-1, MOD-2, and 

the IPL "Rasch" model. The lower asymptote was set to "0" in the IPL "Rasch" model. 

Criterion measures employed were: I) correlations between estimated and true item 

difficulty (and ability) parameters; 2) RMSEs between estimated and true item difficulty 

(and ability) parameters; 3) the proportion of 95% confidence intervals constructed around 

the estimated ability containing the true ability value; and, 4) the RMSEs of recovered item 

response functions (IRFs).
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Overall, MOD-2 (with a lower asymptote fixed to 0.20) was the most of all

the four models in estimating item difficulties and in estimating IRFs under the conditions 

of the simulation. This was particularly true when the sample size was 200 examinees and 

test length was SO items. The 3PL IRT model produced the smallest Hem difficulty 

correlations than the other three models and higher RMSE values other than the IPL 

"Rasch" model. Further, the correlations between the estimated and true item discrimination 

and lower asymptote parameters for the 3PL IRT model were very low (poor). Both the 

modified IPL IRT models were more accurate in recovery of item response functions 

(IRFs) than the unmodified models.

Even though the MOD-2 model produced the most accurate item difficulty 

estimates, it did not produce greater accuracy in ability estimation than the IPL "Rasch" 

model at extremely low ability ranges. Barnes stipulated that an "arbitrary fixed non-zero 

lower asymptote" has an effect on the responses to easy items made by low ability 

examinees. Low ability examinees can be expected to obtain correct responses to easy items 

based solely on their knowledge and not due to guessing. The value of the lower asymptote 

is closer to zero in this situation and the IPL "Rasch" model can be expected to be the 

"truer" model for these items.

Barnes concluded from these results that the modified IPL IRT model may be the 

"model of choice when small sample sizes and test lengths (specifically 200 examinees and 

50 test items) are present" Given that the item difficulty parameter is the only parameter 

estimated in the modified IPL model, larger sample sizes and test lengths are not required 

to perform the estimation process with reasonable accuracy. The modified IPL IRT model 

appears to "sufficiently" avoid obtaining biased parameter estimates (due to the "fixed"
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value for the lower asymptote) that occur when the IPL "Rasch” model is applied to 

multiple-choice test data. When sample size is small and test length is short the modified 

IPL IRT models performed "markedly" better than the IPL or 3PL IRT models. Given a 

3PL IRT model, small sample sizes present too few examinees in the region of the lower 

asymptote with which to accurately estimate the parameter, therefore, the parameter 

estimates produced in this situation are "less predictable". However, Bames did indicate "it 

is likely that a common c-value could be assigned (to the unmodified 3PL IRT model) in 

which case it would tend to produce results similar to the modified (IPL IRT) model".

Sireci (1992) expanded the utility of modified IRT models in small sample testing 

applications by comparing five different IRT models. These were identified as: 1) an 

unmodified IPL IRT model; 2) an unmodified 2PL IRT model; 3) an unmodified 3PL IRT 

model; 4) a modified IPL IRT model with the lower asymptote fixed to 0.20; and, 5) a 

modified 2PL IRT model with the lower asymptote fixed to 0.20. Data used in the study 

was selected from four separate administrations (one per year over a four year period) of a 

certification in personal finance exam with 100 multiple-choice test items. Actual sample 

sizes obtained were 173,149,106, and 159 examinees per year.

The first part of the examination evaluated the stability of the item parameters over 

the four year period. This was accomplished by using "restricted” and "unrestricted" IRT 

models and comparing their fit to the data. For the restricted models the item parameters 

were constrained to be equal among the groups. In the unrestricted models the item 

parameters were estimated separately for each group. All IRT analyses were conducted 

using MULTILOG version 6.0. One index provided by MULTILOG is "negative twice the 

loglikelihood" (-21oglikelihood) which describe's the data's fit to the model (the likelihood

iI
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of obtaining the data given the model) and is used to compare competing IRT models. If 

item parameter stability was exhibited over die four groups, then the item parameters would 

be appropriate for estimating examinee ability.

Using restricted IRT models, Sireci (1991) found that item parameter stability did 

not hold over three separate small sample test administrations. However, the IRT models in 

the Sireci (1991) study were traditional, unmodified models which did not include a fixed 

value for the lower asymptote. Bames (1991) suggested the inclusion of fixed values for the 

lower asymptote for use with small sample data sets. Thus, the modified IPL and 2PL IRT 

models were chosen with the fixed lower asymptotes described above. All five models were 

fitted to the aggregated data set (N=587 examinees) to determine the most appropriate 

model for the data.

Results revealed that the 2PL IRT model was the most appropriate model for the 

multiple-choice test data. The improvement in fit of the 2PL IRT model over the IPL model 

was consistent with classical item analyses obtained among the item biserials indicating 

"moderate" variation. This violated the constant item discrimination assumption of the IPL 

IRT model. However, the 3PL IRT model did not exhibit an improvement in fit (this could 

have been due to a "lack" of guessing among the examinees as each had to meet high 

standards to sit for the exam). The loglikeiihood for the modified IPL IRT model with 

c=0.20 was smaller but significantly different from that obtained by the modified 2PL 

model with c=0.20. Based on these results, the conclusion drawn was that the assumption of 

equal slopes (item discrimination! among the items was not appropriate for multiple-choice 

test data.

The -21oglikelihood for the modified 2PL IRT model with c=0.20 was identical to
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the value obtained in the 2PL IRT model with o=0.25. It was unclear from this result 

whether the addition of the fixed value for the lower asymptote improved die performance 

of the 2PL IRT model in sample sizes of approximately 600 examinees (N=587).

A second round of analyses were conducted to determine whether any of the IRT 

models could be directly applied to small sample data sets. The comparison of the - 

21oglikelihoods revealed that hem parameter stability was not found for the unmodified 

IPL, 2PL, or 3PL IRT models. Sireci concluded that application of any o f these three 

models to the data would result in instability. The modified models with fixed lower 

asymptotes also foiled to display stability.

In the last phase of the study, Sireci investigated whether the item parameters 

obtained from the aggregated data analyses (priors) were appropriate (stable) enough to be 

beneficial in parameter estimation using small sample test administrations with less than 

200 examinees. If so, these priors could be included into IRT models which would then be 

estimating less parameters and larger sample sizes would not be required to obtain 

reasonably accurate parameter estimates. Sireci employed prior information (i.e., the 

inclusion of item parameters based on data from common items aggregated over the four 

year period) which was believed to be more stable and could increase the precision of IRT 

estimates based on small samples. Parameter values found on common items would be re

used and applied as "fixed" while non-common items could be fit using either a IPL or 

modified IPL "Rasch" model. These models would be estimating less item parameters and 

larger sample sizes wouldn't be needed.

Based on the aggregated data from the 2PL analysis, selected item difficulty and 

discrimination parameters were fixed specifically on the data from a single test

I
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administration with 159 examinees (<200). The criterion measure imposed to evaluate the 

relative contribution of the prior information (2PL aggregated estimates) involved an 

examination of the test information curves (TICs). Sireci applied these priors to four 

different IRT models: 1) a  2PL IRT model with a fixed lower asymptote of zero (0); 2) a 

2PL IRT model with a fixed lower asymptote of 0.20; 3) a IPL IRT model; and, 4) a IPL 

IRT model with a fixed lower asymptote of 0.20.

A comparison of TICs resulting from the IPL IRT model and the modified IPL IRT 

(c=0.20) models revealed that the inclusion of fixed lower asymptotes increased test 

information along the ability range of -1 to +3. However, the IPL model exhibited greater 

information at the lower end of the ability scale. The 2PL IRT model with c=0.0 did not 

exhibit increased information at any point along the ability scale. However, the 2PL IRT 

model with a fixed lower asymptote of c=0.20 exhibited a dramatic increase in test 

information over the ability scale range of -2 to +5, peaking at ability equal to -1.

Sireci concluded that the TTC produced by using a 2PL IRT model, with a fixed 

lower asymptote value and set priors for the item discrimination and item difficulty 

parameter, was very useful for a cut-off score type application. An ability value peaking at - 

1 is equivalent to one standard deviation below the population mean and is a common cut

off score used by licensing and certification agencies.
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Summary Of AH Aforementioned Studies

The aforementioned studies were presented in two major sections so that: 1) the 

evolution over the years in the efficacy of parameter estimation techniques and procedures, 

as applied to small sample data sets, could be best understood; and, 2) why some 

researchers, operating with small sample data sets, chose to pursue primarily modified IPL 

and 2PL IRT models as possible viable alternatives to obtaining stable parameter estimates 

with multiple-choice test items. Combining the results, from both review sections, 

reemphasizes the magnitude of the challenge to obtaining reasonably accurate parameter 

estimates in small data set combinations with the 3PL IRT model.

Early recommendations for obtaining reasonably stable parameter estimation in the 

3PL IRT model, using LOGIST, ranged from a minimum of 1,000 examinees and 60 test 

items (Hulin, Lissak, & Drasgow, 1982) to 2,000 examinees and 80 items (Samejima, 1984) 

to 3,000 examinees and 90 items (Lord, 1975). These data set sizes only produced 

reasonably stable ability and item difficulty estimates. High correlation coefficient values 

for the item discrimination parameter, similar to those produced in the ability and item 

difficulty parameters, could not be obtained even when using 3,000 examinees and 90 test 

items. Obviously, these data set combinations are much larger than those found in typical 

classroom environments.

Although maximum-likelihood estimation (LOGIST) was probably the preferred 

technique for early parameter estimation, minimum chi-square was a viable, quicker, and 

less cosdy alternative (Urry, 1976; Gugel, Schmidt, & Urry, 1976). Still, both a large 

sample size (2,000 examinees) and long test length (100 items) was necessary to obtain

i
<

i   -  ------

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



81

reasonably accurate estimates of the item parameters as evidenced by correlational recovery 

methods. The item discrimination parameter was affected most by a decrease in sample size 

and test length as evidenced by an increase in the root mean squared error criterion 

(RMSE). RMSEs increased much faster for the item discrimination parameter when smaller 

data sets were employed than the RMSEs found for the item difficulty parameter. Obtaining 

stable estimates for the lower asymptote parameter was a major problem in small dafo sets, 

even when using 250 or 500 examinees and 50 test items.

Investigations into the efficacy and/or comparison of computer programs which 

employed either maximum-likelihood estimation (LOGIST), minimum chi-square 

estimation (ANCILLES), or a formula transformation from classical item statistics 

(Jensema, 1976; Ree, 1979; Swaminathan & Gifford; 1979) resulted in the following 

conclusions: 1) LOGIST slightly outperformed minimum chi-square estimation and the 

formula transformation technique, however, the improvements in estimation were negated 

by the time and cost involved to run the program; 2) all three estimation techniques could 

not produce stable item discrimination and lower asymptote parameter estimates in sample 

sizes less than 1,000 examinees (250,500, and 750 examinees) and test lengths less than 80 

items (10, 15, 20, 25, & 50 test items); 3) the item discrimination parameter tended to be 

overestimated even with large sample sizes and large test lengths (2,000 examinees and 80 

test items); 4) one study (Jensema, 1976) found evidence that high values of true item 

discrimination produced low correlations between the true and estimated values when using 

LOGIST; and, 5) the accuracy of parameter estimation can differ not only by technique 

employed but by the distribution of examinee ability, evidenced when LOGIST produced 

the highest set of correlations between estimated and true item parameters using a
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rectangular distribution of ability (Ree, 1979).

Final conclusions drawn from these eight early investigations indicated that 

maximum-likelihood estimation produced higher correlational recovery than either 

minimum chi-square or formula transformation procedures. Still, item discrimination was 

frequently overestimated and stable estimates of the lower asymptote parameter cannot be 

derived even with data set combinations of3,000 examinees and 90 test items or even 2,000 

examinees and 100 test items. As found with maximum-likelihood estimation, the 

minimum chi-square and the formula transformation techniques did not enhance the 

stability of the item parameter estimates obtained in smaller sample multiple-choice data 

sets applicable to the 3PLIRT model.

With the introduction of BILOG (Mislevy & Bock) in 1984, which implemented the 

marginal maximum-likelihood parameter estimation technique, came the hope that 

reasonably accurate estimates of the item discrimination and lower asymptote parameters 

could be obtained using smaller sample data sets. Three comparative studies (Qualls & 

Ansley, 1985; Yen, 1985, 1987; and Mislevy & Stocking, 1987) conducted between 

BILOG and LOGIST collectively revealed that BILOG generally recovered the true 

parameters better than LOGIST did, in wbat was consistently referred to as, "smaller 

sample sizes" and "shorter test lengths". Of the sample sizes examined by the authors, two 

(1,000 and 1,500 examinees) were indeed smaller than those previously recommended for 

obtaining stable parameter estimates. However, in terms of practicality, there wasn't much 

change as these sample sizes were still much larger than everyday classroom settings. 

Qualls and Ansley (1985) obtained stable estimates of the item difficulty and ability 

parameter with 200 examinees and 10 items but poor estimates of the item discrimination
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and lower asymptote parameter. The largest effect obtained on die estimated and true item 

discrimination parameters were found only in sample sizes containing at least 1,000 

examinees (or more). Encouraging though, these correlations were derived with shorter test 

lengths (30 and 40 items) than previously found with other parameter estimation 

techniques. Correlations for the item discrimination parameter strengthened as test length 

increased but not in the magnitude that an increase in sample size produced.

Overall, even though the marginal maximum-likelihood technique employed in 

BILOG produced better estimates with smaller sample data sets (1,000 and 1,5000 

examinees) than previously found with other techniques, much smaller data set 

combinations (200 or 500 examinees with tests of 10 or 20 items) produced unstable 

estimates of item discrimination even when "fixing" the lower asymptote parameter.

Correlations found between the estimated and true item discrimination parameters 

were, on the average, at least 0.40 points lower for a sample size of 200 examinees and 10 

test items than with a sample size of 1,000 examinees and 40 test items.

Harwell & Jonosky (1991) found that even with marginal maximum-likelihood 

estimation, sample size must have reasonable bounds in order to recover reasonably 

accurate item parameter estimates. When sample size is less than 250 examinees (combined 

with test lengths of either 15 or 25 items) the variance of the prior distribution of the item 

discrimination parameter affects the efficacy of BILOG in recovering reasonably accurate 

parameter estimates.

Bayesian procedures implemented by Swaminathan & Gifford (1986) improved the 

correlational recovery of the item discrimination parameter (as compared to LOGIST) but it 

did not produce correlations as high as those in the item difficulty and ability parameters

r
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with small sample sizes and short test lengths. Correlations in the 90s were produced for the 

item difficulty parameter with 100 examinees and 25 test items with Bayesian as well as 

LOGIST. However, Bayesian still produced correlations for the item discrimination 

parameter considered to low to be usable (0.523 using 100 examinees with 25 test items and

0.777 using 400 examinees with 50 test items). Although correlations reported for the lower 

asymptote were much closer for the Bayesian procedure than maximum-likelihood both 

procedures did a poor job of recovery.

The item discrimination parameter and the lower asymptote parameter estimates 

were found to move outward and away from the true parameter values with the maximum- 

likelihood estimation procedure. The Bayesian procedure held any outward spreading in 

check. The conclusion drawn was that prior beliefs on the distribution of the item 

discrimination and lower asymptote parameters may improve the performance of the 

parameter estimation process.

Responding to the position that Bayesian estimates may be biased when only select 

parameters (item discrimination and lower asymptote) receive set priors, Swaminathan and 

Gifford (1990) set prior distributions on all the parameters but varied the lower asymptote 

distribution. Changes in the lower asymptote had almost no effect on the ability and item 

difficulty parameter. However, correlations for the item discrimination parameter decreased 

when the value of the lower asymptote increased.

Continuing the investigation of bias, Swaminathan and Gifford (1990) compared the 

correlational recovery between Bayesian and LOGIST IV. Very little differences were 

found between the programs in the correlations for the item difficulty and ability parameter. 

The Bayesian procedure did, however, produce closer estimates of the item discrimination

t
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parameter.

Still, item discrimination was consistently overestimated (as a comparison of the 

means revealed) by both Bayesian and LOGIST. Bayesian estimates of the lower asymptote 

parameters tended to indicate better recovery than LOGIST. Both types of estimates 

resulted in a "tighter" distribution than the true parameters. Overall, varying the prior 

distributions appeared to have a minor effect on the resulting Bayesian item parameter 

estimates produced.

Two comparison studies (Vale & Gialluca, 198S, 1987; Skaggs & Stevenson, 1986) 

conducted using LOGIST and ASCAL (Bayesian) revealed that both programs were quite 

similar to each other in producing item parameter estimates. Still, the sample sizes selected 

for comparison in the studies (500 and 2,000 examinees) were again considerably larger 

than those found in typical classroom environments. As expected, the accuracy of parameter 

estimation decreased when sample size and test length decreased as well. ASCAL produced 

slightly more accurate estimates with a smaller sample size (500 examinees) but did a poor 

job (as did both programs) of estimating the item discrimination and lower asymptote 

parameters.

Seong (1990) provided the sole research effort to examine the effects of a prior 

distribution o f ability that failed to match the underlying distribution of ability in a study 

employing BILOG with set Bayesian prior distributions. Unfortunately, Seong only 

examined the effect in the context of marginal maximum-likelihood estimation, and only 

with the 2PL IRT model. Using two sample sizes (100 and 1,000 examinees) and a single 

test length (45 items), Seong found RMSE values for the item discrimination parameter 

increased significantly when the sample size employed was 100 examinees, which indicated
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a poor recovery. Using ANOVA, the recovery of the ability parameter did not seem to be 

affected by sample size but was strongly affected by the match between the prior and 

underlying distribution of ability.

The comprehensive evaluation conducted by Yoes (1993) into the parameter 

estimation efficacy of LOGIST, ASCAL, and BILOG incorporated four sample sizes (250, 

500, 750, and 1,000 examinees) and five test lengths (15,25,50, 75, and 100 items). None 

of these sample sizes could be considered small enough for benchmark comparisons in 

smaller classroom settings. Although each program employed a theoretically different 

approach to parameter estimation, each method performed only a moderate job of 

recovering the item discrimination parameter and generally overestimated it  Correlations 

for the item discrimination parameter in the smallest data set combination (250 examinees 

and 15 test items) ranged from 0.57 for BILOG to 0.47 for ASCAL and 0.26 for LOGIST. 

However, BILOG did produce the most stable item discrimination correlations across the 

entire range of sample sizes used in the study. Interestingly, the correlations for the item 

discrimination parameter did not increase much for all three programs, and seemed to 

stabilize across all sample sizes, when test length was 50 items or greater. For the first time, 

this seemed to reveal a minimum size test length required to obtain moderate item 

discrimination correlations.

Overall, sample size and test length were found to have the strongest impact on the 

resulting parameter estimates produced from each program. BILOG produced the most 

consistently accurate parameter estimates and demonstrated much better recovery in the 

smaller sample data sets employed. Marginal maximum-likelihood (which allows for 

setting Bayesian prior distributions on the item parameters) appears, at this point, to be the
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best theoretical approach to parameter estimation in small sample data set combinations.

Still, estimation of the lower asymptote was found to be problematic for all three 

procedures. Bayesian techniques alone did not significantly improve estimation. Yoes 

stressed that more research needs to be conducted into methods designed to improve 

estimation of the lower asymptote. Given the fact so few examinees are found in the region 

where the estimate is being made, it is reasonable to be open to alternative 3PLIRT models 

which employ a "fixed" value for the lower asymptote.

Investigations into the efficacy o f modified IRT models in the parameter estimation 

process was justified, in part, based upon the results of earlier studies conducted by Lord 

(1968) and Thissen & Wainer (1982). Lord (1968) suggested that a sufficient sample size 

for the 3PL IRT model should approach, at a minimum, 2000 examinees and 50 test items. 

Thissen and Wainer (1982) even suggested that 10,000 or more examinees were needed for 

accurate item parameter estimation to occur. Even for the 2PL IRT model, Lord 

recommended 1,000 or more examinees in order to obtain reasonably small standard errors 

for estimating the item discrimination parameter. Overall, fitting two or three 

parameters per item leads to larger standard errors in the estimates as opposed to fitting one 

parameter in the 1PL "Rasch" IRT model. As a result, a position was taken that the 1PL 

"Rasch" IRT model was preferable over the 2PL and 3PL IRT models when presented with 

small sample sizes and short test lengths.

Unfortunately, data from multiple-choice test items are unlikely to be fitted by the 

1PL "Rasch" model due to the presence of a non-zero lower asymptote. This results from 

low ability examinees answering items correctly on even the most difficult test items 

(which is assumed to be attributable to guessing). Wainer and Wright (1980) found that

i
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when guessing was considered to be present in the data the 3 PL IRT model, with a fixed 

lower asymptote value, worked better at estimating ability (with maximum-likelihood 

estimation) than other models proposed.

Others chose to investigate modified versions o f the 1PL "Rasch" model by 

inserting a "fixed" value into the lower asymptote so as to better represent, in a theoretical 

sense, a model which could be applied to multiple-choice test data. Support for 

investigation of modified IRT models had been established by Lord (1983) and Divgi 

(1986). In a published and highly referenced comparison study of the 1PL "Rasch" and 2PL 

IRT models with multiple-choice test data, Lord concluded that "A small N justifies using 

the Rasch model." However, he did suggest, "One has the option of using a modified 1PL 

IRT model. In addition to a difficulty parameter for each item, use a single guessing 

parameter with the same lower asymptote value for all items."

Studies conducted by De Gruijter (1986) and Divgi (1984, 1986) further revealed 

that modified IPL IRT models can be expected to provide more accurate item selection and 

better fit to multiple-choice test data than the IPL "Rasch" model. Both of Divgi's 

investigations provided support for applying a modified IPL IRT model over the IPL 

"Rasch" model. However, he strongly suggested the use of a modified 3PL IRT model over 

a modified IPL IRT model with multiple-choice test data. Potential problems may arise by 

holding the item discrimination parameter constant

Like the true IPL "Rasch" model, modified IPL models with fixed lower 

asymptotes still operate under the assumption of homogeneity of (equal) item 

discrimination. Traub (1983) has stated that assumptions of equal item discrimination on 

multiple-choice test items "fly in the face of common sense and a wealth of empirical
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evidence accumulated over the last 80 years." Gustafsson (1980) has indicated that hem 

difficulty estimates will depend solely on the ability level of a group of examinees if  one 

uses an IRT model despite unequal item discrimination. Ability estimates will also be test 

dependent unless special care is taken to make all tests similar in average discriminating 

power (Divgi, 1986). This is a serious problem because when operating like the theory 

predicts, IRT is supposed to offer sample-free hem calibration and item-free ability 

estimation (Wright & Stone, 1979).

Even if this controversy is ignored, the same recurring problem persists in modified 

IRT model investigations as found before in every parameter estimation efficacy study. 

Obtaining reasonably accurate parameter estimates in small sample data sets has not been 

achieved. The smallest data set combinations providing stable parameter estimates in an 

unmodified 3PL IRT model seems to be at least 1,000 examinees and SO test items 

(Mislevy & Bock, 1984; Yoes, 1993). Whether even a modified 3PL IRT model, which 

assumes unequal item discriminations and a "fixed" lower asymptote value, can provide 

appreciably more accurate parameter estimates in smaller data set combinations remains to 

be seen.

Bames (1988) found that a modified IPL model (MOD-2), with a lower asymptote 

fixed to a constant of 0.20, "outperformed" the IPL "Rasch" and 3PL IRT models in a 

sample size o f200 examinees and 50 test items. Although true, a closer examination of the 

correlational criterion between the estimated and true item difficulty and ability parameters 

showed very minor differences. Actually, the correlations for the ability parameter in the 

3PL IRT model were almost identical to those found with the modified IPL model (MOD- 

21 in the data set o f200 examinees and 50 test items. In the same data set, correlations for
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the item difficulty parameter for both the MOD-2 and 3PL model were in the high 90s.

The same pattern was true for the RMSE criterion. Although MOD-2 produced a 

"lower" mean value for the RMSE than the 3PL model, the values were quite similar for all 

the models employed. The point to be made is that all the models were successful in 

producing high correlations in both the item difficulty and ability parameters in small 

sample sizes. This result wasn't a new or even unexpected finding given the fact that 

previous studies frequently produced reasonably stable estimates in both parameters as 

sample size decreased.

Correlations were "low" for the item discrimination and lower asymptote parameter 

(mean of 0.48 and 0.32, respectively) in the 3PL model with a sample size of 200 

examinees and 50 test items. However, this result is expected as these two parameters have 

always been the most difficult to estimate, particularly in small sample data sets.

Based upon these findings, the selection of a modified IPL "Rasch" over an 

unmodified 3PL model doesn't appear to offer any great increase in the parameter estimates 

produced using small sample data sets. Further, the trade-off in model-data fit doesn't seem 

to make sense. Barnes made no attempt to assess the extent of model-data fit with any of the 

modified IPL IRT models employed in the investigation. This seems to be a glaring 

weakness given the magnitude of misfit found by Divgi (1986) when multiple-choice test 

data was attempted to be fit to the IPL "Rasch" model. The 3PL model, which operates 

without a fixed item discrimination parameter, was found to offer a better fit to multiple- 

choice test data. Therefore, it seems reasonable to conclude that even if a modified IPL 

"Rasch" model version was employed as an alternative to the 3PL IRT model it would not 

fit multiple-choice test data as well as the 3PL model.

i
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With 100 multiple-choice test items and 587 examinees, Sireci (1992) employed 

IPL and 2PL IRT models with unmodified IPL, 2PL and 3PL IRT models to investigate 

model-data fit Siieci found that the assumption of equal slopes (item discrimination) was 

not appropriate for multiple-choice test data.

Using a subset of 159 examinees, Sired found that a modified 2PL IRT model with 

a fixed lower asymptote value and set priors for the item discrimination and item difficulty 

parameters, was useful for estimating ability in cut-off score applications. Still, an analysis 

of the stability of the item parameters produced in the study ndther supported nor rejected 

whether modified models could be used with sample sizes smaller than 200 examinees. 

Why Sireci did not employ a modified 3PL IRT model (with a fixed lower asymptote) for 

comparison with the other modified IPL and 2PL IRT models, was not discussed.

It seems reasonable, at this point in time, to investigate the efficacy of modified 3PL 

IRT models in the parameter estimation process with small sample data sets. Neither Sireci 

(1992) nor Bames (1988) included a modified 3PL model in their respective investigations 

of parameter efficacy using smaller sample data and test length combinations. Sireci used 

the MULTILOG program while Bames employed LOGIST, even when BILOG (marginal 

maximum-likelihood estimation with an option for set Bayesian priors) had been shown to 

produce more stable estimates in smaller data set combinations than previously found with 

other parameter estimation techniques. Yoes (1993) has advocated for more research into 

3 PL ERT models with "fixed" lower asymptotes when small data set combinations are 

present. The newer XCALEBRE estimation program was designed specifically for use with 

the 3 PL IRT model and also employs the marginal maximum-likelihood technique with an 

option for setting Bayesian priors. However, it differs from the BILOG program in that
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these priors are allowed to "float" or be updated during the parameter estimation process. 

Taken together, reasonably accurate parameter estimates may be achieved using smaller 

sample sizes and shorter, multiple-choice test lengths than has been previously found. By 

incorporating these recommendations, this study hopes to add another layer of knowledge 

to the dilemma of parameter estimation using the 3PL IRT model with small data set 

combinations and bring IRT another step closer to more practical, everyday classroom 

settings.

Synthesis of the Methodologies Employed

In studies of this nature, it is also important to examine the similarities or 

differences in the methodologies incorporated by the authors in their respective 

investigations. This is necessary in order to provide some degree of comparability and/or 

generalizability from the results produced.

Collectively, there has been an over-reliance on the use of the normal distribution as 

the generating distribution of ability for the observed (simulated) data sets. Nine of the 

eighteen studies reviewed (in the first section on parameter estimation) used exclusively a 

normal distribution of ability and only seven studies (Ree, 1979; Swaminathan & Gifford, 

1979,1983; Yen, 1985, 1987; Seong, 1990; and Yoes, 1993) included more than one type 

of distribution. Although the normal distribution is a convenient one for use in statistical 

and theoretical endeavors, no empirical reason exists to expect examinees to be normally 

distributed on any given trait or ability chosen to measure.
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Most studies have employed sample sizes of 1,000 examinees or more. Few have 

involved sample sizes less than 500, with. 25 being the smallest sample size investigated 

(Gifford & Swaminathan, 1990). Obviously, this was a result of general findings indicating 

that reasonably accurate parameter estimation requires large sample sizes. It appears that the 

marginal maximum-likelihood procedure (such as employed in BILOG), winch allows for 

setting Bayesian prior distributions, may be able to produce reasonably accurate estimates 

with "smaller” sample sizes than maximum-likelihood estimation (Qualls & Ansley, 1985; 

Yen, 1985, 1987; Mislevy & Stocking, 1987; Yoes, 1993). XCALIBRE version 1.0 may 

allow for even better parameter estimation. As with BILOG, XCALIBRE employs the 

marginal maximum-likelihood estimation technique to parameter estimation but the 

Bayesian prior distributions are updated during the calibration process. This may allow for 

more accurate parameter estimation using smaller  sample sizes and shorter test lengths than 

previously found. Much more research needs to be conducted which incorporates smaller 

sample sizes and shorter test lengths representative of those obtained in practical 

(classroom) environments.

In so far as test length is concerned, a majority of studies have employed 30 or more 

items. Test length has not been replicated with much consistency, ranging from 10 to 100 

items. Common ranges appear to be either short (15 to 25 items) or long tests (80 to 100 

items). The use of a progressive range is important for comparative purposes, given the fact 

that almost all studies varying test length discovered that accuracy of item parameter 

estimation decreases when test length decreases.

Much less consistency has been evident in the selection of the distributions used for 

generating the item parameters. Most studies have shown a preference for using a uniform

t
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distribution for all three item parameters.

Item discrimination parameters have been moderate to high with an average 

discrimination of 1.0 or higher. It is quite possible that item discrimination may be less than 

1.0 in achievement type settings. Jensema (1976) conducted the sole investigation which 

systematically varied average item discrimination. Results indicated that the estimation of 

item discrimination and item difficulty became more difficult as the level of item 

discrimination increased. Based upon this result, the average level o f hem discrimination 

should be systematically varied as well to examine the effect on the parameter estimates 

produced.

Item difficulty parameters used to generate data in the previous studies have 

overwhelmingly been based on a uniform (rectangular) distribution. Unfortunately, these 

kinds of item sets are not typical in a majority of tests. Many more tests have item 

difficulties peaking relative to some decision point. Only one study to date, Yoes (1993) has 

systematically varied the distribution of item difficulties. Although Yen (1985) and Skaggs 

and Stevenson (1986) varied the average difficulty level of the items, all tests were based 

upon a normal distribution of item difficulties.

Recent studies (Gifford & Swaminathan, 1990; Seong 1990; Harwell & Jonosky, 

1991) have emphasized the potential benefits of setting Bayesian prior distributions (used 

by default) in both the ASCAL (Bayesian) and BILOG (marginal maximum-likelihood) 

estimation programs. LOGIST now employs a Bayesian prior distribution on the lower 

asymptote parameter as well (Wingersky, 1992). Even though these studies have provided 

some starting points and a base of results to build upon, much more research needs to be 

conducted to examine the effects of using prior distributions in the parameter estimation of
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Definition of Terms

3-Parameter Logistic model GPU: one model from a family (IPL, 2PL, 3PL) of 

unidimensional Item Response Theory models named simply due to the number of item 

parameters it incorporates. The 3PL model incorporates three parameters: the item 

discrimination (a) parameter, the item difficulty (b) parameter, and the lower asymptote (c) 

parameter. Normally applied to fit multiple-choice test data.

Average BIAS: the (signed) average difference between the estimated and true parameters. 

The sign (+/-) gives an indication of over-or under-estimation by the estimation procedure 

on the average.

Bayesian estimation: An alternative to maximum likelihood estimation where maximum 

likelihood estimates do not converge. The Bayesian procedure modifies the likelihood 

function to incorporate any prior knowledge or information available concerning the ability 

(6) parameters. The procedure is based on the Bayes' theorem which revises the likelihood 

function as a "posterior density" and the mode is the "most probable" value for 0 which can 

be taken as an estimate of ability (6).

Control parameters: parameters applied when generating item parameters in a non-normal 

distribution (in addition to the mean and standard deviation) necessary to control the 

target skewness and kurtosis of the resulting values. The four control parameters are taken 

from Fleishman's 1978 Psychometrika article and incorporated into NEWSIM.

f
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Item difficulty parameter the parameter, "b;", for an item representing  the point on the 

ability (0) scale where the probability of an examinee responding correctly to an item is 0.5. 

Item difficulty is a location parameter which indicates the position of the IRF in relation to 

the ability (0) scale. The greater the value the more difficult the item, and the greater the 

ability required for an examinee to have a 50% chance of correctly answering the hem.

Item discrimination parameter: the parameter, X ',  for an item which is proportional to the 

slope of the IRF at the point of hem difficulty (bj) on the ability (0) scale. Items with steeper 

slopes are more useful for separating examinees into different ability levels than items with 

flatter slopes. The usefulness of an item for discriminating among examinees near an ability 

level (0) is proportional to the slope of the IRF at that ability (0) level.

Item Information Function (IIFV. essentially refers to the usefulness of an item in estimating 

values of ability (0). IIFs display the contribution hems make to ability (0) estimation at 

points along the ability (0) continuum. Generally, items with larger information functions 

are more efficient at reducing uncertainty about the location of a persons 0 than are items 

with smaller information functions.

Item Response Function (IRF): a mathematical function relating the probability of a keyed 

(or correct) response to an item to the underlying ability or trait (0) which that item is 

designed to measure.

Joint Maximum Likelihood estimation: more complex than maximum-likelihood estimation
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of (0). The likelihood function (or log-likelihood function) must be used to estimate both 

person and item parameters. A computational procedure, the EM algorithm, breaks the 

estimation problem into a two-step process.

Likelihood Function: a conditional probability function (much like the IRF). Where the IRF 

depicts the conditional probability of a keyed/correct response to a single item, a likelihood 

function examines the "joint" conditional probability of a pattern of responses (more than 

one item).

Lower Asymptote (pseudo-chancel Parameter the parameter, nC;", incorporated into the 

3PL model to take into account examinee performance at the low end of the ability (0) 

continuum. The parameter is also referred to as the "lower asymptote" of the item response 

function (IRF) and indicates the probability of examinees with low ability answering the 

item correctly.

Maximum Likelihood estimation: that value of ability (0) which corresponds to the 

maximum value (i.e., peak) of the likelihood (or log-likelihood) function taken to be the 

maximum-likelihood estimator of ability (0).

Marginal Maximum Likelihood estimation: an alternative to joint maximum likelihood 

estimation where the difficulty in the estimation process arises from attempting to 

simultaneously estimate both person and item parameters. It centers on the "removal" of 

person parameters from the item parameter estimation process. Persons are assumed to be
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sampled from a population with some known (or assumed) distribution of 0. The marginal 

probability of a correct/keyed response is then determined.

NEWS1M: a general purpose response simulation program which can generate examinee 

response vectors based on dichotomous type data for either the 1-parameter, 2-parameter, or 

3-parameter IRT model. The resulting response data file is in the Assessment Systems 

Corporation analysis file format and is therefore ready for submission to XCALIBRE after 

generation. The NEWSIM response generation process is based on the computation of the 

probability of a correct response to each item (for a simulee) based on the IRT model. This 

computed probability of a correct response is then compared to a random number generated 

from a [0,1] uniform distribution. If the probability of a correct response is less than the 

(generated) random number, the item response is coded as correct (value of "I"), otherwise 

the item response is coded as incorrect (value of "0”).

Random number generator, a random number generation technique employed in NEWSIM 

and described by Wichmann, B.A. and Hill, I.D. in the Journal of the Royal Statistical 

Society, 91982, VOLUME 31, PP. 188-190). The procedure requires three integer values as 

starting "seeds" for the random number generator. The seed file provided with the program 

is named SEEDDAT. As the program operates the SEED.DAT file is updated extending 

the randomness of the routine.

Root Mean Squared Error <RMSE>: the square root of the average squared difference 

between the estimated and true parameters.
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Standard Error o f Estimation: the standard deviation (of the asymptotically normal 

distribution) of the maximum likelihood estimate of ability (0) for a given "true" value of 

ability (0).

Test Information Function ( l lb l: the amount of information provided by a test at a 

particular ability (0) point The sum of the individual item information functions. Valuable 

in test construction as pre-tested items adding up to a target TIF at any and all 0 values can 

be selected.

XCALIBRE Version 1.0 : A computer program for accomplishing IRT item parameter 

estimation for the 2PL and 3PL logistic IRT models using marginal maximum-likelihood 

estimation procedures with Bayesian prior distributions.

i    _ -------------------------

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



CHAPTER THREE

Methodology

The focus of this investigation involves a comprehensive evaluation of the 

performance o f three 3PL IRT models evaluated by the XCALIBRE (Version 1.0; 

Assessment Systems Corporation, 1995) item parameter estimation program using 

smaller data set combinations. A significant amount of attention has been directed at 

marginal maximum-likelihood estimation methods for obtaining IRT parameter 

estimates. Reasonably accurate estimation of IRT item parameters using maximum- 

likelihood approaches, including purely Bayesian techniques, tend to require larger 

sample sizes and longer test lengths.

Using marginal maximum-likelihood estimation XCALIBRE should provide 

reasonably accurate item parameter estimates with fewer examinees and shorter tests. 

Further, because estimation o f the lower asymptote (c) parameter has been problematic 

for previous estimation programs, modified “fixed c” formulations of the 3PL IRT model 

are investigated as more practical alternatives using smaller sample data sets. If 

parameter estimation stability can be achieved with small sample data sets then its 

applicability to smaller classroom settings would widen.

The three selected 3PL IRT models compared in this study include: 1) a modified 

3PL model with the lower asymptote (c) parameter fixed to the reciprocal of four 

response options (1/4); 2) a modified 3PL model with the lower asymptote (c) parameter 

fixed to the reciprocal of four response options minus 0.05 (1/4 - .05) to account for a 

departure from strictly random guessing; and 3) a traditional, unmodified 3PL model.

101
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These three different 3PL models are identified and referred to throughout the study as

follows:

1. "Fixed c" 3PL model #1 (FCM-1). FCM-1 used the reciprocal of four (4) response 

options (1/4 -  0.25) for the "c" parameter.

2. "Fixed c" 3PL model #2 (FCM-2). FCM-2 used the reciprocal of four (4) response 

options minus 0.05 (1/4 - .05 -  0.20) for the "c" parameter.

3. "Unmodified" 3PL model (LJMOD).

Evaluation of how well these models perform, under varying small sample sizes,

test lengths, ability distributions, and test conditions, using the XCALIBRE estimation

program is possible only through the use of monte carlo simulation techniques. In this 

fashion it is possible to specify and control the "known" item and ability parameters. These 

parameters are necessary to then generate the various sets of item level response Hata used 

for criterion comparisons of efficiency.

Establishing "Known" Parameters

The item response data sets analyzed in this investigation were generated using 

NEWSIM. NEWSIM is a specialized IRT monte carlo response data simulation computer 

program written by Michael Yoes (1993). This program was written in Turbo Pascal for 

MS-DOS personal computers. All response data were generated in conformity to the 3PL
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IRT model where the probability of a correct response by an examinee is determined by the 

IRF. As previously stated, the IRF attempts to model the interaction between an examinee 

and a specific test item.

For each "simulated examinee" 0  the probability of a correct response to each item 

(i) was computed using equation [1.0] by substituting an examinee's "true" (i.e., specified) 

ability parameter (0,) and the "true" item parameters (a,b,c) for item i. The probability of a 

correct response Pj(0,) was then computed to a random number. This random number was 

generated from a [0,1] uniform distribution using a random number generation procedure 

developed by Wichmann and Hill (1982). If the probability of a correct response was less 

than the (generated) random number, the item response was coded as correct (i.e., value of 

"1"), otherwise the item response was coded as incorrect (value of "0").

Factors Affecting IRT Estimation Performance

As indicated previously, four major factors have appeared in previous studies 

evaluating the performance of 3PL IRT models in item parameter estimation. These factors 

are 1) sample size, 2) test length, 3) distribution of ability, and 4) the characteristics of the 

test (different combinations of item parameter distributions). All of these factors have an 

effect on the size and/or content of the (simulated) item response data matrix serving as the 

basis for each of the three model estimation comparisons. The ability to accept varying 

conditions, sizes, and levels within each of these four factors were originally written into 

NEWSIM so that different combinations could be examined for their particular impact on a

I
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selected models efficiency. Although this significantly increases the magnitude of the 

number o f computer runs necessary to complete the analyses, it does reflect the caution 

advocated by Lord (1975) that simulation studies should include conditions that are 

representative of real data and real testing situations.

Sample size. Sample sizes used in this investigation minor those covering a range of 

possible testing situations using smaller sample data sets. These smaller sample data sets 

were selected because they normally would not provide reasonably accurate parameter 

estimates when a 3PL IRT model is applied to multiple-choice test data. The Ns equal 50, 

100, 200, and 500 simulated examinees. Estimation for these smaller sample sizes should 

improve with XCALIBRE using the marginal maximum likelihood technique. The 

technique should further be enhanced by implementation of Bayesian prior distributions 

which are allowed to "float" or be updated during the estimation process.

Test Length. The range of test lengths in this investigation (n=25, 50, 75, 100) represent 

common test lengths constructed for educational use in university classrooms and larger 

scale collegiate exams. Once again, XCALIBRE should improve parameter estimation with 

the shorter test lengths.

Ability (Q) distribution. Three distributions of (0) used in this investigation represent 

examinee population distributions found to be common in both educational and 

psychological testing. These three distributions were either: 1) normal (0,1); 2) uniform [-3, 

+3]; or 3) negatively skewed (-0.75). Values used to form the uniform distribution of (0)

}
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written into NEWSIM were drawn from 50 discrete values of ability within the range 

described above, -3.00 to +3.00 (see Table 3.0). These values have increments between 

them equal to 0.1225. Using the same methodology applied by Yoes (1993), (0) values for 

the four sample sizes used in this investigation were obtained by replication. Each of the 50 

discrete (0) values were replicated in the program until the identified sample sizes were 

reached. Simply: 2 replications for N—100,4 replications for N—200; and 10 replications for 

N=500. This created a uniform distribution of (0) with a mean of 0.00 and a standard 

deviation of 1.78 which was used for each sample size condition.
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Sample size:

i

Table 3.0 
Discrete Values o f Ability (0)

Used to Generate the Uniform Distribution o f Ability <01

e 0

-3.0000 0.0600
-2.8775 0.1825
-2.7550 0.3050
-2.6325 0.4275
-2.5100 0.5500
-23875 0.6725
-2.2650 0.7950
-2.1425 0.9175
-2.0200 1.0400
-1.8975 1.1625
-1.7750 1.2850
-1.6525 1.4075
-1.5300 1.5300
-1.4075 1.6525
-1.2850 1.7750
-1.1625 1.8975
-1.0400 2.0200
-0.9175 2.1425
-0.7950 23650
-0.6725 2.3875
-0.5500 2.5100
-0.4275 2.6325
-0.3050 2.7550
-0.1825 2.8775
-0.0600 3.0000

-100  2 replications 

= 200 4 replications 

= 500 10 replications
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Both the normal and negatively stewed distributions were also obtained using the 

NEWSIM monte carlo simulation program. The normal distribution of (0) written into 

NEWSIM generates random variates from a standard normal distribution. The direct 

approach to generating standard normal variates is based upon a transformation of two 

random numbers (from the random number generator of Wichmann and Hill, 1982). The 

formula for the transformation is provided as:

z = V(-2 In r,) cos 2pr2 [3.0]

as applied, ^  and r2 are random numbers from a uniform [0,1] distribution.

When selecting a non-normal distribution in NEWSIM to generate item parameters, 

both the mean and standard deviation must be entered. Also, four control parameters must 

be specified in an external file to control the target skewness and kurtosis of the resulting

values. The negatively stewed distribution of (0) was obtained by applying a polynomial

transformation procedure or "power method". The power method is based on work provided 

by Fleishman (1978) and is also written into NEWSIM.

The polynomial transformation in NEWSIM is given as:

Y = a+bX + cX2 + dX3 [3.1]

here, X is a random normal deviate from an N(0,1) distribution. The multiplicative 

constants (a,b,c, and d) in the polynomial transformation can be varied. This results in
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various target skewness and kurtosis moments of the distribution of Y.

It is important to consider departures from an assumed prior distribution of ability 

(0) in the estimation of item parameters. Swaminathan and Gifford (1979,1983) have found 

that a departure from symmetry and not normality, appears to have the strongest affect on 

the item parameter estimates produced. The polynomial distribution constants inserted into 

the NEWSIM program were selected from tables provided by Fleishman's 1978 

Psychometrika article. The skew implemented in this investigation was based on the hope 

that it was a sufficient enough departure from symmetry to demonstrate any effect on the 

parameter estimates produced. The following constants provide a target skewness for a 

negatively skewed distribution of ability (0) set at -0.75 (with a target kurtosis at 0.00). The 

derived values of the polynomial transformation for the skewness and kurtosis target 

distribution moments were then:

b=  1.11251460048528 [3.2]

c = -0.17363001955694 a = -c

d = -0.05033444870926

The obtained moment data sets produced by NEWSIM, for each of the four sample 

sizes investigated, were read into SPSS version 6.0. Using the ASCII text command, 

separate files for each of 192 ability (0) sets were created. One large file for each of the 

three types of ability distributions were then created by merging the 64 files in each 0 set 

The "descriptives" command was then run to obtain the statistics (mean, standard deviation, 

skewness, kurtosis) reported in Table 3.1.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



109

Test Characteristics. NEWSIM allows for test characteristics to be inserted into the program 

which describe the type of distribution from where each of the three item parameters (a,b,c) 

were drawn horn. These particular distributions were selected for insertion based upon a 

review of those most commonly employed in previous IRT simulation studies. The item 

difficulty (b) parameters were drawn from either a  normal (0,1) or uniform [>2.4, +2.4] 

distribution. The item discrimination parameters were drawn from either a moderate item 

discrimination distribution (015=0 .75, ss=0.1) or a high item discrimination distribution 

(015=1.50 , sa=0.2). The lower asymptote (c) parameter values were generated by using a 

normal distribution (nv^O.25, sc=0.025) to mirror a multiple-choice four-option test item.

At this point, item parameters to be used as the "known" or generating values were 

simulated (using NEWSIM) by using the various combinations of test characteristics 

against test length described in Table 3.2. As shown, 4 different test condition combinations 

resulted each with its own specified target item discrimination (a), item difficulty (b), and 

lower asymptote (c) parameter distributions. Item parameters were then sampled within 

each for the four test lengths (25,50,75, and 100 item tests).

It is important to identify that only two distribution types, normal and uniform, were 

selected to generate item difficulty values. Item difficulty values in the normal distribution 

were selected using a mean of zero and a standard deviation of 1. For the uniform 

distribution, item difficulty values were selected from 25 discrete values of (0) shown in 

Table 3.3. These (0) values ranged from -2.4 to +2.4 in equal intervals of 0.20. The range of 

values chosen for the uniform distribution of item difficulty values was guided by the most 

common uniform distribution ranges employed by others in six previous simulation studies 

discussed earlier.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



One hundred ninety-two item parameter files, each containing three parameters (a,b, 

and c), were produced using NEWSIM. Similar to the methodology used for the ability (0) 

parameters, the NEWSIM files were read into SPSS version 6.0 by using the ASCII text 

command and separate files were created for each data run. Common test length files were 

then created and analyzed using the "descriptives" command. The means and standard 

deviations produced across the four test conditions and four test lengths employed, used as 

the "true" (generating) item parameter values, are presented in Table 3.4.

s

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



Table 3.1

Obtained Moments of the Generating Ability (0) Distributions 
for Each of the Four Sample Sizes

Type
Sample
Size Mean

Standard
Deviation Skewness Kurtosis

Normal

50 0.032 0.990 0.125 0.297
100 0.019 1.002 0.053 -0.060
200 0.010 0.999 •0.006 -0.020
500 -0.001 0.988 0.006 0.019

Uniform

50 0.081 1.753 -0.007 -1.189
100 0.039 1.734 -0.021 -1.155
200 0.011 1.727 -0.018 -1.171
500 0.022 1.741 -0.014 -1.214

Neg. Skew

50 0.008 0.986 -0.723 0.073
100 -0.027 1.008 -0.718 0.007
200 0.012 1.008 -0.760 0.017
500 0.001 1.000 -0.801 0.197

j

i
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Table 3.2

Test Condition Item Parameter Distributions

Item Parameter Distribution

Test
Condition

(a) (b) (c)

TC#1 ND(0.75, .1) ND(0,l) ND(25, .025)

TC#2 ND(1.50, .2) ND(0,1) ND(.25, .025)

TC#3 ND(0.75, .1) Uniform[-2.4, +2.4] ND(.25, .025)

TC#4 ND(1.50, .2) Uniform[-2.4, +2.4] ND(.25, .025)

*
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Table 33

Discrete Values of Ability (0)
Used to Generate the Uniform Distribution of 

Item Difficulty Parameters in Test Conditions 3 and 4

0 6

-2.40 0.20
-2.20 0.40
-2.00 0.60
-1.80 0.80
-1.60 1.00
-1.40 1.20
-1.20 1.40
-1.00 1.60
-0.80 1.80
-0.60 2.00
-0.40 2.20
-0.20 2.40
0.00

II
iI
I ________ ... -  —
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Table 3.4

Means and Standard Deviations Obtained Across the 
Four Test Conditions and Four Test Lengths

Test Condition & 
Item Parameter 25 50 75 100

Item Disc fa)

Tests 1 &3 0.747 0.780 0.752 0.750
ND(0.75, .1) (0.104) (0.183) (0.098) (0.099)

Test2&4 1.498 1.498 1305 1.499
ND(1.50, .2) (0301) (0300) (0303) (0303)

Item Diff fb)

Tests 1 & 2 -0.028 -0.021 0.000 -0.018
ND(0,1) (1.000) (1.021) (0.996) (1.015)

Tests 3 & 4 -0.066 -0.055 -0.023 0.012
UNF(-2.4, +2.4) (1390) (1396) (1.403) (1397)

Lower Asvmptote

All Tests 0350 0350 0350 0350
ND(.25, .025) (0.026) (0.026) (0.025) (0.026)
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Research Design Matrix

The research design (Table 3.5) matrix used to guide this study was created by 

completely crossing the four independent variables employed: 1) sample size, 2) test length, 

3) distribution of ability (0), and test condition combination. This resulted i n a 4 X 4 X 3 X  

4 - 1 9 2  simulated response data sets. The same data sets generated were employed across 

the three different 3PL IRT models using the XCALIBRE item parameter estimation 

program. The resulting item parameter estimates were compared to the "true" (generating) 

values to evaluate the effectiveness o f the estimation procedure within each different 3PL 

model. The item parameter estimates (a and b in the modified models; a, b, and c for the 

unmodified model) produced were also compared with each of the other 3PL models to 

evaluate similarities and variances across the different models. The number of computer 

runs necessary for this investigation made it too timely and costly to replicate the data sets 

within each of the cells of the research design matrix.
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Table 3.5

Research Design Matrix 
Used to Generate (Known) Parameters

Samp.
Size

Test
L og.

Normal Dist of 0 Uniform Dist off Neig. Skewed Dist of 0
Tl T2 T3 T4 Tl T2 T3 T4 Tl T2 T3 T4

50
25 I 17 33 49 65 81 97 113 129 145 161 177
50 2 18 34 50 66 82 98 114 130 146 162 178
75 3 19 35 51 67 83 99 115 131 147 163 179
100 4 20 36 52 68 84 100 116 132 148 164 180

100
25 5 21 37 53 69 85 101 117 133 149 165 181
50 6 22 38 54 70 86 102 118 134 150 166 182
75 7 23 39 55 71 87 103 119 135 151 167 183
100 8 24 40 56 72 88 104 120 136 152 168 184

200
25 9 25 41 57 73 89 105 121 137 153 169 185
50 10 26 42 58 74 90 106 122 138 154 170 186
75 11 27 43 59 75 91 107 123 139 155 171 187
100 12 28 44 60 76 92 108 124 140 156 172 188

500
25 13 29 45 61 77 93 109 125 141 157 173 189
50 14 30 46 62 78 94 no 126 142 158 174 190
75 15 31 47 63 79 95 111 127 143 159 175 191
100 16 32 48 64 80 96 112 128 144 160 176 192

Normal Distribution of Ability: Set at (0,1)
Uniform Distribution of Ability: Set at (-3,+3)
Negatively Skewed Distribution of Ability: Skewness = -0.75; Kurtosis = 0.00

Tl, T2, T3, and T4 symbolize the nature of the Test Condition. The choosen means and standard 
deviations are listed to identity each separate Test Condition.

Tl
12
T3
T4

a = 0.75,0.1 b = 0, I c = 25,.025
a= 1.50,0.2 b = 0 ,1 c = 25 , .025
a = 0.75,0.1 b = -2.4/+2.4 c = 25 , .025
a = 1.50,0.2 b = -2.4/+2.4 c = .25, .025

Numbers in the cells are used for identification purposes only.
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Item Parameter Estimation with XCALIBRE

Item parameter estimation using the XCALIBRE program was carried out on a 

microcomputer, specifically an AT&T Globalyst 365 TPC System with an Intel Pentium 

microprocessor running at 75 MHz, 16 MB of RAM, and 1GB of hard drive. The 

XCALIBRE estimation program was operated under the respective default options 

(described in the user's manual) with exceptions for prior distributions.

The "prior distributions" option allows for the type of prior distribution imposed on 

the item parameters during the estimation process. Options are item default prior moments 

(mean and standard deviation), common priors on all items, or separate prior distribution 

information read from an external file.

The following options were selected before estimation analysis:

Unmodified 3PL model fUMODI: Default Priors Option. The mean and standard

deviation of the (a) and (b) prior distribution were adjusted, as necessary, to the test 

condition moments used to generate the known item parameters following the research 

design matrix. The (c) parameter cannot be fixed in this option. The mean of each (c) item 

prior distribution is set to the reciprocal of the number of alternatives and the standard 

deviation is set such that 95% of the parameters fall between 0.5pcand 1.5|ic.

Modified 3PL models (FCM-1 & FCM-2): Common Priors Option. The common priors 

option specifies that all items are to have prior distributions that have specified moments. In

[
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contrast to the default option, the common priors option requires that specified moment*! be 

set for all three item parameters (a, b, and c). The values of the moments of any of the three 

parameters can be modified and those values are in effect for the current analysis run. For 

FCM-1 the mean of the (c) parameter was fixed to 0.25 with a  standard deviation of zero. 

Similarly, for the FCM-2 the mean of (c) was set to 0.20 with a standard deviation also set 

to zero. The prior moments of the (a) and (b) parameters were also adjusted, as in the 

unmodified 3PL IRT model analysis to reflect generated test condition mnnignts-

Two additional options were selected in the estimation program before each file 

analysis. First, examinee ability scores were computed by XCALIBRE after estimating the 

item parameters. This was accomplished by selecting the "Generate Examinee Scores" 

option. Secondly, the results of each analysis was saved as an external ASCII (text) file 

using the "External Statistics File" option. "True" item parameters generated by NEWSIM 

were already in an ASCII format ASCII data files from both NEWSIM and XCALIBRE 

were read into SPSS Version 6.0 and retained as ".sav" files. In this manner they could be 

merged for correlational analysis.

Adjustments for Scaling Error in Uniform 9 Distribution

There is an indetermanency in the 3PL IRT model that must be addressed by the 

estimation process. The uniform ability (6) distribution contained generating or "true" 

distributions of (0) that were not on a (0,1) metric scale. This could introduce scaling error 

into the estimation process (Yen, 1987).

I
i __________________
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Scaling error is introduced into the parameter estimates by the estimation 

procedures employed in the various IRT software programs available. The scale of 0 is 

typically standardized based on 0 estimates from examinees in the various Hgta sets 

employed. If the true distribution of 9 is not centered at 0.00, and/or does not have a 

standard deviation of 1.00, the scale would not normally be able to be recovered since the 

estimation program would produce a metric standardized to be on a 0-1 metric (Yen, 198S, 

1987). Therefore, in order to obtain values expected with a standardized 0-1 metric scale, all 

item parameter estimates using the uniform distribution of ability were adjusted by a 

multiplicative constant equal to 1/1.77.

Criterion Measures

Individual item parameters. Three criteria were applied to evaluate the performance of each 

3PL IRT model used in this study. The recovery of each separate item parameter (a,b,c) was 

evaluated by the I) product-moment correlation between the estimated and "true" (known) 

parameter values p(7c{, 2) the root mean squared error (RMSE) which is the square root

of the average squared difference between the estimated and "true" parameters, and 3) a 

measure of bias between the estimated and true parameters which is defined as the (signed) 

average difference between them. The following formula defines the RMSE index:

RMSE = VSi»i(7Cj-7ti)/n [3.3]
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Ttj symbolizes one of the "true" (known) item parameters for item i (a,b,c). 1C| represents the 

estimate of the corresponding hem parameter as produced by the estimation procedure 

(XCALIBRE). n is simply the number of items in the data set (test length).

The average bias index is also defined by the following formula using similar terms:

Avg. BIAS = Zj»i(Jii - Jtj)/h [3.4]

It is important to point out that the RMSE can only determine whether estimation 

error is present or not It cannot point out whether the error results solely as a result of the 

tendency of the estimation technique to systematically over-or under-estimate the particular 

parameter. A positive average bias index value for a particular parameter indicates that the 

technique had a systematic tendency to over-estimate that particular parameter. A negative 

index value indicates a systematic tendency to under-estimate the particular parameter. 

Values near zero indicate that there is no systematic direction to the estimation error. 

Commonalities and variances among the three different 3PL IRT models were evaluated by 

examining the same three criterion.

Ability (91 parameters. The recovery of the ability (0) parameters are investigated due to the 

influence of test length in the estimation process. It has been demonstrated that error is 

introduced into the estimation of (0) and that the amount of error appearing depends upon 

the length of the test used. Shorter tests will produce more estimation error in the (0) 

parameter than longer tests. Item response theory is primarily concerned with how

{

i  _____________________________________________________  .  __________________
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estimation error in the item parameters carries over to disturb estimates of (0). In this 

regard, a commonly used control for test length is applied to ensure that all comparison 

values are equally affected by test length. Comparisons are made between I) ability (0) 

parameters using simulated examinee responses against the "true" (known) item parameters 

(Ogye | a,-, b;, Cj) and 2) ability (0) parameters estimated using simulated examinee responses 

against the estimated item parameters (0^ I a,-, bi, Cj).

Pearson-product moment correlations between the two estimates of ability (Pe** eest) 

were computed using SPSS Version 6.0. RMSEs of ability are computed vising the square 

root of the averaged squared difference between the estimate of ability obtained using the 

"true" (known) 6 parameters and the estimate of Oobtained using the estimated parameters. 

The RMSE formula used for this comparison is derived by the following formula:

RMSE = V l/N ^.1(9r„tj-9a l)2 [3.5]

N represents the number of simulated examinees

OTruej represents the estimated 0 for examinee j using the "true" item parameters 

GEst j represents the estimated 6 for examinee j using the estimated item parameters

RMSEs of ability (0) estimates are computed by subtracting the "true" parameter horn the 

estimate, summing, and then taking the average difference. The average difference is taken 

to minor the average bias for a particular 3PL model.
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The average bias index is defined as:

Avg BIAS = Sj.iC&itej - Ggjtj)/N [3.6]

As with the item parameter estimates, the average bias index provides information to 

examine whether the item parameter estimates lead to any systematic under-or over

estimation of 6. A positive bias reflects an estimate higher than its "true" (known) 

parameter. A negative bias reflects an estimate lower than its respective "true" parameter.

t ______________ ____  ____________
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CHAPTER IV

Results

As an outcome of the research design matrix followed for this exploratory 

investigation, the majority of tables presented in this chapter have three parts (A, B, and 

C) which correspond to the three different distributions of ability (Normal, Uniform, and 

Negatively skewed). The primary hypothesis of this investigation is on whether or not 

modified 3PL IRT models can produce criterion results similar to (or even better) than 

those found in previous IRT studies using smaller sample sizes and/or shorter test 

lengths. The generally accepted guideline for reasonably accurate item parameter 

estimation to occur, using an unmodified 3PL IRT model, calls for a minimum of 1,000 

examinees and SO test items (Yoes, 1994). Therefore, the criterion results obtained from 

this investigation are also compared to those previously obtained (Yoes, 1994) using the 

recommended data set combination with the parameter estimation program BILOG 

(given an unmodified 3PL IRT model). BILOG incorporated the marginal maximum 

likelihood estimation technique, which allowed for setting Bayesian priors in performing 

the estimation process. XCALIBRE incorporates the same technique as well, but unlike 

BILOG allows the mean of the Bayesian prior distribution to be updated during each loop 

of the parameter estimation process.

Recovery of the Individual Item Parameters

Item Discrimination. Tables 4-1 A, 4-1B, and 4-1C present the product-moment 

correlations between the item discrimination estimates and the generating (“true”) item

123
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discrimination values. As can be seen in the tables, the correlations overall range 

considerably in value. However, the correlations become higher and the range of the 

correlational values are much closer to each other in all three models in the data sets 

containing 500 examinees and 50 test items (bolded values). This appears constant across 

all four test conditions employed as well as down each model within each single test 

condition. In all three distributions of ability, the correlations are all positive in sign with 

very few exceptions. The major trend in these tables can be seen down each column 

containing 500 examinees (N4). When sample size reaches 500 examinees, the rank-order 

recovery of the estimated item discrimination appears to stabilize with typical 

correlations in the range of 0.50 to 0.60. These correlational values generally occurred 

irrespective of the number of items in the test (length) for all three distributions of ability. 

A noteworthy exception appeared in the negatively skewed distribution of ability, down 

the column of test condition 2 and test condition 4, when a test length of 25 items was 

crossed with 500 examinees. Much lower correlations appeared when this data set was 

employed. Overall, the trend in the data produced by XCALIBRE suggests improved 

recovery is dependent more so on sample size with some contribution by test length. 

These results are anticipated since the marginal maximum-likelihood technique should 

perform equally well with both short and long test lengths.

Table 4-ID presents a comparison of averaged correlational results obtained by 

averaging the values found (using Tables 4-1 A, 4-1B, and 4-1C) across each of the four 

test conditions within each of the three models. Averaged correlations are reported for the 

four sample sizes used in the study (500,200, 100 and 50 examinees) with a constant of 

50 test items. This allows for evaluation of the primary hypothesis as well. In this
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Table 4-1A
Recovery of the Item Discrimination Parameter (a) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Normal Distribution of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length_______________________________________________________________________

NI N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 N1 N2 N3 N4

FC-Ml

nl 21 28 .15 .70 29 23 .60
n2 22 .42 28 .70 24 29 .49
n3 29 .17 26 .53 23 .18 21
n4 37 .43 .51 21 .10 27 22

FC-M2

nl 28 27 .16 .67 .44 23 27
n2 25 .42 29 .66 23 22 .48
n3 27 .17 .48 .48 .34 .14 .49
n4 37 .44 .48 .49 .13 28 .49

UMOD

nl 21 25 20 .64 29 .30 .55
n2 20 29 24 .70 21 27 22
n3 20 .17 .48 .49 22 20 20
n4 26 .42 .52 .50 .11 26 .47

26 .01 29 .53 .63 .46 .43 .45 24
.71 26 .44 .62 2 5 .11 23 .48 28
21 20 24 23 26 20 22 .47 .66
.63 21 23 20 .70 20 .12 .47 .62

26 .05 22 .57 .62 .43 .45 28 .61
.62 29 27 .62 29 .09 .19 20 .49
.47 20 .40 21 .49 21 26 .45 .62
.56 .19 22 20 .67 .16 .12 .47 .54

.59 -.03 .43 .62 .51 .50 .42 .49 .50

.67 25 26 .63 25 .09 27 .49 .53

.51 20 22 22 .49 .19 21 .49 .63

.64 22 .58 .48 .68 23 .14 .44 .65

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2= 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-M1: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed uc” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-IB
Recovery of the Item Discrimination Parameter (a) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Uniform Distribution of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length_________________________________________________________________________

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-M1

nl .51 36 .63 .56 .45 .44 .03 .70 .08 .53 39 .49 36 39 .10 .45
n2 .19 .54 34 .64 .01 .17 .40 .48 .19 .45 .43 .67 32 .14 39 .59
n3 30 39 .53 .60 .40 38 25 39 26 .13 30 .76 38 35 35 31
n4 34 .42 37 39 .14 37 39 30 38 33 33 .73 .11 35 36 32

FC-M2

nl .53 38 .63 .61 .45 .40 .00 .68 .09 .49 36 34 .57 34 -.06 33
n2 .15 .52 .54 .60 .05 .11 31 37 .19 .42 36 .61 35 .06 30 32
n3 31 37 .51 .61 38 33 .13 .56 36 .09 36 .66 39 30 33 .57
n4 35 .41 .58 36 .11 37 38 .46 30 37 .31 .63 .11 .41 38 .50

UMOD

nl 33 .42 .61 .40 .47 .41 -.05 .51 .13 .56 38 .45 .57 36 .07 .56
n2 .16 .52 .50 .58 .02 36 34 32 32 .47 .43 .61 39 32 32 .54
n3 31 39 .52 38 .42 .59 38 .60 34 .09 .37 .75 37 .32 30 .48
n4 35 .43 .57 .51 .14 32 .42 .45 39 31 34 .68 .07 38 37 .46

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-M1: Represents a fixed uc” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3 PL IRT model.
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Table 4-1C
Recovery o f the Item Discrimination Parameter (a) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Negatively Skewed Distribution of Ability

Type o f Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length_________________________________________________________________________

Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .29 28 -.14 54 21 39 30 22 .11 .49 37 .65 38 .16 34 52
n2 .23 23 .48 .63 32 .05 39 .53 28 28 .44 .45 .18 28 .47 .48
n3 .09 36 38 .56 .42 27 38 .61 27 35 36 .47 .14 21 36 .58
n4 .22 20 .54 .62 27 52 53 .64 30 34 27 .47 .15 29 .44 .69

FC-M2

nl 24 27 -.13 .47 .19 .42 31 .15 .13 35 31 .60 39 .14 30 38
n2 23 20 .43 .65 32 .05 .40 .47 26 27 .41 .40 .18 29 .46 39
n3 .12 37 35 52 .40 26 37 .55 23 36 35 .40 .14 .17 36 36
n4 23 23 31 56 24 31 .48 .60 31 31 23 .44 .16 .31 .40 .65

UMOD

nl 29 29 -26 .43 21 33 23 30 .16 36 .40 .60 32 .16 22 .30
n2 .18 .19 .43 .67 33 .04 33 .45 26 26 .43 .49 21 30 .41 .46
n3 .08 38 35 34 .42 23 38 .56 30 35 38 35 .16 24 32 .55
n4 22 21 .49 39 28 30 30 .60 30 37 26 .49 .13 27 .40 .62

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c" 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-ID
Recovery of the Item Discrimination Parameter (a) 

as Indexed by the Averaged Product-Moment Correlation (r) Criterion 
Averaged Across Each of the Four Test Conditions

Normal Distribution o f Ability 
BILOG result (r=0.51) obtained with unmodifed 3PL model using 1000 examinees & SO test items

Data Set 
Combination

Sample Size & 
Test Length

Model Type

Data Set 1: 500 & 50 FC-Ml: .64 FC-M2: £9 UMOD: .61

Data Set 2: 200 & 50 FC-Ml: .49 FC-M2: .50 UMOD: .50

Data Set 3: 100 & 50 FC-Ml: 39 FC-M2: 37 UMOD: 35

Data Set 4: 50 A 50 FC-Ml: .26 FC-M2: .27 UMOD: .25

Uniform Distribution of Ability 
BILOG Result (r = 0.63) obtained with unmodified 3PL model using 1000 examinees & 50 test items

Data Set 1: 500 & 50 FC-Ml: .60 FC-M2: .53 UMOD: .56

Data Set 2: 200 & 50 FC-Ml: .42 FC-M2: 38 UMOD: 37

Data Set 3: 100 & 50 FC-Ml: 33 FC-M2: 38 UMOD: .57

Data Set 4: 50&50 FC-Ml: .18 FC-M2: .19 UMOD: .17

Negatively Skewed Distribution of Ability 
BILOG Result (r = 0.62) obtained with unmodified 3PL model using 1000 examinees & 50 test items

Data Set 1: 500 & 50 FC-Ml: .52 FC-M2: .48 UMOD: .52

Data Set 2: 200 & 50 FC-Ml: .45 FC-M2: .43 UMOD: .40

Data Set 3: 100 & 50 FC-Ml: 31 FC-M2: 30 UMOD: 30

Data Set 4: 50&50 FC-Ml: .25 FC-M2: 35 UMOD: 35

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

I
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manner, the recovery efficacy of the modified 3PL models against each other as well as 

the unmodified 3PL model can be evaluated. Table 4-ID presents these results within 

each of the three different distributions of ability. The correlational results are compared 

against those obtained from BILOG (with marginal maximum likelihood estimation) 

using 1000 examinees and SO test items (Yoes, 1993). Given that smaller sample sizes 

were employed in this study a relative comparison of stabilization of the values can be 

examined.

Comparison with 1000 examinees and 50 test items (BILOG). Overall, in all three 

distributions of ability the averaged correlational values dropped considerably as sample 

size decreased in the four data set combinations examined. The data set combination of 

500 examinees and SO test items (Data Set 1) performed best in all three ability 

distributions (bolded values). Within the normal distribution of ability, both Data Set I 

and Data Set 2 (200 examinees and SO test items) produced averaged rank-order results 

comparable to those produced by BILOG using 1000 examinees and SO test items (r = 

0.51). This result was apparent across the three different 3PL models employed. 

However, the averaged rank-order recovery results in Data Set 1 were slightly lower in 

the uniform and negatively skewed ability distributions compared to those obtained from 

BILOG.

Comparison o f  the modified models and unmodified model. Using Data Set 1, 

each of the three different 3PL models produced similar but slightly different results in all 

three ability distributions. Fixed “c” model 1 (FC-Ml), where the lower asymptote was 

held constant at 0.2S, produced the highest rank-order recovery of the item discrimination 

parameter in all three ability distributions. In the negatively skewed ability distribution
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both the unmodified and modified FC-Ml model produced a  tie for the highest averaged 

recovery (r = 0.52). Fixed “c” model 2 (FC-M2), where the lower asymptote was held 

constant at 0.20, actually produced the lowest rank-order recovery in all three ability 

distributions using Data Set 1. Although the rank-order recovery of the generating values 

was only moderate, the estimates produced by the three different 3PL IRT models were 

relatively close in value suggesting that all three models are more similar than different in 

their ability to recover the item discrimination parameter.

Tables 4-2A, 4-2B, and 4-2C present the average bias results for the item 

discrimination parameter. The most interesting finding occurs in tables 4-2A and 4-2C 

which represent the normal and negatively skewed ability distributions. Contrary to 

previous studies showing that item discrimination is consistently overestimated, the 

majority of values in these two distributions were actually underestimated. Over fifty-five 

percent (55.2%) of the average bias values obtained in the normal distribution, and over 

sixty percent (60.4%) of values obtained in the negatively skewed distribution, were 

underestimated. Still, the vast majority had values nearing zero indicating no major 

systematic direction to the estimation error.

However, in the uniform distribution of ability one hundred percent (100.0%) of 

the average bias values were positive in sign indicating a systematic tendency for 

overestimation. Interestingly, as sample size increased so did the average bias values. 

Generally, the average bias values in the uniform distribution of ability were almost 

always closest to zero in the smallest data set combinations containing 50 examinees and 

25 test items. The average bias values moved much further away from zero as sample size 

increased along the columns of data.
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Table 4-2A
Recovery of the Item Discrimination Parameter (a) 

as Indexed by the Average Bias Criterion 
for the Normal Distribution of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length________________________________________________________________________

N l N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-MI

nl -.01 .00 -.04 -.05 .07-.03 -.14-.08 -.06 -.01-.01 .02 .04 .03 .03-.06
n2 .03 .00-.01 -.04 .03 .00 -.16-.04 -.02 .01 .00 .00 -.01 .00-.02-.06
n3 .02 .01-.02 -.04 .02 .09 .03-.07 .00 -.01 .02-.06 .05 -.01 .02-.01
n4 .04 -.01 .01 .00 .02 .00 -.05-.05 .02 .00 .03-.01 .05 .06-.01-.08

FC-M2

nl -.03 -.03-.08 -.11 .04-.08 -.22-.32 -.09 -.04-.03-.04 .01 -.02-.03-.21
n2 .01 -.04-.05 -.09 -.01-.06 -JO-.15 -.03 -.02-.06-.05 -.04 -.04-.10-JO
n3 .02 .00-.05 -.09 -.06 .02 -.07 -.24 -.01 -.06-.01-.14 .02 -.06-.07-.16
n4 .03 -.04-.01 -.05 -.01-.09 -.17-.19 .01 -.05 .01-.05 .02 .02 -.10 -23

UMOD

nl .02 .03-.04 -.03 .07-.03 -.12-.07 -.04 .00 .00 .10 .04 .06 .05-.10
n2 .02 .00 .00 -.03 .02 .01 -.11-.04 -.02 .01 .01 .01 .00 .01 -.01 -.04
n3 .03 .02-.03 -.02 .02 .10 .05-.03 .00 -.01 .02-.03 .05 .00 .03 .01
n4 .04 .00 .02 .01 .02 -.26 -.03-.03 .02 .01 .04 .00 .06 .06-.01-.05

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-MI: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-2B
Recovery of die Item Discrimination Parameter (a) 

as Indexed by the Average Bias Criterion 
for the Uniform Distribution of Ability

Type of Test and Sample Size

Model
&Test Test 1 Test 2 Test 3 Test 4
Length________________________________________________________________________

N l N2 N3 N4 Nl N2 N3 N4 N1 N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .04 .13 .10 .17 .07 .09 32 27 .05 .10 .12 .16 .17 23 30 29
n2 .04 .11 .13 .15 .09 .19 29 30 .07 .07 .16 .15 .19 26 30 27
n3 .05 .11 .18 .19 .09 25 26 27 .05 .11 .14 .15 .07 28 29 29
n4 .07 .07 .14 .16 .19 26 28 27 .07 .13 .17 .18 .19 24 28 29

FC-M2

nl .04 .10 .07 .13 .03 .04 JO 26 .05 .05 .08 .13 .07 .17 24 22
n2 .03 .07 .09 .12 .06 .10 24 22 .06 .06 .13 .09 .13 .18 21 21
n3 .05 .07 .14 .13 .06 .16 .19 20 .03 .07 .18 .12 .03 .23 23 24
n4 .06 .06 .16 .12 .11 .19 .19 20 .06 .08 JO .13 .15 .14 22 25

UMOD

nl .03 .08 .08 .19 .07 .15 J3 27 .07 .07 .19 .19 .09 .18 .30 28
n2 .04 .08 .14 .14 .09 JO J9 27 .08 .06 .15 .15 .18 23 JO 28
n3 .04 .10 .17 .18 .08 J1 .26 28 .05 .08 .15 .17 .04 25 28 29
n4 .06 .07 .15 .17 .18 J4 J8 27 .07 .12 .18 .19 .18 24 28 JO

Sample Sizes Test Lengths
Nl = 5 0  nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PLIRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-2C
Recovery of the Item Discrimination Parameter(a) 

as Indexed by the Average Bias Criterion 
for the Negatively Skewed Distribution of Ability

Type o f Test and Sample Size

Model 
& Test 
Leneth

Test I Test 2 Test 3 Test 4

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl -.01 .04 -.02 -.09 .01-.02 .02-.13 .01 .01 .04-.16 -.01 -.09-.06-.il
n2 .03 -.02 -.09 -.06 .03 .02 -.02-.06 .00 .00 -.15 -.03 .07 .01 .00-.08
n3 .01 .00 .00 -.03 -.02-.03 .02-.08 -.04 -.01-.01-.06 .01 -.02 .01-.06
n4 .00 .00-.01 .01 .07-.05 -.07-.10 .03 .00 .01-.03 .05 .06 .04-.05

FC-M2

nl -.02 .02-.05 -.15 -.02-.07 -.08 -27 .00 -.01 .01-.21 -.03 -.17-.24-.29
n2 .03 -.05-.04 -.06 .01-.04 -.11-.17 -.02 -.02 -28 -.08 .03 -.06 -.09 -2 1
n3 -.01 -.04-.04 -.09 -.06-.08 -.06 -.21 -.07 -.05-.07-.12 -.03 -.11-.07-20
n4 -.03 -.02-.06 -.04 .03-.13 -.17-.22 .01 -.02-.16-.10 .02 .00-.07-20

UMOD

nl -.01 .03-.01 -.06 .01 .09 .05-.14 .04 .01 .04-.13 .01 -.09-.03 -.12
n2 .03 -.01 .00 -.04 .04 .03 -.01-.06 .00 .00 -20 -.03 .10 .03 .00-.08
n3 .02 .00 .00 -.02 -.02-.02 .01-.07 -.02 -.01 .00-.05 .03 -.01 .01-.04
n4 .02 .00 .00 .01 .07-.04 -.06-.10 .03 .00 .01-.02 .09 .06 .05-.02

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c") held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-2D
Recovery o f the Item Discrimination Parameter (a) 

as Indexed by the Averaged Bias Criterion 
Averaged Across Each of the Four Test Conditions

Normal Distribution of Ability 
BILOG result (bias --.01) obtained with unmodifed 3 PL model using 1000 examinees & SO test items

Data Set Sample Size & Model Type
Combination Test Length

DataSet 1: 500 & 50 FC-Ml: -.04 FC-M2: -.15 UMOD : -.03

Data Set 2: 200 & 50 FC-Ml: -.05 FC-M2: -.13 UMOD: -.03

Data Set 3: 100 & 50 FC-Ml: .00 FC-M2: -.04 UMOD: .01

Data Set 4: 5 0 * 5 0 FC-Ml: .01 FC-M2: -.02 UMOD: .01

Uniform Distribution of Ability 
BILOG Result (bias = .10) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .22 FC-M2: .19 UMOD: 21

Data Set 2: 200 & 50 FC-Ml: .22 FC-M2: .17 UMOD: 22

Data Set 3: 100 & 50 FC-Ml: .16 FC-M2: .10 UMOD: .14

Data Set 4: 50 & 50 FC-Ml: .10 FC-M2: .07 UMOD: .10

Negatively Skewed Distribution of Ability 
BILOG Result (bias = .03) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: -.06 FC-M2: -.13 UMOD: -.05

Data Set 2: 200 & 50 FC-Ml: -.07 FC-M2: -.13 UMOD: -.05

Data Set 3: 100 & 50 FC-Ml: .00 FC-M2: -.04 UMOD: .01

Data Set 4: 50 & 50 FC-Ml: .03 FC-M2: .01 UMOD: .04

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

iI
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Comparison with 1000 examinees and SO test item s (BILOG), As table 4-2D 

reveals, the averaged bias values across the four test conditions in each model suggests 

that average bias generally decreases as sample size decreases. This trend holds for all 

three distributions of ability. The sample size of 50 examinees produced the smallest 

values o f the averaged bias index approaching zero. Although BILOG produced its 

lowest and most stable range o f values with 1000 examinees and 50 test items, 

XCALIBRE produced stable ranges relatively close to zero in all the sample size 

conditions (with the exception of the uniform distribution o f ability which still produced 

stable results across the four test conditions but much higher values).

Comparison o f the modified models and unmodified model. As Table 4-2D 

indicates, there did not appear to be a clear “winner” among the models in the normal and 

negatively skewed distribution of ability in Data Set 4 (bolded values). However, as 

indicated previously, the averaged bias index values obtained across all four test 

conditions within each separate model began to approach zero as sample size decreased. 

What is interesting to note is that the unmodified 3PL model obtained results similar to 

modified model FC-Ml. Modified model FC-M2 consistently produced the highest 

(poorest) values using Data Sets 1, 2, and 3 in both the normal and negatively skewed 

distributions of ability. However, when sample size reached 50 examinees FC-M2 began 

to produce results (approaching zero) similar to both other models.

This trend reversed itself in the uniform distribution of ability. Model FC-M2 

(with “c” = .20) consistently produced the best results among the three models in all data 

set combinations. Even though the overall values for all models were much higher than 

those found in the normal and negatively skewed distributions of ability, all averaged bias

i
i    _ _ . _ ___
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values in each model still dropped as sample size decreased. Again, the lowest (best) 

values produced across all three models occurred using the sample data set combination 

(Data Set 4) of 50 examinees and 25 test items.

Tables 4-3A, 4-3B, and 4-3C present the recovery of the item discrimination 

parameters as indexed by the root mean square error (RMSE) criterion. As can be seen in 

the tables, the magnitude of the RMSE values were not necessarily large as has been the 

case in most previous studies. Large RMSE values suggest that the estimated item 

discrimination parameter is not well estimated. Generally, the range of the RMSE values 

clustered very close to each other across sample size and test length for all three 

distributions o f ability. This was particularly true for the uniform distribution of ability 

which produced RMSE values consistently ranging from approximately .07 to .10. As 

expected, the RMSE values generally decreased (in the normal and negatively skewed 

ability distributions) as both sample size and test length increased. The RMSE values are 

also generally larger for Test Condition 2 and Test Condition 4 (high average item 

discrimination) than for Test Condition 1 and 3 (moderate average item discrimination) in 

all three ability distributions.

Comparison with 1000 examinees and 50 test items (BILOG). Averaged RMSE 

values were obtained by selecting the cell values in Tables 4-3 A, 4-3 B, and 4-3 C 

corresponding to each data set reported in Table 4-3 D and averaging them. This was 

performed for each of the three separate ability distributions and the results compared to 

those obtained from BILOG using 1000 examinees and 50 test items. Overall, all three 

distributions of ability produced lower RMSE values within each of the four data sets 

examined, and for all three models employed, than BILOG. The values reported in table

t1
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Table 4-3 A
Recovery o f the Item Discrimination Parameter (a) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
for the Normal Distribution of Ability

Type of Test and Sample Size

Model
& Test Test 1 Test 2 Test 3 Test 4
Length________________________________________________________________________ _

N l N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .13 .13 .14 .13 20 .19 22 .18 .16 .13 .12 .11 .21 23 23 .18
n2 .12 .12 .11 .11 .18 .15 .19 .15 .11 .10 .11 .11 .16 .16 .15 .16
n3 .10 .10 .11 .10 .15 .15 .15 .14 .10 .10 .11 .11 .16 .15 .14 .14
n4 .10 .10 .09 .09 .14 .13 .13 .13 .10 .09 .10 .08 .15 .15 .14 .14

FC-M2

nl .14 .14 .16 .16 .19 .19 .25 27 .17 .14 .13 .12 .20 20 23 .23
n2 .12 .12 .12 .13 .18 .15 23 .18 .11 .11 .12 .12 .16 .16 .16 20
n3 .10 .10 .11 .12 .15 .15 .15 .18 .10 .11 .11 .14 .16 .15 .15 .16
n4 .10 .10 .09 .10 .14 .14 .16 .16 .10 .10 .10 .09 .14 .14 .15 .17

UMOD

nl .13 .14 .14 .13 20 .19 22 .17 .15 .13 .12 .15 21 21 23 .19
n2 .12 .12 .11 .11 .18 .15 .18 .15 .11 .11 .11 .11 .16 .16 .14 .16
n3 .10 .10 .11 .10 .15 .15 .15 .14 .10 .10 .11 .10 .16 .15 .14 .14
n4 .10 .10 .09 .09 .14 .18 .13 .13 .10 .09 .10 .08 .15 .15 .14 .13

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2= 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed uc” 3PL IRT model with lower asymptote (“c”) held constant at 0.25
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-3B
Recovery of the Item Discrimination Parameter (a) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
for the Uniform Distribution o f Ability

Type of Test and Sample Size

Model
&Test Test 1 Test 2 Test 3 Test 4
Length_________________________________________________________________________

Nl N2 N3 N4 N l N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .05 .09 .08 .10 .07 .08 .14 .13 .06 .08 .09 .14 .11 .12 .14 .13
n2 .05 .07 .08 .08 .07 .09 .12 .11 .06 .06 .08 .08 .09 .11 .12 .11
n3 .05 .07 .08 .08 .06 .10 .10 .10 .05 .07 .07 .08 .06 .10 .10 .10
n4 .05 .05 .07 .07 .08 .09 .09 .09 .05 .06 .08 .08 .08 .09 .09 .10

FC-M2

nl .05

00o

.07 .09 .06 .06 .14 .13 .06 .06 .07 .09 .08 .11 .13 .12
n2 .04 .06 .06 .07 .06 .07 .10 .10 .09 .05 .08 .07 .08 .09 .10 .10
n3 .04 .05 .07 .07 .06 .08 .08 .09 .04 .05 .06 .07 .05 .09 .09 .09
n4 .05 .04 .07 .06 .06 .08 .08 .08 .05 .05 .06 .07 .07 .07 .08 .09

UMOD

nl .05 .07 .07 .11 .07 .10 .14 .13 .07 .07 .08 .11 .08 .11 .14 .13
n2 .05 .06 .08 .08 .07 .09 .12 .11 .06 .05 .08 .08 .09 .10 .12 .11
n3 .04 .06 .08 .08 .06 .09 .10 .10 .05 .05 .07 .08 .05 .10 .10 .10
n4 .04 .05 .07 .07

00©

.09 .09 .09 .05 .06 .08 .08 .08 .09 .09 .10

Sample Sizes Test Lengths 
Nl = SO nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 hems
N4 = 500 n4 = 100 items

FC-MI: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-3C
Recovery of the Item Discrimination Parameter (a) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
for the Negatively Skewed Distribution o f Ability

Type o f Test and Sample Size

Model
&Test Test 1 Test 2 Test 3 Test 4
Length_________________________________________________________________________

Nl N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .13 .16 .16 .16 22 20 .20 22 .14 .12 .15 .19 .17 21 .19 21
n2 .12 .12 .11 .12 .17 .17 .16 .16 .12 .11 .18 .12 .17 .18 .15 .16
n3 .11 .10 .10 .12 .15 .15 .14 .14 .11 .10 .10 .11 .15 .15 .16 .14
n4 .10 .09 .10 .09 .13 .14 .14 .13 .10 .10 .10 .10 .14 .15 .13 .13

FC-M2

nl .13 .15 .17 .19 22 21 .21 26 .14 .12 .14 21 .17 23 24 27
n2 .12 .13 .12 .12 .17 .17 .17 .19 .12 .11 22 .13 .17 .18 .16 20
n3 .11 .10 .11 .12 .15 .15 .15 .18 .12 .11 .12 .13 .16 .16 .16 .17
n4 .10 .09 .11 .10 .13 .15 .16 .16 .09 .10 .10 .12 .14 .16 .14 .16

UMOD

nl .13 .15 .16 .15 22 21 21 22 .15 .12 .15 .18 .17 21 .18 23
n2 .12 .12 .11 .11 .17 .17 .16 .16 .12 .11 .19 .11 .17 .18 .15 .16
n3 .11 .10 .10 .10 .15 .15 .14 .15 .11 .10 .10 .11 .15 .15 .16 .14
n4 .10 .09 .10 .10 .14 .14 .14 .14 .10 .10 .10 .09 .15 .15 .13 .14

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2= 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4= 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c" 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-3D
Recovery o f the Item Discrimination Parameter (a) 

as Indexed by the Root Mean Squared Error (RMSE) Criterion 
Averaged Across Each o f the Four Test Conditions

Nonnai Distribution of Ability 
BILOG result (RMSE = .20) obtained with unmodifed 3PL model using 1000 examinees & SO test items

DataSet
Combination

Sample Size & 
Test Length

Model Type

Data Set 1: 500 & 50 FC-MI: .13 FC-M2: .16 UMOD: .13

Data Set 2: 200 & 50 FC-Ml: .14 FC-M2: .16 UMOD: .14

Data Set 3: 100 & 50 FC-Ml: .13 FC-M2: .14 UMOD: .14

Data Set 4: 50&50 FC-Ml: .14 FC-M2: .14 UMOD: .14

Uniform Distribution of Ability 
BILOG Result (RMSE -  32) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet I: 500 & 50 FC-MI: .10 FC-M2: .09 UMOD: .10

Data Set 2: 200 & 50 FC-Ml: .10 FC-M2: .09 UMOD: .10

Data Set 3: 100 & 50 FC-Ml: .08 FC-M2: .07 UMOD: .08

Data Set 4: 50 &. SO FC-Ml: .07 FC-M2: .07 UMOD: .07

Negatively Skewed Distribution o f Ability 
BILOG Result (RMSE = .23) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .14 FC-M2: .16 UMOD: .14

Data Set 2: 200 & 50 FC-Ml: .15 FC-M2: .17 UMOD: .15

Data Set 3: 100 & 50 FC-Ml: .15 FC-M2: .15 UMOD: .15

Data Set 4: 50&50 FC-Ml: .15 FC-M2: .15 UMOD: .15

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3 PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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4-3D indicate that XCALIBRE, using smaller sample sizes with the recommended test 

length of 50 items, provided an improvement in estimation of the item discrimination 

parameter than those reported for BILOG. As can be seen in the table, the averaged 

RMSE values are stable and cluster extremely close to each other with minimal variance 

between them. Overall, the uniform distribution of ability produced the smallest (best) 

RMSE values followed by slightly higher RMSE values for the normal distribution and 

negatively skewed distributions of ability.

Comparison o f the modified models and unmodified model. All models produced 

averaged RMSE values smaller than those reported for BILOG. BILOG reported 

averaged RMSE values of .20 (normal), .32 (uniform), and .23 (negatively skewed) using 

an unmodified 3PL model with 1000 examinees and 50 test items. The models in the 

uniform distribution of ability produced the lowest (best) RMSE values when all data set 

combinations and ability distributions were compared. Model FC-M2 particularly 

outperformed (although slightly) both other models down each data set combination in 

the uniform distribution of ability. In the normal and negatively skewed distributions of 

ability, both models FC-Ml and UMOD produced lower RMSE values in the larger data 

set combinations than model FC-M2. This advantage disappeared when sample size 

dropped to 50 examinees in combination with 50 test items (Data Set 4). Model FC-M2 

produced slightly higher results in Data Set 1 and Data Set 2. In the negatively skewed 

distribution o f ability, the RMSE values were also identical down each data set 

combination for models FC-Ml and the UMOD model. The close and almost identical 

clustering of RMSE values, within each model and ability distribution, suggests no real 

advantage occurred in the estimation of the item discrimination parameter when holding
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the lower asymptote constant in the modified models.

Item difficulty. Tables 4-4A, 4-4B, and 4-4C present the product-moment 

correlations between item difficulty estimates and the generating (“true”) values. As the 

tables reveal, the item difficulty parameter was well estimated by all three ability 

distributions, even in the smallest sample size (50 examinees) and shortest test length 

(n=25 items) investigated. Rank-order recovery of the item difficulty parameter was very 

high. The vast majority of the correlations reported values equal to or greater than 0.95 

with a few at a perfect positive correlation of 1.00. Generally, the lowest correlations 

within each ability distribution occurred down the column of data using 50 examinees as 

a sample size. Overall, the major trend indicated that the correlations always increased as 

sample size increased. This occurred irrespective of test length in all three ability 

distributions.

Comparison with 1000 examinees and 50 test items (BILOG). Table 4-4D 

presents averaged correlational results within each of four data set combinations for each 

ability distribution. XCALIBRE produced identical averaged correlational results in the 

data set with 500 examinees and 50 test items (Data Set 1) as BILOG did using 1000 

examinees and 50 test items. In the uniform and negatively skewed distributions of 

ability, both Data Sets 1 and 2 (200 examinees and 50 test items) produced identical 

(0.99) averaged correlational results to those obtained from BILOG (0.99). This result 

also occurred in Data Set 1 with the normal distribution of ability. As is apparent by 

looking down each data set column, within each separate ability distribution, the averaged 

correlations decreased as sample size decreased.

Comparison o f the modified models with the unmodified model. Almost every
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Table 4-4A 
Recovery o f the hem Difficulty Parameter (b) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Normal Distribution of Ability

Type of Test and Sample Size

Model
&Test
Leneth

Test 1 Test 2 Test 3 Test 4

N l N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .97 .96 .98 .99 .94 .98 .99 1 .0 0 .91 .98 .99 .99 .95 .99 .99 .99
n2 .92 .97 .98 .98 .96 .99 NO OP 1 .0 0 .95 .98 .98 .99 39 .98 33 1 .0 0

n3 .92 .94 .97 .97 .98 .98 .99 1 .0 0 37 .98 .98 .99 .97 .98 .99 1 .0 0

n4 .94 .95 .98 .98 37 .98 .99 1 .0 0 .96 .98 .98 .99 .98 .99 .99 1 .0 0

FC-M2

nl .97 .96 .98 .99 .94 .98 .99 1.00 .92 .98 .99 .99 .95 .99 .99 .99
n2 .92 .97 .98 .99 .96 .99 .98 1.00 .95 .98 .98 .99 .98 .98 .99 1.00
n3 .92 .94 .97 .97 .98 .98 .98 .99 .97 .98 .98 .99 .97 .98 .99 1.00
n4 .94 .94 .98 .98 .97 .98 .99 .99 .96 .98 .98 .99 .97 .99 .99 1.00

UMOD

nl .96 .96 .98 .97 .95 .98 .99 1.00 .89 .97 .98 .99 .95 .98 .99 .99
n2 .92 .97 .98 .98 .96 .99 .98 .99 .95 .98 .98 .99 .98 .98 .99 1.00
n3 .93 .94 .96 .98 .97 .98 .99 1.00 .96 .97 .98 .99 .97 .98 .99 1.00
n4 .94 .95 .97 .97 .97 .98 .99 .99 .96 .97 .98 .99 .98 .99 .99 1.00

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2= 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-4B 
Recovery of the Item Difficulty Parameter (b) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Uniform Distribution of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length_______________________________________________________________________

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .93 .96 .91 .99 .95 .94 .99 .99 .93 .98 .98 .99 .98 .98 .99 1.00
n2 .91 .95 .98 39 .92 .98 39 .99 .94 36 .99 39 .98 .98 1.00 1.00
n3 .90 .96 .98 39 33 .97 3 i 39 35 .98 .99 39 .98 .99 .99 1.00
n4 .92 .95 .98 .98 .94 .97 39 1.00 35 .97 .99 .99 .98 .99 .99 1.00

FC-M2

nl .93 .96 .91 .99 .94 .94 .99 39 .93 .98 .98 .99 .98 .98 .99 1.00
n2 .91 .94 .98 .99 .92 .98 .99 .99 .93 .96 .99 .99 .98 .98 .99 1.00
n3 .90 .96 .98 .99 .92 .97 .98 .99 .94 .98 .98 .99 .98 .99 .99 1.00
n4 .92 .95 .98 .98 .94 .97 .99 1.00 .95 .96 .98 .99 .98 .98 .99 1.00

UMOD

nl .93 .95 .91 .98 .95 .95 .99 .99 .93 .98 .98 .99 .98 .98 .99 1.00
n2 .90 .95 .98 .98 .92 .98 .99 .99 .94 .96 .99 .99 .98 .98 1.00 1.00
n3 .90 .95 .98 .99 .93 .97 .98 .99 .94 .98 .98 .99 .98 .99 .99 1.00
n4 .92 .94 .97 .98 .95 .97 .99 .99 .95 .96 .98 .99 .98 .98 .99 1.00

Sample Sizes Test Lengths 
N l = 5 0  nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4= 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote Q‘c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3 PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-4C 
Recovery of the Item Difficulty Parameter (b) 

as Indexed by the Product-Moment Conelatioa (r) Criterion 
for the Negatively Skewed Distribution of Ability

Type o f Test and Sample Size

Model
& Test Test I Test 2 Test 3 Test 4
Length_______________________________________________________________________

Nl N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .98 .96 .99 .99 .97 .98 .98 .99 .97 97 .97 99 .98 97 99 .99
n2 .92 M .98 .99 .96 .98 .99 .99 97 .98 .99 99 97 9 8 .99 .99
n3 .92 .96 .98 .99 .97 .98 .99 .99 .96 .98 .99 99 .97 .98 .99 .99
n4 .95 .96 .98 .99 .96 .98 99 .99 .96 .98 .98 99 9 8 .99 .99 .99

FC-M2

nl .98 .96 .98 .99 .97 .98 .99 .99 .97 .97 .97 99 .98 .97 .99 .99
n2 .92 .96 .98 .99 .96 .98 .99 .99 97 .98 .99 .99 .97 .98 .99 .99
n3 .92 .96 .98 .99 .97 .98 .99 .99 .96 .98 .99 .99 .97 .98 .99 1.00
n4 .95 .96 .98 .99 .96 .98 .98 .99 .96 .98 SO 00 .99 .98 .99 .99 1.00

UMOD

nl .97 .96 .98 .99 .97 .98 .98 .99 .97 .97 .97 .99 .98 .97 .99 .99
n2 .92 .96 .98 .99 .96 .98 .99 .99 .97 .98 .99 .99 .97 .98 .99 .99
n3 .92 .96 .98 .98 .97 .98 .99 .99 .97 .97 .98 .99 .97 .98 .99 .99
n4 .94 .96 .97 .99 .96 .98 .98 .99 .96 .98 .98 .99 .97 .99 .99 1.00

Sample Sizes Test Lengths
Nl = 50 nl = 25 items
N2= 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

!
!
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Table 4-4D 
Recovery of die Item. Difficulty Parameter (b) 

as Indexed by the Product-Moment Correlation (r) Criterion 
Averaged Across Each of die Four Test Conditions

Normal Distribution of Ability 
BILOG result (r = .99) obtained with unmodifed 3PL model using 1000 examinees & 50 test items

Data Set 
Combination

Sample Size & 
Test Length

Model Type

DataSet 1: 500 & 50 FC-Ml: .99 FC-M2:1.00 UMOD: .99

Data Set 2: 200 & 50 FC-Ml: .98 FC-M2: .98 UMOD: .98

Data Set 3: 100 & 50 FC-Ml: .98 FC-M2: .98 UMOD: .98

Data Set 4: 50&50 FC-Ml: .95 FC-M2: .95 UMOD: .95

Uniform Distribution of Ability 
BILOG Result (r = .99) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .99 FC-M2: .99 UMOD: .99

Data Set 2: 200 & 50 FC-Ml: .99 FC-M2: .99 UMOD: .99

Data Set 3: 100 & 50 FC-Ml: .97 FC-M2: .97 UMOD: .97

Data Set 4: 50 & 50 FC-Ml: .94 FC-M2: .94 UMOD: .94

Negatively Skewed Distribution of Ability 
BILOG Result (r -  .99) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .99 FC-M2: .99 UMOD: .99

Data Set 2: 200 & 50 FC-Ml: .99 FC-M2: .99 UMOD: .99

Data Set 3: 100 & 50 FC-Ml: .98 FC-M2: .98 UMOD: .98

Data Set 4: 50&50 FC-Ml: .96 FC-M2: .96 UMOD: .96

FC-M1: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

i
i
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averaged correlational value computed was identical between each model. This finding 

extended to within each of the four data set combinations examined in each separate 

ability distributions. Therefore, it was quite obvious that no single model had an 

advantage over the other in the recovery of the item difficulty parameter based upon 

averaged correlations. Again, all averaged correlational values down each model 

decreased as sample size decreased.

Tables 4-5A, 4-5B, and 4-5C present results of the averaged bias recovery 

criterion of the item difficulty parameter. It is difficult to establish any apparent trend 

across the three distributions of ability, particularly for those values reported in the 

normal and negatively skewed distributions of ability. The range of values in these two 

distributions fluctuated. An increase or decrease in either sample size or test length did 

not create an observable pattern on the results. Values for the uniform distribution of 

ability were smaller (better) and clustered closer together than in either the normal or 

negatively skewed distributions of ability. The most interesting finding, within all three 

ability distributions examined, occurred using model FC-M2 (c= 0.20). The averaged bias 

values computed were overwhelmingly negative in sign indicating a trend for 

underestimation. In the normal distribution of ability, eighty-nine percent (89.0%) or 57 

out of 64 cells across the four test conditions reported a negative bias value. Seventy-five 

percent (75.0%) and close to eighty percent (79.7%) of the values in the uniform and 

negatively skewed distributions of ability reported negative bias values as well with 

model FC-M2. Approximately half of the bias values in the other two models employed, 

model FC-Ml and the UMOD model, were both positive and negative in sign in all three 

ability distributions. This indicated no apparent systematic tendency for over-or-

1
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Table 4-5A 
Recovery o f the Item Difficulty Parameter (b) 

as Indexed by the Average Bias Criterion 
for the Normal Distribution o f Ability

Type of Test and Sample Size

Model
&Test
Length

Test 1 Test 2 Test 3 Test 4

Nl N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4 N l N2 N3 N4

FC-Ml

nl .08 -.02 22 .00 -.11-.19 -.13 -.04 .03 -.09-.10 .03 .12 -.04 .03 .12
n2 .05 .06 .18 -.02 -.14 .00 -.14 .06 .11 -.06 .04 .00 .10 .03 -.12 .03
n3 -25 .01 -.08 -.06 -.06-.11 -.06 .02 .14 -.01 .00 .01 .04 .05 -.05 .05
n4 .01 .02-.01 .08 .16 .05 -.03 .04 .10 .14 .00-.04 -.11 -.08 .04 -.08

FC-M2

nl -20 -.16 .07 -.16 -.18-27 -22 -.15 -.15 -26-25-.12 .03 -.14 -.06 .01
n2 -.09 -.08 .03 -.17 -21-.08 -24 -.03 -.04 -21-.12-.14 .02 -.05 -21 -.08
n3 -37 -.13 -22 -21 -.13-.18 -.15 -.08 .00 -.17-.14-.16 -.05 -.03 -.14 -.07
n4 -.12 -.12-.15 -.06 .08-.03 -.12 -.06 -.05 -.02-.13-.19 -.18 -.16 -.05 -.19

UMOD

nl 21 .17 25 .10 -.11-.19 -.11 -.03 .13 -.04 -.09 21 .09 -.03 .05 .10
n2 .04 .09 25 .07 -.17 .01 -.10 .06 .12 -.06 .11 .06 .11 .05 -.10 .05
n3 -25 .03 -.05 .03 -.07-.11 -.04 .05 .12 .06-.02 .10 .06 .06 -.05 .06
n4 .00 .05 .02 .12 .15-.03 .01 .06 .06 .16 .02-.02 -.12 -.09 .04 -.05

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-5B
Recovery o f the Item Difficulty Parameter (b) 

as Indexed by the Average Bias Criterion 
for the Uniform Distribution of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length________________________________________________________________________

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4

FC-Ml

nl -.04 -.03 .01 .02 -.11-.07 .05 -.03 -.02 -.07-.02 .06 .07 .05 -.06 -.01
n2 .16 .02 .06 -.05 -.07 .08 .05 -.04 .03 .02 .03-.05 -.04 -.01 -.03 -.03
n3 .03 -.03-.01 -.02 -.04 .01 .01 .00 .01 .03 .03 -.02 .05 -.07 -.04 .01
n4 .02 -.02 .03 -.02 -.01 .05 S i § .01 .03-.01 .02 .01 -.02 -.05 .01

FC-M2

nl -.07 -.06-.02 -.02 -.13-.09 .03 -.04 -.05 -.10-.05 .03 .05 .03 -.08 -.03
n2 .12 -.01 .02 -.08 -.09 .05 .03 -.07 .01 -.02 .01 -.08 -.05 -.03 -.05 -.05
n3 -.01 -.06 -.04 -.06 -.06-.01 -.01 -.02 -.01 .00 .00 -.05 .03 -.09 -.06 -.01
n4 -.01 -.05 .01 -.06 -.03 .03 .01 -.04 -.03 -.01-.04-.02 -.01 -.04 -.07 -.01

UMOD

nl -.07 -.07-.03 -.03 -.12-.06 .05 -.03 -.07 -.11-.03 .07 .05 .03 -.06 -.01
n2 .13 -.02 .06 -.06 -.08 .08 .05 -.05 .00 -.01 .02-.05 -.04 -.02 -.02 -.03
n3 -.01 -.06-.02 -.02 -.05 .00 .01 .00 -.02 .00 .03-.02 .04 -.08 -.04 .01
n4 -.02 -.04 .02 -.02 -.02 .04 .03 -.02 -.02 .01-.01 .03 .00 -.08 -.05 .01

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed uc” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3 PL IRT model.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



150

Table 4-5C 
Recovery o f the Item Difficulty Parameter (b) 

as Indexed by the Average Bias Criterion 
for the Negatively Skewed Distribution o f Ability

Type of Test and Sample Size

Model
&Test
Leneth

Test 1 Test 2 Test 3 Test 4

Nl N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl -.12 .18 .18 -.01 .13-.01 .09 .04 -.11 -.02-.10-.08 -.03 -.09 .10 .16
n2 .03 -.02 .06 -.07 -22-.03 -.03 .02 -.04 -.06 .08-.01 .13 .16 -.04 .11
n3 -23 .07-.07 -.01 -.11 .10 -.08 -.02 -21 .05-.08-.05 .04 .04 .01 -.03
n4 -.03 -22 -.07 .03 .05 .01 -.05 .03 .15 .19 .05 .00 -.01 .13 .06 -.01

FC-M2

nl -24 .04 .03 -.18 .05-.10 .00 -.06 -26 -.17-.04-.25 -.12 -20 -.07 .04
n2 .03 -.16-.08 -.06 -29-.11 -.12 -.07 -.18 -20-.03-.15 .06 .06 -.14 .00
n3 -.35 -.08 -22 -.16 -.18 .01 -.16 -.12 -.46 -.11-24-.22 -.04 -.05 -.09 -.15
n4 -.18 -34-22 -.11 -.02-.07 -.14 -.07 .02 .04-.08-.16 -.08 .05 -.04 -.12

UMOD

nl -.10 .10 20 .08 .13 .03 .13 .04 -.16 -.04 .08 .01 -.05 -.08 .17 .16
n2 .02 .04 .08 .00 -20 .00 -.02 .02 -.03 -.07 .04 -.02 .13 .18 -.04 .10
n3 -.19 .08-.06 .05 -.12 .11 -.09 -.01 -24 .06-.02-.01 .05 .06 .01 -.02
n4 .02 -.22 -.02 .04 .05 .02 -.03 .02 .09 .20 .04 .04 -.03 .12 .05 .01

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2 = 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4= 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-5D 
Recovery of the Item Difficulty Parameter (b) 

as Indexed by the Average Bias Criterion 
Averaged Across Each o f the Four Test Conditions

Normal Distribution of Ability 
BILOG result (bias = .02) obtained with unmodifed 3PL model using 1000 examinees & 50 test items

Data Set 
Combination

Sample Size & 
Test Length

Model Type

DataSet I: 500 & 50 FC-Ml: .02 FC-M2: -.11 UMOD: .06

Data Set 2: 200 & 50 FC-Ml: -.01 FC-M2: -.14 UMOD: .04

Data Set 3: 100 & 50 FC-Ml: .01 FC-M2: -.11 UMOD: .02

Data Set 4: 50&50 FC-Ml: .03 FC-M2: -.08 UMOD: .03

Uniform Distribution of Ability 
BILOG Result (bias = .01) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet I: 500 & 50 FC-Ml: -.04 FC-M2: -.07 UMOD: -.05

Data Set 2: 200 & 50 FC-Ml: .03 FC-M2: .00 UMOD: .03

Data Set 3: 100 & 50 FC-Ml: .03 FC-M2: .00 UMOD: .01

Data Set 4: 50 & 50 FC-Ml: .02 FC-M2: .00 UMOD: .00

Negatively Skewed Distribution of Ability 
BILOG Result (bias = .02) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .01 FC-M2: -.07 UMOD: .03

Data Set 2: 200 & 50 FC-Ml: .02 FC-M2: -.09 UMOD: .02

Data Set 3: 100 & 50 FC-Ml: .01 FC-M2: -.10 UMOD: .04

Data Set 4: 50&50 FC-Ml: -.03 FC-M2: -.10 UMOD: -.02

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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underestimation of the item difficulty parameter in these two 3PL model types.

Comparison with 1000 examinees and 50 test item s (BILOG). Table 4-5D 

presents averaged bias values obtained across the cells (from within Tables 4-5A, 4-5B, 

and 4-5C) corresponding to each o f the four data sets listed. These results are reported for 

each of the three ability distributions. The bias values in the table are generally small and 

comparable to those obtained by BILOG using 1000 examinees and SO test items. 

Overall, averaged bias values approaching zero were obtained down each data set 

combination examined indicating good recovery even in the smallest data set 

investigated, Data Set 4 (SO examinees and SO test items).

Comparison o f the m odified models and unmodified models. Model FC-Ml and 

the UMOD model generated lower (better) averaged bias values in the normal and 

negatively skewed distributions of ability for all data set combinations examined. Higher 

averaged bias values were found using model FC-M2 in these two distributions down 

each data set This trend reversed itself in the uniform distribution of ability where model 

FC-M2 generated averaged bias values of 0.00 in Data Sets 2, 3, and 4 (although values 

in each of the four data sets were close to zero for all three model types).

The RMSE values for the item difficulty parameters are displayed in Tables 4-6A, 

4-6B, and 4-6C. Of the three criterion measures examined, the RMSE criterion appears to 

offer an index which allows for more critical examination of the recovery of the item 

difficulty parameter. Overall, the most apparent trend is that the RMSE values decreased 

when both sample size and test length increased. The uniform distribution of ability 

produced the best overall recovery throughout all sample sizes and test lengths. Results 

found in each matrix cell were quite similar for the normal and negatively skewed ability

if _ _  ________ ___________________

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



153

Table 4-6A 
Recovery of the Item Difficulty Parameter (b) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
for the Normal Distribution of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length ____________________________________________________________________

Nl N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl 24 24 25 20 .25 22 20 .13 J l 27 23 .18 26 23 .19 21
n2 23 .18 .19 .15 .22 .15 .19 .12 25 21 .14 .17 20 .19 .14 .14
n3 23 .19 .17 .16 .17 .15 .16 .13 22 20 .17 .17 .12 .17 .14 .12
n4 20 .18 .14 .13 .18 .14 .13 .11 20 .19 .16 .14 .18 .17 .14 .13

FC-M2

nl 27 25 21 21 26 25 24 .18 J l 29 26 20 26 24 .19 .19
n2 23 .19 .16 .18 23 .16 22 .12 24 23 20 .19 20 .19 .19 .15
n3 25 20 20 .18 .17 .17 .17 .13 21 21 .18 .19 .19 .17 .16 .12
n4 20 .18 .16 .13 .18 .14 .15 .11 20 .18 .17 .16 20 .18 .14 .16

UMOD

nl 24 27 25 24 25 22 21 .13 J4 28 23 23 26 25 20 20
n2 .21 .19 22 .16 .22 .15 .18 .13 25 21 .19 .18 20 .19 .17 .13
n3 23 .19 .18 .15 .17 .15 .16 .13 22 .20 .17 .18 .19 .17 .15 .13
n4 20 .18 .15 .15 .18 .14 .13 .12 20 .19 .17 .14 .18 .17 .14 .13

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 -  100 items

FC-M1: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed uc” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

i
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Table 4-6B
Recovery of the Item Difficulty Parameter (b) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
for the Uniform Distribution o f Ability

Type o f Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length_________________________________________________________________________

Nl N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .16 .09 .08 .10 .10 .10 .10
n2 .10 .08 .08 .08 .08 .09 .08
n3 .07 .07 .07 .08 .07 .07 .06
n4 .07 .06 .06 .06 .07 .07 .07

FC-M2

nl .10 .09 .08 .10 .11 .10 .10
n2 .09 .08 .08 .09 .08 .09 .08
n3 .07 .07 .08 .09 .08 .07 .08
n4 .07 .06 .07 .07 .08 .08 .07

UMOD

nl .10 .10 .08 .10 .10 .09 .10
n2 .09 .08 .08 .08 .08 .09 .08
n3 .07 .07 .07 .08 .07 .07 .06
n4 .07 .06 .06 .06 .07 .07 .07

.09 .12 .11 .10 .12 .11 .11 .11 .11

.08 .09 .08 .10 .09 .09 .09 .10 .09

.07 .08 .08 .08 .08 .07 .09 .08 .08

.07 .08 .08 .08 .08 .08 .08 .08 .08

.09 .12 .11 .10 20 .10 .11 .12 .11

.08 .09 .09 .10 .10 .09 .09 .10 .10

.07 .08 .08 .08 .08 .07 .09 .08 .08

.07 .08 .08 .08 .08 .08 .08 .08 .08

.09 .12 .11 .10 .12 .10 .11 .11 .11

.08 .09 .08 .10 .09 .09 .09 .10 .10

.07 .08 .08 .08 .08 .07 .09 .08 .08

.07 .08 .08 .08 .08 .08 .08 .08 .08

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2= 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-6C
Recovery of the Item Difficulty Parameter (b) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
for die Negatively Skewed Distribution of Ability

Type of Test and Sample Size

Model
& Test Test 1 Test 2 Test 3 Test 4
Length________________________________________________________________________ _

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .23 29 22 .20 24 .19 21 .19 28 25 28 21 23 29 .25 29
n2 23 .19 .18 .15 22 .18 .14 .16 23 20 .16 .16 24 21 .17 .19
n3 23 .18 .12 .14 .17 .16 .14 .12 24 .18 .18 .18 .19 .17 .15 .13
n4 .19 .19 .15 .12 .16 .14 .13 .12 21 .19 .16 .13 .17 .46 .15 .11

FC-M2

nl .26 21 .18 .23 24 21 .19 .19 JO 21 26 26 .24 29 .24 21
n2 .23 21 .18 .15 23 .19 .16 .17 .25 22 .15 .18 24 .19 .19 .17
n3 25 .18 .19 .16 .18 .15 .16 .14 26 .19 20 .20 .19 .16 .16 .15
n4 20 21 .18 .14 .16 .14 .15 .12 20 .18 21 .15 .17 .45 .15 .13

UMOD

nl .23 .28 23 JO .25 20 22 20 J l 25 28 21 24 27 26 28
n2 .23 20 .19 .16 22 .18 .14 .15 23 20 .16 .18 24 21 .17 .18
n3 22 .18 .17 .15 .18 .16 .15 .13 23 20 .18 .17 .19 .17 .15 .14
n4 .19 .19 .16 .14 26 .14 .13 .11 20 .19 .17 .14 .17 .45 .16 .12

Sample Sizes Test Lengths
Nl = 5 0  nl = 25 items
N2= 100 n2= 50 hems
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-M1: Represents a fixed uc” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-6D
Recovery of the [tem Difficulty Parameter (b) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
Averaged Across Each of die Four Test Conditions

Normal Distribution of Ability 
BILOG result (RMSE=.15) obtained with unmodifed 3PL model using 1000 examinees & 50 test items

DataSet
Combination

Sample Size & 
Test Length

Model Type

DataSet 1: 500 & 50 FC-Ml: .15 FC-M2: .16 UMOD: .15

Data Set 2: 200 & 50 FC-Ml: .17 FC-M2: .19 UMOD: .19

Data Set 3: 100 & 50 FC-Ml: .18 FC-M2: .19 UMOD: .19

Data Set 4: 50 &50 FC-Ml: 23 FC-M2: 23 UMOD: 22

Uniform Distribution of Ability 
BILOG Result (RMSE = .08) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .09 FC-M2: .09 UMOD: .09

Data Set 2: 200 & 50 FC-Ml: .09 FC-M2: .09 UMOD: .09

Data Set 3: 100 & 50 FC-Ml: .09 FC-M2: .09 UMOD: .09

Data Set 4: 50 & 50 FC-Ml: .09 FC-M2: .09 UMOD: .09

Negatively Skewed Distribution of Ability 
BILOG Result (RMSE = .19) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .17 FC-M2: .17 UMOD: .17

Data Set 2: 200 & 50 FC-Ml: .16 FC-M2: .17 UMOD: .17

Data Set 3: 100 & 50 FC-Ml: 20 FC-M2: 20 UMOD: 20

Data Set 4: 50&50 FC-Ml: 23 FC-M2: 24 UMOD: 23

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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distributions.

Comparison with 1000 examinees and 50 test items (BILOG). Table 4-6D 

presents averaged RMSE values obtained by averaging the cell values (from within 

Tables 4-6 A, 4-6B, and 4-6C) across each of the four test conditions corresponding to the 

four data sets reported. Averaged values are reported for each ability distribution. Overall, 

XCALIBRE produced averaged RMSE values using 500 examinees and 50 test items 

(Data Set 1) similar to those produced by BILOG with 1000 examinees and 50 test items. 

The negatively skewed distribution of ability even produced lower RMSE values than 

BILOG using a sample size of 200 examinees and 50 test items (Data Set 2) across all 

models examined. The uniform distribution of ability produced an identical (0.09) 

averaged RMSE values down each of the four data set combinations examined as well as 

across each different model. Again, the resulting value was comparable to that produced 

by BILOG (0.08) which used twice as many examinees.

Comparison o f the modified models with the unmodified model. As indicated, 

each model in the uniform distribution of ability produced identical (after rounding to two 

decimal places) averaged RMSE values for each of the four data set combinations. Model 

FC-M1 in the normal distribution of ability produced slightly lower RMSE values in Data 

Sets 1, 2 and 3. Averaged RMSE values across each model in the negatively skewed 

distribution of ability were almost identical within each data set examined. Overall, the 

item difficulty estimates produced by the unmodified model were either identical or 

extremely similar to those produced by the modified fixed “c” models. Again, this result 

was constant in all data set combinations examined in each ability distribution.

Lower Asymptote. Tables 4-7A, 4-7B, and 4-7C report the product-moment

tj
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Table 4-7A
Recovery of the Lower Asymptote Parameter (c) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Normal Distribution of Ability

Type of Test and Sample Size

Model
&Test
Leneth

Test I Test 2 Test 3 Test 4

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-M1

nl
n2
n3
n4

FC-M2

nl
n2
n3
n4

UMOD

nl .08 .00 J5 .11 37 .49 .22 .40 JO -.07 J l .61 .27 -.03 27 .17
a2 29 -.09 JO J8 .17 37 .44 .33 .08 .13 .48 J9 J9 .30 .01 .50
n3 .03 .22 .14 .22 .03 J i J l .51 .22 .17 J6 35 27 J8 .35 .42
n4 .08 .15 33 .18 26 .17 J4 .48 .13 J l J4 .33 32 .30 .49 .46

Sample Sizes Test Lengths 
N1 = 5 0  nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-M1: Represents a fixed “c” 3PLIRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0 JO.
UMOD: Represents an unmodified model.
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Table 4-7B
Recovery o f the Lower Asymptote Parameter (c) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Uniform Distribution of Ability

Type o f Test and Sample Size

Model
&Test Test 1 Test 2 Test 3 Test 4
Length_________________________________________________________________________

Nl N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl
n2
n3
n4

FC-M2

nl
n2
n3
n4

UMOD

nl -.17 .01 24 37 -.13 23 20 .54 -.41 24 27 .47 28 .53 .66 .54
n2 .30 .32 23 .33 26 24 .54 .50 .04 29 .10 .43 .11 .53 28 .46
n3 .00 .10 22 20 21 .09 .41 .48 23 .12 28 26 28 28 .33 .52
n4 .14 .17 20 .41 28 .18 28 .47 .18 .32 22 20 .18 20 .42 .65

Sample Sizes Test Lengths
Nl = 50 nl = 25 items
N2= 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 020.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-7C
Recovery of the Lower Asymptote Parameter (c) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Negatively Skewed Distribution o f Ability

Type of Test and Sample Size

Model
&Test Test 1 Test 2 Test 3 Test 4
Length_________________________________________________________________________

Nl N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl
n2
n3
n4

FC-M2

nl
n2
n3
n4

UMOD

nl .16 .41 .05 23 27 .52 -21 26 .44 .01 .17 25 -.18 .47 27 .62
n2 -.04 .11 .15 22 23 .04 28 .45 .04 29 .09 .38 .13 26 25 .50
n3 -.01 24 .19 21 .17 22 .01 21 .07 .18 28 26 .00 21 .05 .56
n4 -.03 .37 22 21 .12 24 .49 .46 .06 .14 .43 .41 .13 27 22 .49

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2= 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 020.
UMOD: Represents an unmodified 3PL IRT model.

i
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Table 4-7D
Recovery of the Lower Asymptote Parameter (c) 

as Indexed by the Averaged Product-Moment Correlation (r) Criterion 
Averaged Across Each o f the Four Test Conditions

Normal Distribution o f Ability 
BILOG result (r=0.33 with range IS to SO) obtained with 1000 examinees & SO test items

Data Set Sample Size & Model Type
Combination Test Length

DataSet 1: 500 & 50 FC-Ml: m FC-M2: * UMOD: .35 (range 28 to SO)

Data Set 2: 200 & 50 FC-MI: * FC-M2: * UMOD: 28 (range 20 to 48)

Data Set 3: 100 & 50 FC-Ml: * FC-M2: * UMOD: .12 (range -9 to 37)

Data Set 4: 50&50 FC-Ml: * FC-M2: « UMOD: 21 (range 8 to 29)

Uniform Distribution of Ability 
BILOG Result (r = 0.S1 with range 28 to 63) obtained with 1000 examinees & SO test items

DataSet 1: 500 & 50 FC-Ml: * FC-M2: • UMOD: .43 (range 25 to 50)

Data Set 2: 200 & 50 FC-Ml: * FC-M2: « UMOD: 24 (range 29 to 54)

Data Set 3: 100 & 50 FC-Ml: * FC-M2: * UMOD: 28 (range 29 to 53)

Data Set 4: 50 & 50 FC-Ml: * FC-M2: * UMOD: .18 (range 4 to 30)

Negatively Skewed Distribution of Ability 
BILOG Result (r = 0.46 with range 39 to 56) obtained with 1000 examinees & SO test items

DataSet 1: 500 & 50 FC-Ml: * FC-M2: « UMOD: .41 (range 32 to 50)

Data Set 2: 200 & 50 FC-Ml: * FC-M2: * UMOD: 22 (range 9 to 38)

Data Set 3: 100 & 50 FC-Ml: * FC-M2: * UMOD: 20 (range 4 to 36)

Data Set 4: 50& 50 FC-Ml: * FC-M2: • UMOD: .09 (range -4 to 23)

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote fV*) held constant at 020.
UMOD: Represents an unmodified 3PL IRT model.

I
f
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correlations on the recovery of the lower asymptote “c” parameter. Correlations between 

the estimated and generating “true” lower asymptote values are reported only for the 

unmodified model in the charts. The use of constant lower asymptote values in the 

modified models prohibits the use of a correlational recovery measure. The wide range of 

values in these tables suggests that the lower asymptote parameters are not wellestimated. 

The variability in the correlations makes it difficult to identify any trends in the data. 

Overall, approximately 50% of the typical correlations between the estimated and 

generating “true” lower asymptote values fell between 0.20 and 0.40 for all three ability 

distributions.

Comparison with 1000 examinees and 50 test items (BILOG). Table 4-7D 

provides an averaged product-moment correlation obtained by averaging the individual 

cell values across the four test conditions used in the study for each of four selected data 

set combinations. Values are reported for each of the three ability distributions employed 

in the study. As is apparent in the table, Data Set 1 (500 examinees and 50 test items) 

produced the closest range of averaged correlational values given the four sets examined. 

The spread of averaged correlational values became much wider as sample size 

decreased. Data Set 4 (50 examinees and 50 test items) produced extremely poor recovery 

in all three ability distributions.

The averaged correlational values in Data Set 1 were either close to or slightly 

lower than those found with BILOG for all three distributions of ability. In the normal 

distribution of ability, BILOG produced an averaged correlation of r = .33 (range 15 to 

50) whereas XCALIBRE provided an r = .35 (range 28 to 50). Overall, averaged 

correlations found using Data Set 1 were slightly higher in both the uniform and

5
*
i   . _________________ _____
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negatively skewed distributions o f ability. BILOG reported an averaged correlation of 

r = .51 (range 28 to 63) and XCALIBRE an r  -  .43 (range 25 to 50). In the negatively 

skewed distribution of ability, the averaged correlational value reported for BILOG was 

r — .46 (range 39 to 56). XCALIBRE produced an r =.41 (range 32 to 50). As can be seen 

in the table, the variability (range) in the values of the correlations (used to obtain the 

averaged correlational values) spread considerably as sample size decreased through the 

four data set combinations. Expectedly as well, the upper and lower values in the ranges 

dropped considerably with a decrease in sample size. Even though XCALIBRE produced 

averaged correlational values comparable to those produced by BILOG (using half the 

recommended sample size) these results indicated that, at least in the unmodified 3PL 

model, the lower asymptote was very poorly estimated.

The recovery of the lower asymptote parameter (in the unmodified 3PL model 

only) as indexed by the averaged bias criterion is reported in Tables 4-8A, 4-8B, and 4- 

8C. The averaged bias values in these tables were very small and clustered around 0.00. 

Several values were at either +/- 0.02, +/- 0.01, or 0.00 for all three ability distributions. 

The normal and negatively skewed distributions of ability displayed values which were 

75.0% and 71.9% positive in sign, respectively, indicating a tendency to overestimate the 

parameter. However, this finding is negated given that the vast majority of values 

clustered around zero and the range is very small. Fifty-nine percent (59.0%) of the 

average bias values in the uniform distribution of ability were negative and forty-one 

percent (41.0%) were positive revealing no major directional tendency.

Comparison with 1000 examinees and 50 test items (BILOG). Table 4-8D 

presents averaged bias values obtained by averaging the cell values (from Tables 4-8A, 4-
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Table 4-8A
Recovery of the Lower Asymptote Parameter (c) 

as Indexed by the Average Bias Criterion 
for the Normal Distribution o f Ability

Type of Test and Sample Size

Model
& Test Test I Test 2 Test 3 Test 4
Length_________________________________________________________________________

Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4

FC-Ml

nl
n2
n3
n4

FC-M2

nl
n2
n3
n4

UMOD

nl .00 .07 .01 .04 -.01--.01 .02 .00 .03 .01 .01 .06 -.01 -.01 .02 .00
n2 -.01 .01 .02 .02 -.03 .01 .03 .00 .01 -.01 .02 .02 .01 .01 .01 .02
n3 .00 .01 .01 .02 -.01 .00 .01 .01 -.01 .02--.01 .03 .00 .00 .00 .00
n4 -.01 .01 .01 .01 -.01 ■-.04 .02 .01 -.01 .01 .00 .01 -.01 -.01 .00 .02

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2= 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4= 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 025.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 020.
UMOD: Represents an unmodified 3 PL IRT model.
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Table 4-8B
Recovery of the Lower Asymptote Parameter (c) 

as Indexed by the Average Bias Criterion 
for the Uniform Distribution of Ability

Type of Test and Sample Size

Model
&Test
Leneth

Test I Test 2 Test 3 Test 4

N l N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl
n2
n3
n4

FC-M2

nl
n2
n3
n4

UMOD

nl -.02 -.02-.02 .00 -.01 .00 .00 -.01 -.03 -.04 -.01 .00 -.02 -.02 .00 .00
n2 -.02 -.02 .00 -.01 -.01 .00 .00 -.01 -.02 -.02 .00 .00 -.01 -.01 .00 .00
n3 -.02 -.02-.01 .00 -.01-.01 -.01 .00 -.03 -.03 .00 .00 -.01 -.01 -.01 .00
n4 -.02 -.02-.01 .00 -.01-.01 .00 .00 -.03 -.02 .00 .00 -.02 .00 .00 .00

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-M1: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) heldconstant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote C‘c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

i
*
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Table 4-8C
Recovery of the Lower Asymptote Parameter (c) 

as Indexed by the Average Bias Criterion 
for the Negatively Skewed Distribution of Ability

Type of Test and Sample Size

Model
&Test Test 1 Test 2 Test 3 Test 4
Length

Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl
n2
n3
n4

FC-M2

nl *
n2
n3
n4

UMOD

nl .00 -.03 .01 .03 .00 .02 .01 -.01 -.02 .00-.01 .02 -.02 .00 .02 .00
n2 -.01 .01 .01 .02 .00 .01 .01 -.01 .00 -.01-.03-.01 -.01 .01 -.01 .00
n3 .01 .00 .00 .02 .00 .00 -.01 .01 .02 .01 .01 .01 .00 .01 .00 .00
n4 .01 .00 .01 .00 -.01 .02 .01 .00 -.03 .00-.01 .02 -.02 -.01 .00 .00

Sample Sizes 
N l = 50 
N2= 100 
N3 = 200 
N4 = 500

Test Lengths 
nl = 25 items 
n2 = 50 items 
n3 = 75 items 
n4 -100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-8D
Recovery of the Lower Asymptote Parameter (c) 

as indexed by the Average Bias Criterion 
Averaged Across Each of the Four Test Conditions

Normal Distribution of Ability 
BILOG result (bias = .01) obtained with unmodifed 3PL model using 1000 examinees & SO test items

DataSet
Combination

Sample Size & 
Test Length

Model Type

Data Set 1: 500 & 50 FC-Ml: * FC-M2: * UMOD: .02

Data Set 2: 200 & 50 FC-Ml: ♦ FC-M2: • UMOD: .02

Data Set 3: 100 & 50 FC-Ml: * FC-M2: * UMOD: .01

Data Set 4: 50&50 FC-Ml: * FC-M2: * UMOD: -.01

Uniform Distribution of Ability 
BILOG Result (bias = .00) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: * FC-M2: * UMOD: -.01

Data Set 2: 200 & 50 FC-Ml: * FC-M2: * UMOD: .00

Data Set 3: 100 & 50 FC-Ml: * FC-M2: * UMOD: -.01

Data Set 4: 50 & 50 FC-Ml: * FC-M2: * UMOD: -.02

Negatively Skewed Distribution of Ability 
BILOG Result (bias = .02) obtained with unmodified 3 PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: * FC-M2: * UMOD: .00

Data Set 2: 200 & 50 FC-Ml: * FC-M2: * UMOD: -.01

Data Set 3: 100 & 50 FC-Ml: * FC-M2: * UMOD: .01

Data Set 4: 50&50 FC-Ml: * FC-M2: * UMOD: -.01

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote C‘c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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8B, and 4-8C) across each of the four test conditions, for each of the four data set 

combinations, in each ability distribution. Again, comparisons were made only with 

results obtained horn BILOG (1000 examinees and 50 test hems) which employed an 

unmodified 3PL model. All results obtained using XCALIBRE (down each of the four 

data set combinations examined within each ability distribution) were either identical or 

very close to those obtained using BILOG.

Tables 4-9 A, 4-9B, and 4-9C present the RMSE values for recovery of the lower 

asymptote parameter (examining the unmodified 3PL model only). In reviewing these 

tables it must be kept in mind that the scale (or range) of the original parameters is 

relatively small. A RMSE value of, say, 0.10 is a relatively large error. As can be seen 

down the columns by test length, the RMSE values decrease as test length increases. 

Sample size by itself, or in combination with test length, does not appear to have the 

same directional effect on RMSE values. Overall, the vast majority of RMSE values in 

both the normal and negatively skewed ability distributions have typical values between 

0.06 and 0.08. Given a much more compacted scale range, these values certainly suggest 

a relatively large error in the recovery of the lower asymptote. The uniform distribution 

of ability produced the better recovery of the three ability distributions with typical 

RMSE values between 0.02 and 0.04.

Comparison with 1000 examinees and 50 test items. Table 4-9D provides 

averaged RMSE values. In both the normal and negatively skewed ability distributions, 

averaged RMSE values obtained with XCALIBRE (using smaller sample sizes) were 

larger than those produced by BILOG in all data set combinations examined Of the three 

ability distributions, the uniform distribution of ability generated the best overall recovery

i}
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Table 4-9A
Recovery of the Lower Asymptote Parameter (c) 

as Indexed by die Root Mean Square Error (RMSE) Criterion 
for the Normal Distribution of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length________________________________________________________________________

N l N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4 N l N2 N3 N4

FC-Ml

nl
n2
n3
n4

FC-M2

nl
n2
n3
n4

UMOD

nl .08 .13 .08 .11 .07 .07 .09 .08 .09 .09 .09 .12 .08 .10 .09 .09
n2 .07 .08 .08 .08 .08 .07 .08 .07 .07 .07 .07 .08 .07 .07 .08 .07
n3 .06 .06 .07 .07 .07 .07 .07 .06 .06 .07 .07 .07 .07 .06 .06 .06
n4 .06 .06 .06 .06 .06 .07 .07 .06 .06 .06 .06 .06 .05 .06 .05 .06

Sample Sizes Test Lengths
Nl = 5 0  nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3= 75 items
N4 = 500 n4 = 100 items

i
t

i  _ _ _ _ _ _ _ _ _ _ _ _ _ _ _  .. .  . _ _ _  _ _ _ _ _ _ _ _
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Table 4-9B
Recovery of the Lower Asymptote Parameter (c) 

as Indexed by die Root Mean Square Error (RMSE) Criterion 
for the Uniform Distribution of Ability

Type of Test and Sample Size

Model
&r Test
Length

Test 1 Test 2 Test 3 Test 4

N l N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl
n2
n3
n4

FC-M2

nl
n2
n3
n4

UMOD

nl .03 .04 .04 .03 .03 .03 .03 .03 .04 .04 .03 .03 .04 .03 .03 .02
n2 .05 .03 .02 .03 .03 .02 .02 .02 .03 .03 .02 .02 .03 .03 .02 .02
n3 .05 .05 .03 .02 .02 .03 .02 .02 .03 .03 .02 .02 .02 .03 .02 .02
n4 .03 .03 .02 .02 .02 .02 .02 .02 .03 .02 .02 .02 .03 .02 .02 .02

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2= 100 n2= 50 items
N3 = 200 n3 = 75 items
N4= 500 n4 = 100 items

!
i

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



171

Table 4-9C
Recovery o f the Lower Asymptote Parameter (c) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
for the Negatively Skewed Distribution of Ability

Type of Test and Sample Size

Model
&Test
Length

Test 1 Test 2 Test 3 Test 4

Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl
n2
n3
n4

FC-M2

nl
n2
n3
n4

UMOD

nl .07 .09 .08 .10 .08 .08 .09 .08 .08 .08 .08 .09 .10 .08 .09 .08
n2 .08 .08 .07 .08 .07 .07 .07 .07 .07 .07 .08 .07 .07 .07 .07 .07
n3 .07 .06 .07 .07 .06 .06 .07 .06 .07 .06 .07 .06 .07 .06 .07 .06
n4 .06 .06 .07 .06 .06 .06 .06 .06 .06 .06 .06 .06 .06 .07 .06 .06

Sample Sizes Test Lengths 
Nl = 5 0  nl = 25 items
N2 = 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

t   .  _  . ____________
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Table 4-9D
Recovery of die Lower Asymptote Parameter (c) 

as Indexed by die Root Mean Square Error (RMSE) Criterion 
Averaged Across Each o f die Four Test Conditions

Normal Distribution o f Ability 
BILOG result (RMSE = .03) obtained with unmodifed 3PL model using 1000 examinees & 50 test items

DataSet
Combination

Sample Size & 
Test Length

Model Type

Data Set 1: 500 & 50 FC-MI: * FC-M2: * UMOD: .08

Data Set 2: 200 & 50 FC-Ml: * FC-M2: * UMOD: .08

Data Set 3: 100 & 50 FC-Ml: * FC-M2: * UMOD: .07

Data Set 4: 50&50 FC-Ml: * FC-M2: • UMOD: .07

Uniform Distribution of Ability 
BILOG Result (RMSE = .03) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: * FC-M2: * UMOD: .02

Data Set 2: 200 & 50 FC-Ml: « FC-M2: * UMOD: .02

Data Set 3: 100 & 50 FC-Ml: « FC-M2: « UMOD: .03

Data Set 4: 50&50 FC-Ml: « FC-M2: * UMOD: .04

Negatively Skewed Distribution of Ability 
BILOG Result (RMSE = .04) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: * FC-M2: * UMOD: .07

Data Set 2: 200 & 50 FC-Ml: • FC-M2: * UMOD: .07

Data Set 3: 100 & 50 FC-Ml: * FC-M2: * UMOD: .07

Data Set 4: 50&50 FC-Ml: * FC-M2: • UMOD: .07

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model
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of the lower asymptote parameter down each data set combination, averaged RMSE 

values produced in the uniform distribution of ability by XCALIBRE were either lower 

or identical to those produced by BILOG in Data Sets 1,2, and 3.

Recovery of Ability Parameters

Tables 4-10A, 4-10B, and 4-10C present the product-moment correlations for 

recovery of the ability parameters. Unexpectedly, rank-order correlational recovery of the 

ability parameters was not as high or as uniform in comparison to recovery of the item 

difficulty parameters. The typical correlations in the normal and negatively skewed 

distributions o f ability generally ranged from the low 80s to the low 90s. The lowest 

overall correlations were obtained in test condition 2 and test condition 4 (high averaged 

item discrimination) of the uniform distribution of ability. Rank-order recovery generally 

ranged from the mid 70s to the mid 80s. This finding may suggest a 2-way interaction 

effect between ability distribution and test condition in the recovery of ability in the 

uniform distribution. Overall, as test length increased so did the rank-order recovery of 

the ability parameters in all three ability distributions.

Comparison with 1000 examinees and 50 test items. Table 4-10D presents 

averaged correlational recovery values for the ability parameter. These values were 

obtained by averaging the cell values (from within Tables 4-10A, 4-1 OB, and 4-10C) 

across the four test conditions corresponding to each data set listed. As can be seen in the 

tables, the averaged correlations obtained using XCALIBRE (with smaller data set 

combinations) were lower than those produced by BILOG. BILOG produced averaged 

correlational values of r -1.00 in both the normal and negatively skewed distributions
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Table 4-10A 
Recovery of the Ability Parameter (9) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Normal Distribution o f Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length _________________________________________________________________________

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .84 .81 .76 .85 .79 .80 .86 .78 .86 .84 .84 .88 .78 .87 .82 .89
n2 .90 .92 .91 .86 .89 .91 .93 .89 .92 .92 .93 .92 .92 .92 .97 .94
n3 .96 .96 .95 .90 37 .90 .98 .97 .95 33 .95 35 .96 .97 .95 .97
n4 .95 .95 .96 .96 .91 .95 .98 .96 37 .96 .96 .96 .99 .98 .96 .96

FC-M2

nl .83 .83 .77 .85 .78 .80 .85 .83 .86 .85 .83 .86 .77 .87 .82 .91
n2 .90 .94 .92 .92 .88 .91 35 32 .92 .92 .94 .93 .92 .92 .93 .94
n3 .96 .95 .95 .94 .97 .90 .94 .97 .94 .93 .95 .95 .96 .97 .95 .97
n4 .96 .94 .96 .96 .90 .95 .98 .96 .97 .96 .96 .96 .99 .98 .98 .96

UMOD

nl .86 .82 .73 .84 .79 .80 .82 .83 .84 .85 .84 .87 .78 .86 .82 .88
n2 .90 .94 .87 .87 .89 .91 .93 .91 .92 .92 .90 .93 .92 .92 .93 .94
n3 .96 .95 .93 .92 .98 .91 .94 .97 .95 .93 .95 .95 .96 .97 .95 .96
n4 .94 .95 .96 .95 .91 .96 .98 .94 .97 .96 .96 .96 .99 .93 .96 .96

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2 = 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 020.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-10B 
Recovery of the Ability Parameter (8) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Uniform Distribution, of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length _____________________________________________________ ____________________

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .80 .77 .76 .77 .83 .74 .74 .77 .82 .82 .76 .79 .81 .80 .77 .78
n2 .90 .86 .89 .75 .80 .84 .81 .69 31 36 .93 .86 .83 .81 .81 .78
n3 .94 .87 .87 .89 .82 .82 .81 .76 .98 30 .93 .98 .91 .88 .86 .85
n4 .96 .89 .87 .78 .82 .81 .83 .85 36 37 .93 .96 .86 .87 .92 .86

FC-M2

nl .82 .78 .73 .79 .83 .77 .83 .78 be .83 .81 .78 .81 .77 .78 .78
n2 .91 .86 .90 .80 .80 .86 .80 .77 .90 .97 .97 .92 .83 .82 .81 .78
n3 .96 .91 .92 .97 .81 .83 .75 .80 .98 .97 .93 .97 .90 .87 .87 .87
n4 .97 .97 .96 .97 .83 .81 .83 .86 .97 .98 .98 .94 .86 .88 .92 .88

UMOD

nl .82 .81 .74 .77 .83 .74 .70 .78 .81 .81 .71 .76 .81 .80 .77 .78
n2 .90 .91 .88 .85 .80 .85 .82 .76 .90 .97 .93 .85 .83 .80 .81 .78
n3 .86 .90 .88 .89 .82 .83 .79 .73 .98 .97 .93 .92 .90 .88 .86 .84
n4 .97 .95 .84 .80 .81 .70 .82 .83 .97 .98 .93 .92 .86 .84 .92 .84

Sample Sizes 
Nl = 50 
N2= 100 
N3= 200 
N4= 500

Test Lengths 
nl = 25 items 
n2 = 50 items 
n3 = 75 items 
n4 = 100 items

FC-Ml:
FC-M2:
UMOD:

Represents a fixed wc” 3PL IRT model with lower asymptote (“c”) held constant at 0.25. 
Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20. 
Represents an unmodified 3PL IRT model.
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Table 4-10C 
Recovery of the Ability Parameter (0) 

as Indexed by the Product-Moment Correlation (r) Criterion 
for the Negatively Skewed Distribution o f Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length _________________________________________________________________________

Nl N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .88 .86 .87 .83 .88 .81 .85
n2 .95 .86 .87 .93 .97 .95 .92
n3 .96 .95 .90 .94 .98 .90 51
n4 .96 .96 .97 .96 .98 .94 .94

FC-M2

nl .89 .86 .87 .85 .94 .84 .86
n2 .95 .86 .89 .93 .97 .95 .92
n3 .96 .95 .95 .95 .98 .93 .92
n4 .96 .96 .96 .96 .98 .94 .98

UMOD

nl .88 .86 .85 .79 .88 .82 .80
n2 .94 .87 .87 .92 .97 .95 .92
n3 .96 .93 .82 .94 .98 .89 .91
n4 .96 .93 .96 .96 .98 .94 .93

.86 .91 .85 .86 .85 .86 .92 .90 .85

.90 .91 .93 .94 .91 50 .92 .94 .95

.91 .95 .95 .94 .94 .96 .93 .94 .95

.96 58 .95 .96 .96 .91 .95 .94 53

.86 .91 .86 .86 .85 .87 .92 .91 .84

.90 .91 .93 .95 .93 .92 .96 .94 .96

.95 .95 .95 .94 .94 .98 .92 .94 .96

.97 .98 .96 .96 .96 .91 .97 .96 .97

.85 .91 .85 .86 .85 .86 .92 .90 .88

.89 .91 .93 .93 .90 .91 .93 .94 .95

.94 .95 .95 .94 .94 .94 .93 .94 .91

.93 .98 .95 .96 .96 .91 .95 .87 .92

Sample Sizes Test Lengths 
N l = 5 0  nl = 25 items
N2 = 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml : Represents a fixed “c” 3PL IRT model with lower asymptote (“c") held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote C*c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

i
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Table 4-10D 
Recovery o f the Ability Parameter (0) 

as Indexed by the Product-Moment Correlation (r) Criterion 
Averaged Across Each of the Four Test Conditions

Normal Distribution o f Ability 
BILOG result (r = 1.00) obtained with unmodifed 3PL model using 1000 examinees & 50 test items

DataSet
Combination

Sample Size & 
Test Length

Model Type

Data Set 1: 500 & 50 FC-Ml: .90 FC-M2: S3 UMOD: .91

Data Set 2: 200 & 50 FC-Ml: .94 FC-M2: .94 UMOD: .91

Data Set 3: 100 & 50 FC-Ml: .92 FC-M2: .92 UMOD: .92

Data Set 4: 50&50 FC-Ml: .91 FC-M2: .91 UMOD: .91

Uniform Distribution of Ability 
BILOG Result (r = .99) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .77 FC-M2: .82 UMOD: .81

Data Set 2: 200 & 50 FC-Ml: .86 FC-M2: .87 UMOD: .86

Data Set 3: 100 & 50 FC-Ml: .87 FC-M2: .88 UMOD: .88

Data Set 4: 50 & 50 FC-MI: .86 FC-M2: .86 UMOD: .86

Negatively Skewed Distribution of Ability 
BILOG Result (r = 1.00) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .92 FC-M2: .93 UMOD: .92

Data Set 2: 200 & 50 FC-Ml: .92 FC-M2: .93 UMOD: .92

Data Set 3: 100 & 50 FC-Ml: .92 FC-M2: .93 UMOD: .92

Data Set 4: 50&50 FC-Ml: .93 FC-M2: .94 UMOD: .93

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3 PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

i
i
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of ability and an averaged r =0.99 in the uniform distribution of ability. As can be seen 

down the columns of data in each of the three ability distributions, sample size does not 

have much of an effect on the obtained values. Test length is held constant at SO items 

and the values cluster closely together irregardless of an increase or decrease in sample 

size, given this result, it is rather puzzling that the averaged correlational values obtained 

using XCALIBRE were lower than those produced using BILOG.

Comparison o f  the modified models and unmodified model. In the negatively 

skewed distribution of ability, model FC-M2 produced slightly higher correlational 

results than both model FC-Ml and UMOD. Interestingly, both model FC-Ml and 

UMOD produced identical averaged correlations down each of the four data set 

combinations examined in the negatively skewed distribution of ability, within the 

uniform distribution of ability, model FC-M2 either tied or produced the better results 

down each of the four data set combinations. The unmodified model (UMOD) performed 

almost as well as model FC-M2 and even better than modified model FC-Ml. In the 

normal distribution of ability, model FC-M2 outperformed both model FC-Ml and 

UMOD across Data Set 1. In Data Set 2, both model FC-Ml and model FC-M2 produced 

higher averaged correlations than the UMOD model. Identical averaged correlational 

values were obtained for all three models in Data Sets 3 and 4. Overall, modified model 

FC-M2 produced averaged rank-order correlations which were either identical or slightly 

higher than those produced by the other models in all ability distributions. Still, in 

context, these value differences were too low to be considered even slightly significant

Tables 4-11A, 4-1 IB, and 4-11C show the averaged bias criterion for recovery of 

the ability parameters. As can be seen in the tables, the values of the average bias index
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TabIe4>Ll A 
Recovery of the Ability Parameter (6) 

as Indexed by the Average Bias Criterion 
for the Normal Distribution of Ability

Type of Test and Sample Size

Model
&Test Test 1 Test 2 Test 3 Test 4
Length_______________________________________________________________________

N l N2 N3 N4 N l N2 N3 N4 N l N2 N3 N4 N l N2 N3 N4

FC-Ml

nl -.10 -.12-.18 -.02 .45 20 .10 .03 .08 .09 .02 .05 .13 .00 20 .10
n2 -.10 -.13 .14 -.04 -.05 .02 -20 .03 .03 .06 .07 .01 .10 .12 .02 .04
n3 -20 -.15-.07 -.06 -.06-.07 -.01 .02 .15 .03 .04 .02 .08 .05-.05 .06
n4 22 .02-.01 .02 28 .09 .01 .04 .10 .19 2 1 o -.09 -.12 .02 .05

FC-M2

nl -.10 -.07 .19 -.01 .45 28 .09 .11 .00 -.09 .01 .17 .14 -.02 .19 .12
n2 .09 .09 .14 .00 -.04 .02 -.18 .04 .03 .05 .07 .02 .10 .11-.06 .03
n3 -21 .07-.07 -.04 -.06-.07 -.01 .02 .15 .03 .03 .02 .09 .04-.05 .06
n4 24 .01 -.01 .03 .40 .09 -.01 .05 .11 .18 .03 -.04 -.10 -.10 .03 -.04

UMOD

nl -.06 -.16-.15 -.05 .45 21 -.03 .07 .00 -.09 .01 .04 .13 -.01 20 .10
n2 .09 .09 .10 -.06 -.05 .02 -20 .04 .03 .06 .05 .03 .10 .12-.05 .04
n3 -20 .06-.08 -.06 -.06-.08 .00 .02 .16 .04 .04 .02 .08 .05-.05 -.05
n4 .19 .01 -.01 .01 28-.04 -.01 .03 .10 .18 .03-.03 -.09 -.12 .02 -.04

Sample Sizes Test Lengths 
N l = 50 nl = 25 items
N2 = 100 n2= SO items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 020.
UMOD: Represents an unmodified 3PL IRT model.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



180

Table 4-1 IB 
Recovery of the Ability Parameter (0) 

as Indexed by the Average Bias Criterion 
for the Uniform Distribution of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length_______________________________________________________________________ _

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4

FC-Ml

nl .00 -.01-.04 .03 .13-.11 .09-.05 -.08-.06 .03 .03 -.05 .03 .00-.03
n2 .18 .05 .08 -.12 .14 .06 .13 -.08 .07 .03 .00 -.03 -.08 .01 .01-.01
n3 .01 -.06-.03 -.02 .05 .08 .08 .04 .09 .07 .02 -.04 .11 -.06 -.06 .03
n4 .04 -.02 .02 -.05 .06 .07 .07 -.01 .05 .07-.01 .01 .00 .00 -.05 .03

FC-M2

nl .03 .02-.01 .04 .16 .00 .20 .02 -.07-.06 .07 .03 -.05 .04 .04-.00
n2 .20 .06 .08 -.09 .18 .07 .17 .05 .08 .04 .01 -.01 -.08 .02 .02 .01
n3 .04 -.04-.02 -.02 .07 .08 .13 .08 .10 .08 .03 -.04 .11 -.06 -.05 .04
n4 .05 .01 .04 .01 .08 .13 .08 .01 .03 .08 .01 .01 .01 .01 -.05 .04

UMOD

nl .03 .05 .00 .01 .12-.13 .05 .03 -.05-.06 .02 .02 -.05 .05 .01 -.04
n2 .20 -.01 .07 -.01 .15 .06 .14-.01 .08 .04 .00 -.03 -.08 .01 -.01-.01
n3 -.05 -.04-.03 -.03 .06 .08 .06 .05 .10 .08 .02 -.05 .11 -.06 -.06 .02
n4 .05 .01-.08 -.03 .07 .10 .06 -.02 .03 .07 .00 .00 .01 -.01 -.05 .02

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2 = 100 n2 = 50 items
N3 = 200 n3= 75 items
N4= 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

i
I
t
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Table 4-11C 
Recovery o f the Ability Parameter (0) 

as Indexed by the Average Bias Criterion 
for die Negatively Skewed Distribution o f Ability

Type o f Test and Sample Size

Model
&Test
Length

Test I Test 2 Test 3 Test 4

N l N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4

FC-Ml

nl -.16 .04 .11 -.03 .08 .10 .14-.06 .10-.08 .04 .00 -.07-.06 .06 -.07
n2 .04 -.05-.05 -.04 -.15 .01 -.05 .03 .00-.04 .03 .01 .06 .11 -.08 .07
n3 -21 .07-.10 -.01 .16 .16-.14-.10 -23 .03 -.05-.06 .04 .04 -.03 -.06
n4 .00 -20-.07 .02 .16 -.04-.08 .02 .16 24 .05-.02 -.02 .05 .02 -.02

FC-M2

nl -.16 .04 .12 .00 .13 .12 .14-.05 .10-.05 .03 .00 -.07-.07 .04 -.06
n2 .07 -.05-.03 -.04 -.15 .00-.04 .02 .00-.04 .05 .01 .12 .15 -.08 .07
n3 -22 .09-.07 .01 -.10 .07-.14-.06 -2 3  .03 -.05-.06 .06 .04 -.04 -.05
n4 -.01 -20-.07 .03 .16 -.04-.04 .03 .16 24 .05-.01 25 .05 .03 .00

UMOD

nl -.17 .04 .08 -.10 .08 .10 .14-.06 .11-.08 .04-.01 -.07-.05 .07 -.04
n2 .00 -.06-.05 -.06 -.16 .01-.05 .01 .00-.04 .04-.01 .06 .11 -.08 .07
n3 -21 .04-.15 -.02 -.11 -.02-.15-.08 -23 .03 -.05-.06 .01 .04 -.03 -.07
n4 .01 -22-.09 .02 .16 -.04-.09 .00 .15 23 .05 -.02 25 .05 -.02 -.03

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2= 100 n2 = 50 items
N3 = 200 n3= 75 items
N4= 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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Table 4-1 ID 
Recovery o f the Ability Parameter (6) 

as Indexed by the Average Bias Criterion 
Averaged Across Each of the Four Test Conditions

Normal Distribution o f Ability 
BILOG result (bias = .02) obtained with unmodifed 3PL model using 1000 examinees & 50 test items

Data Set 
Combination

Sample Size & 
Test Length

Model Type

Data Set 1: SOO&SO FC-M1: .01 FC-M2: .02 UMOD: .01

Data Set 2: 200 & 50 FC-M1: .01 FC-M2: -.01 UMOD: -.03

Data Set 3: 100 & 50 FC-Ml: .02 FC-M2: .07 UMOD: .07

Data Set 4: 50&50 FC-Ml: -.01 FC-M2: .05 UMOD: .04

Uniform Distribution of Ability 
BILOG Result (bias = .03) obtained with unmodified 3PL model using 1000 examinees & SO test items

DataSet 1: 500 & 50 FC-Ml: -.06 FC-M2: -.01 UMOD: .02

Data Set 2: 200 & 50 FC-Ml: .05 FC-M2: .07 UMOD: .05

Data Set 3: 100 & 50 FC-Ml: .04 FC-M2: .05 UMOD: .03

Data Set 4: 50 & 50 FC-Ml: .08 FC-M2: .09 UMOD: .08

Negatively Skewed Distribution of Ability 
BILOG Result (bias = .01) obtained with unmodified 3PL model using 1000 examinees & SO test items

DataSet 1: 500 & 50 FC-Ml: .02 FC-M2: .02 UMOD: .00

Data Set 2: 200 & 50 FC-Ml: -.04 FC-M2: -.03 UMOD: -.04

Data Set 3: 100 & 50 FC-Ml: .01 FC-M2: .02 UMOD: .01

Data Set 4: 50&50 FC-Ml: -.01 FC-M2: .01 UMOD: .03

FC-M1: Represents a fixed “c” 3PLIRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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became small and were generally uniformly scattered around the zero point when sample 

size increased to 500 examinees. The majority o f average bias values for both the normal 

and uniform ability distributions were overestimated. In the normal distribution o f ability, 

66.1% (127 of 192) of average bias values were positive in sign compared to 68.8% (132 

of 192) in the uniform distribution. This trend did not occur in the negatively skewed 

distribution of ability. Here, just over half (50.5% ) of the average bias values obtained 

were positive and slightly under half (49.5%) were negative. Overall, test condition did 

not appear to have any systematic effect on over or under estimation o f the ability 

parameters. The only exception appeared using test condition 3 in the normal distribution 

of ability. In this situation, the overwhelming majority (89.6%) of average bias values 

obtained were overestimated (positive in sign).

Comparison with 1000 examinees and 50 test items (BILOG). Table 4-1 ID 

presents averaged bias values obtained by averaging the cell values (from Tables 4-11 A, 

4-1 IB, and 4-11C) across each of the four test conditions corresponding to each of the 

four data sets selected for examination. These averaged bias values are presented for each 

of the three ability distributions and compared to results obtained using BILOG. In the 

normal distribution of ability, all models in Data Set 1 (500 examinees and 50 test items) 

and Data Set 2 (200 examinees and 50 test items) either produced better or comparable 

results to those generated by BILOG. This was also true for Data Sets 1, 3, and 4 in the 

negatively skewed distribution of ability. The majority of obtained values generated in 

the uniform distribution of ability were higher (poorer) than those produced by BILOG. 

Averaged bias values found in the uniform distribution of ability were relatively similar 

across each model in each respective data set. The averaged bias values increased (in

i _ _ _ _ _ _ _
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comparison to values obtained in the normal and negatively skewed ability distributions) 

when sample size decreased. However, in the normal and uniform distributions of ability 

averaged bias values remained relatively constant when sample size decreased. All 

averaged bias values obtained in the negatively skewed distribution of ability were 

similar in value to each other (and with the BILOG result as well).

Comparison o f  the modified models and unmodified model. No particular model 

outperformed others on a consistent basis in the uniform or negatively skewed 

distributions of ability. The unmodified 3PL model performed as well or better in three 

out of four data sets examined within the uniform distribution of ability. This result 

occurred in two of four data sets using the negatively skewed distribution of ability. This 

result occurred in two of four data sets using the negatively skewed distribution of ability. 

In the normal distribution, model FC-Ml was the clear winner. All values obtained using 

model FC-Ml, down all sample size conditions examined, produced results equal to or 

better than the other two models (in addition to results similar to or better than the 

BILOG results).

Tables 4-12A, 4-12B, and 4-12C reveal the RMSE values for recovery of the 

ability parameters. All RMSE values obtained in the normal and negatively skewed 

distributions of ability were similar in value. As can be seen in these distributions, the 

RMSE values became smaller ( le s s  error) as both test length and sample size increased. 

RMSE values were larger in the uniform distribution of ability than in the other ability 

distributions.

Comparison with 1000 examinees and 50 test items (BILOG). Table 4-12D 

presents averaged RMSE values obtained (using Tables 4-12A, 4-12B, and 4-12C) across 

each of the four separate test conditions using ceil values corresponding to each of the
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Table 4-12A 
Recovery o f the Ability Parameter (8) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
for the Normal Distribution of Ability

Type o f Test and Sample Size

Model
&Test Test 1 Test 2 Test 3 Test 4
Length_______________________________________________________________________ __

N1 N2 N3 N4 N l N2 N3 N4 Nl N2 N3 N4 N1 N2 N3 N4

FC-Ml

nl J3 30 25 .18 .47 .38 24
n2 26 22 .18 .17 JO 23 20
n3 23 .17 .16 .15 .18 29 .12
n4 23 .19 .15 .12 33 20 .12

FC-M2

nl 33 27 24 .18 .47 38 23
n2 25 .19 .18 .14 30 24 .18
n3 .23 .18 .15 .13 .18 28 .17
n4 .22 20 .15 .12 J4 .19 .12

UMOD

nl J8 32 26 .19 .47 38 J5
n2 26 .19 21 .18 JO .23 JO
n3 .23 .19 .18 .15 .18 29 .17
n4 24 20 .15 .12 J3 21 .12

J5 J9 27 J3 .17 .42 J5 J6 .17
.17 J5 21 .17 .15 27 J2 .14 .13
.10 J3 .19 .16 .12 21 .15 .16 .11
.12 JO .18 .16 .12 .19 J l .15 .12

J3 J8 J6 J3 .18 .42 25 J6 .16
.15 J4 JO .17 .14 27 22 .18 .13
.10 J3 .19 .16 .12 21 .15 .16 .11
.12 JO .18 .14 .12 .19 .16 .12 .12

J3 J l 22 J3 .18 .42 J5 27 .17
.16 J5 21 .19 .14 27 J2 .18 .13
.11 J3 20 .16 .13 21 .15 .16 .12
.14 JO .19 .15 .12 .19 J l .15 .13

Sample Sizes 
Nl = 50 
N2= 100 
N3 = 200 
N4 = 500

Test Lengths 
nl = 25 items 
n2= 50 items 
n3 = 75 items 
n4 = 100 items

FC-Ml:
FC-M2:
UMOD:

Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25. 
Represents a fixed “c” 3 PL IRT model with lower asymptote (“c”) held constant at 0.20. 
Represents an unmodified 3PL IRT model.
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Table 4-I2B 
Recovery o f the Ability Parameter (8) 

as Indexed by the Root Mean Squared Error (RMSE) Criterion 
for the Uniform Distribution of Ability

Type of Test and Sample Size

Model
&Test Test I Test 2 Test 3 Test 4
Length _________________________________________________________________________

Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4

FC-Ml

nl .42 37 32 23 32 .44 .36 28 .41 J2 27 22 .43 J8 J l 23
n2 37 JO 25 24 .49 JO J2 28 .33 24 24 20 37 J2 27 23
n3 29 29 25 20 .44 J3 29 24 JO 29 29 .18 32 JO 25 20
n4 29 29 24 22 .41 J4 27 20 .29 28 28 .19 36 JO 24 JO

FC-M2

nl .40 J6 J l 22 33 .40 J3 27 .41 32 27 23 .43 37 30 23
n2 J6 JO .25 22 .50 JO J2 25 J4 24 23 .19 37 32 27 23
n3 JO 27 24 .19 .42 J3 JO 23 J l 27 22 .18 32 30 25 20
n4 JO 24 25 .18 .40 J4 27 20 29 28 23 .19 36 30 24 20

UMOD

nl .40 34 30 24 .53 .44 J8 27 .40 32 .31 23 .43 37 J l 24
n2 37 27 25 20 .49 JO J l 25 J4 24 24 20 37 33 27 23
n3 35 28 25 20 .43 J3 JO 25 J l 27 23 .19 32 30 25 21
n4 30 25 26 22 .41 .38 27 21 29 28 24 .19 36 J l 24 21

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2= 100 n2= 50 items
N3 = 200 n3 = 75 items
N4 = 500 n4 = 100 items

FC-M1: Represents a fixed “c” 3PL IRT model with lower asymptote f ‘c”) held constant at 0.25.
FC-M2: Represents a fixed uc” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.

!
Ii
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Table 4-12C 
Recovery o f tfae Ability Parameter (6) 

as Indexed by the Root Mean Squared Error (RMSE) Criterion 
for the Negatively Skewed Distribution of Ability

Type of Test and Sample Size

Model
&Test Test 1 Test 2 Test 3 Test 4
Length ___________________________________________________________________

Nl N2 N3 N4 Nl N2 N3 N4 Nl N2 N3 N4 N l N2 N3 N4

FC-Ml

nl 29 26 21 .19 21 28 23 .18 28 29 .23 .19 32 21 .19 .19
n2 .23 26 22 .14 21 .19 .19 .15 25 20 .18 .15 31 22 .17 .13
n3 22 .19 .19 .13 .18 26 20 .16 22 .18 .16 .13 21 21 .16 .13
n4 20 .19 .14 .11 21 20 .17 .12 20 20 .14 .12 .17 J7 .17 .14

FC-M2

nl 27 26 20 .18 .23 26 22 .18 27 26 22 .19 21 20 .18 .18
n2 22 26 20 .14 20 .19 .19 .16 25 20 .16 .14 28 .18 .17 .12
n3 22 .18 .16 .12 .18 21 .18 .13 22 .18 .16 .13 .18 21 .16 .12
n4 20 .19 .14 .11 21 20 .11 .11 20 20 .14 .12 .17 37 .15 .10

UMOD

nl 29 26 22 21 21 28 23 .19 26 28 .23 .19 .32 21 .19 .17
n2 27 27 22 .15 21 .19 .19 .16 .14 20 .18 .16 J l .22 .17 .12
n3 .22 .22 24 .14 .18 28 20 .14 .23 .18 .16 .13 26 21 .16 .15
n4 20 .22 .16 .12 20 20 .18 .14 20 20 .14 .12 .17 J7 21 .14

Sample Sizes Test Lengths 
Nl = 50 nl = 25 items
N2= 100 n2 = 50 items
N3 = 200 n3= 75 items
N4 = 500 n4 = 100 items

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c") held constant at 0.25.
FC-M2: Represents a fixed “cn 3PL IRT model with lower asymptote (“c”) held constant at 020.
UMOD: Represents an unmodified 3PL IRT model.

eI:
i     .  .  ________________________________________________________ ___________
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Table 4-I2D 
Recovery of the Ability Parameter (0) 

as Indexed by the Root Mean Square Error (RMSE) Criterion 
Averaged Across Each of die Four Test Conditions

Normal Distribution of Ability 
BILOG result (RMSE = .08) obtained with unmodifed 3PL model using 1000 examinees & SO test items

Data Set 
Combination

Sample Size & 
Test Length

Model Type

Data Set I: 500 & 50 FC-Ml: .16 FC-M2: .14 UMOD: .15

Data Set 2: 200 & 50 FC-Ml: .17 FC-M2: .18 UMOD: 20

Data Set 3: 100 & 50 FC-Ml: 22 FC-M2: 21 UMOD: 21

Data Set 4: 50&50 FC-Ml: 21 FC-M2: 21 UMOD: 21

Uniform Distribution of Ability 
BILOG Result (RMSE = 24) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: 24 FC-M2: .22 UMOD: 22

Data Set 2: 200 & 50 FC-Ml: 21 FC-M2: 21 UMOD: 21

Data Set 3: 100 & 50 FC-Ml: 29 FC-M2: 29 UMOD: 29

Data Set 4: 50 & 50 FC-Ml: 39 FC-M2: 39 UMOD: .39

Negatively Skewed Distribution of Ability 
BILOG Result (RMSE = .11) obtained with unmodified 3PL model using 1000 examinees & 50 test items

DataSet 1: 500 & 50 FC-Ml: .14 FC-M2: .14 UMOD: .15

Data Set 2: 200 & 50 FC-Ml: .19 FC-M2: .18 UMOD: .19

Data Set 3: 100 & 50 FC-Ml: 22 FC-M2: 21 UMOD: 22

Data Set 4: 50&50 FC-Ml: 25 FC-M2: 24 UMOD: 23

FC-Ml: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.25.
FC-M2: Represents a fixed “c” 3PL IRT model with lower asymptote (“c”) held constant at 0.20.
UMOD: Represents an unmodified 3PL IRT model.
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four data set combinations examined. Results are reported for each o f the three different 

ability distributions investigated and compared to those obtained using BILOG. Averaged 

RMSE values were their lowest (less error) when produced using 500 examinees and 50 

test items (Data Set 1). Averaged RMSE values were lowest (best) in both the normal and 

negatively skewed distributions of ability. Similar to BILOG, the highest (poorest) 

averaged RMSE values were obtained within the uniform distribution of ability. Almost 

all the averaged RMSE values in each ability distribution were larger (poorer) than those 

reported by BILOG. In the normal distribution of ability, averaged RMSE values 

produced across the three different models in Data Set 1 (.16, .14, and .15) were roughly 

twice as high as the value reported for BILOG (.08). The values were slightly better 

across the models (.14, .14, and .15) in the negatively skewed distribution of ability in 

comparison to BILOG (.11). Only Data Set 1 in the uniform distribution of ability 

produced averaged RMSE results identical to or lower (24, .22, and .22) than those 

reported by BILOG. Overall, averaged RMSE values decreased slightly as sample size 

increased for each of the four data sets examined in each of the three ability distributions.

Comparison o f  the modified models and unmodified model. In both the normal 

and negatively skewed distributions of ability, model FC-M2 provided either equivalent 

or smaller averaged RMSE values in the majority of the sets. In the uniform 

distribution of ability, averaged RMSE values were almost always identical across each 

model in each data set examined. Overall, there were no significant differences found 

between the three models in any of the data sets for any given ability distribution.

It is important to point out that even though the majority of averaged RMSE 

values appear equivalent between models (within particular data sets examined) some

f
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extremely small differences existed in the data. However, these differences were masked 

after rounding off the RMSE values to a second decimal place. In any event, the 

differences masked after rounding were too insignificant to lead one to mistake die best 

performing model o f the three examined.
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CHAPTER V 

Conclusions

In drawing conclusions from the results of such a large, exploratory investigation 

it is evident that there are several different ways which can be chosen to examine the data. 

Examination of the data drawn from this particular investigation can certainly be 

approached by both a macro and a micro perspective. The macro perspective should be 

viewed from the standpoint of determining conclusions bearing in mind the primary 

hypotheses of this investigation. From this perspective, conclusions into the efficacy of 

using modified, fixed “c” 3PL IRT models as opposed to the unmodified 3PL IRT model 

(when faced with small data set combinations) are drawn. Further, additional focus 

centers on how well XCALIBRE recovered item and ability parameters using smaller 

data set combinations than previously recommended (using BILOG) to obtain 

“reasonably” accurate parameter estimates. From a micro perspective then, specific 

conclusions are drawn relative to the factors (sample size, test length, test condition, and 

ability distribution) that most influence the recovery of the individual item and ability 

parameters evaluated by the selected criterion measures employed in this investigation. 

From a Macro Perspective.

Of the four data sets selected for comparing the parameter estimation efficacy of 

the three different models, only the data set containing 500 examinees and 50 test items 

produced results comparable to those found previously using 1000 examinees and 50 test 

items. Therefore, the comparative performance of each different 3PL model is examined

191
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using this data set

Item discrimination. Based upon averaged correlational values, item 

discrimination was best estimated by model FC-Ml in all three ability distributions. 

Model FC-Ml set the lower asymptote equal to (1/A) or 0.25. Unexpectedly, model FC- 

M2, with a lower asymptote equal to (1/A) - .05 or 0.20, produced the poorest recovery of 

the three models. The unmodified 3PL model (UMOD) produced better results than 

model FC-M2 but slightly less than modified model FC-Ml. Overall, all three models in 

the normal distribution of ability produced higher averaged correlational results with 

XCALIBRE (with half the sample size) than those reported from BILOG. Averaged 

correlational values in the uniform and negatively skewed distributions of ability were 

lower, but comparable to those reported from BILOG.

Averaged bias values obtained were slightly better (lower) for model UMOD than 

those found with model FC-Ml in both the normal and negatively skewed ability 

distributions. Model FC-M2 performed significantly poorer than the other two models. In 

the uniform distribution of ability, model FC-M2 performed slightly better than either 

model UMOD or FC-Ml. The averaged bias values computed within the uniform 

distribution of ability were significantly higher overall than those found in the normal and 

negatively skewed distributions of ability. All three models produced poorer (higher) 

averaged bias values using 500 examinees and 50 test items than BILOG did using 1000 

examinees and 50 test items. Still, the values produced by models FC-Ml and UMOD in 

the normal and negatively skewed ability distributions were only slightly higher than 

those reported from BILOG.

FC-Ml and the UMOD model produced slightly better RMSE results in the

i
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normal and negatively skewed ability distributions than model FC-M2. Reversing this 

trend, model FC-M2 produced slightly better results in the uniform ability distribution. 

Overall, the RMSE results produced by all three models in all three ability distributions 

outperformed those produced by BILOG using half the sample size.

In the final conclusion, when all three criterion outcomes are considered 

collectively, models FC-Ml and UMOD ranked similarly in their ability to recovery the 

item discrimination parameter within the normal and negatively skewed ability 

distributions. Model FC-M2 fell short o f the performance of each of these two models in 

the normal and negatively skewed ability distributions. All three models in the uniform 

distribution of ability produced almost identical results given the averaged bias and 

averaged RMSE criterion’s. Therefore, if  a “best” performing model had to be chosen in 

the uniform distribution of ability, model FC-Ml would be selected based solely upon a 

higher averaged correlational result than either models UMOD or FC-M2.

Overall, even though minor differences did appear within the criterion measures 

examined across the three models, these were actually too small to base the selection of a 

“best” performing model upon. The goal of the item parameter estimation process is to 

generate reasonably accurate estimates of the item parameters. The averaged correlational 

values produced for the item discrimination parameter in this investigation can only be 

considered moderate at best. Any mistake in the selection of which model is “best” is 

neutralized based upon these minor differences in recovery. Actually, minor differences 

in the overall results of each criterion measure examined collectively suggests that the 

models are really more similar than different in their ability to recover the item 

discrimination parameter.

j

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



194

Item difficulty. No differences in recovery between the three models was apparent 

by examination of the averaged correlation criterion. All three models produced averaged 

correlational values of 0.99 or a perfect 1.00 in all three ability distributions using a 

sample size of 500 examinees and 50 test items. These results were also comparable to 

those obtained with BILOG using 1000 examinees and 50 test items. Model FC-Ml 

produced the lowest (best) averaged bias index in the sample size of 500 examinees and 

50 test items within each of the three ability distributions. UMOD actually performed 

almost as well as model FC-Ml, and better than model FC-M2, within all three ability 

distributions. The averaged bias values computed using model FC-Ml were identical to, 

or even better than, those produced by BILOG in the normal and negatively skewed 

ability distributions (and only slightly higher in the uniform ability distribution). Model 

FC-M2 consistently produced the poorest results in comparison to the other models in all 

three ability distributions.

No particular model outperformed the others based upon the averaged RMSE 

criterion. Interestingly, averaged RMSE values were almost always identical across each 

model in each of the three ability distributions. Further, the averaged RMSE values for 

each model within each ability distribution were also either identical or comparable to 

those obtained by BILOG.

Given the poorer results in the averaged bias criterion for model FC-M2, and the 

slightly better results for model FC-Ml over the UMOD model, a forced conclusion 

would consider model FC-Ml as the model of choice for estimation of the item difficulty 

parameter. Still, considering the results of all three criterion measures together, each of 

the three models were again much more similar than different in their ability to recovery

7
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the item difficulty parameter.

Lower asymptote. The placement of a fixed “c” lower asymptote in the modified 

models prohibited criterion comparisons between themselves and the unmodified model. 

Therefore, the unmodified model (TJMOD) was examined for its recovery efficacy 

against the results produced by BILOG. Overall, wide variability and low correlational 

values were obtained in both programs. UMOD produced a slightly higher averaged 

correlational recovery in the normal distribution of ability, as well as a tighter range of 

values, using half the sample size than BILOG did. The averaged correlational values in 

the uniform and negatively skewed ability distributions produced by XCALIBRE were 

slightly lower than those reported for BILOG.

The averaged bias index values obtained by XCALIBRE were extremely close 

and almost identical to the values reported by BILOG in all three distributions of ability. 

The majority o f values were low and centered around zero for both programs.

Only the RMSE criterion allowed for a possible interpretation of performance 

between the two programs. Averaged RMSE values computed were slightly higher than 

those found using BILOG in the normal and negatively skewed ability distributions but 

almost identical in the uniform distribution of ability.

Overall, based upon differences in recovery attributed to the averaged correlations 

and averaged RMSEs, BILOG produced better results. However, in a practical sense, it is 

important to remember that XCALIBRE produced comparable results with half (500 

examinees) the sample size. Still, and more realistic, the only solid conclusion that can be 

drawn is that both programs did a very poor job in estimating the lower asymptote 

parameter.
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A bility parameter. Evidenced by the averaged correlational criterion, model FC- 

M2 actually produced the best recovery (using 500 examinees and 50 test items) within 

all three ability distributions. Again, the unmodified model (UMOD) produced rank-order 

recovery quite similar to model FC-M2 and slightly higher than model FC-Ml. In 

comparison to BILOG, the averaged correlational results were lower in all three ability 

distributions. These small drops in correlational recovery, produced by XCALIBRE, were 

attributable to the smaller sample sizes employed in the current investigation.

No conclusions could be drawn from an examination of the averaged bias index 

between the models. All models produced results approaching zero, similar to each other, 

and comparable to BILOG in all three ability distributions. Although the majority of 

averaged RMSE values were higher (poorer) than those found with BILOG, the values 

computed across each separate model were almost identical to each other within each of 

the three ability distributions.

Given a higher averaged correlational recovery value and a very slight 

performance advantage in the other two criterion measures, model FC-M2 

would be the model of choice for estimation of the ability parameter.

No clear winner was evident again between the three models. From a collective 

examination of all three criterion measures, overall recovery was poorer than that 

produced using BILOG. Although overall averaged bias values were similar for both 

XCALIBRE and BILOG, averaged correlations and averaged RMSE values were poorer.

From a Micro Perspective.

Item discrimination. The typical product-moment correlation between the

trI
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estimated and true parameters was moderate for both BILOG (0.40 to 0.60) and 

XCALIBRE (0.50 to 0.60). As previously indicated, XCALIBRE obtained these similar 

correlational results using half the recommended sample size (1000 examinees) that 

BILOG did.

BILOG reported an overestimation of the item discrimination parameter in all 

three ability distributions, which has been the trend in most previous studies. Similarly, 

XCALIBRE overestimated item discrimination in 100% of the data sets within the 

uniform ability distribution. However, XCALIBRE actually underestimated the item 

discrimination parameter in the majority of data sets within both the normal and 

negatively skewed ability distributions.

Overall, averaged RMSE values using XCALIBRE were much lower across all 

the smaller sample sizes and test length conditions selected for investigation than those 

reported for BILOG using 1000 examinees and 50 test items.

Improved recovery was dependent much more so on sample size with some 

contribution by test length. As sample size increased so did the correlational values 

obtained. This result was anticipated since the marginal maximum-likelihnod technique 

was expected to perform comparably with both short and long test lengths.

Generally, as sample size increased, there were differences in recovery 

attributable to test conditions in all three ability distributions. Although not observable 

from an examination of the product-moment values, it is certainly apparent from a review 

of the average bias index and RMSE tables. These differences are more than likely 

attributed to the average item discrimination comparison of moderate discrimination 

(average a = 0.75; Test Conditions 1 & 3) with high discrimination (average a = 1.50;
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Tests 2 &  4). Test conditions with high average item discrimination generally produced 

the poorest recovery as measured by the average bias and RMSE indexes.

Item difficulty. The item difficulty parameter was generally well estimated in all 

three ability distributions, even with short tests (0=25 items) and small sample sizes 

(n=50 examinees). As in previous investigations of this type, this was not an unusual 

finding. Both item and ability parameters are generally very well estimated in small Hata 

set combinations. Rank-order recovery of item difficulty was very high with many 

correlations at or above 0.95 in value and many at 1.00.

The factor that appeared to offer the most effect on quality recovery was the 

distribution of examinee ability (0). Overall RMSE values for the distribution of ability 

were much lower in the uniform distribution of ability than for either the normal or 

negatively skewed distributions. Therefore, the item difficulty parameters were recovered 

best in the uniform distribution of ability. Within all three distributions of ability, RMSE 

values decreased as sample size increased with the best recovery attained in the largest 

sample size investigated (500 examinees).

Results of this investigation did not indicate any apparent effect that was 

attributable to the distribution of true item difficulty parameters. Tests 1 and 2 had a 

normal distribution (0, 1) of item parameters. Tests 3 and 4 had a uniform (>2.4,+2.4) 

distribution of item parameters. None of the factors examined in this investigation 

suggested any difference in recovery that appeared attributable to the distribution of item 

difficulty.

Lower Asymptote. As expected, estimation of the lower asymptote parameter in 

the unmodified 3PL IRT model was very problematic. XCALIBRE’s implementation of
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Bayesian priors which shift position during the iterative loops of the estimation process 

have not improved recovery.

Of the three ability distributions, the lower asymptote was estimated “better” 

within the uniform distribution of ability. Although values of the product-moment 

correlations were generally small with wide variability in recovery, larger correlational 

values did appear with an increase in sample size.

RMSE values were generally large (very poor) in both the normal and negatively 

skewed ability distributions but much smaller (better) by comparison in the uniform 

distribution of ability. It is very apparent that the lower asymptote cannot be well 

estimated with 500 (XCALIBRE) or even 1000 (BILOG) examinees. These sample sizes 

do not provide enough examinees in the restricted Gower) region of the scale where the 

estimates are being made.

Given the interactive effect that the lower asymptote and item discrimination 

parameters have on each other in raising and lowering the slope of the item response 

function (IRF) curve, the modified “fixed c” 3PL models did not offer a clear 

improvement over the unmodified models in improving recovery of the item 

discrimination parameter. If the 3PL IRT model is to attain an adequate measure of 

functionality in practice as it purports to accomplish in theory, a dramatic increase in 

sample size is necessary to improve the recovery of the lower asymptote parameter.

Ability parameter. The product-moment correlations obtained across each of the 

three ability distributions clearly indicates that recovery improves with an increase in test 

length, irrespective of sample size. When test length increased to 100 test items 

XCALIBRE produced correlational values in the mid 90s even with 50 examinees.

t
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Overall correlational values obtained in the uniform distribution of ability were 

lower (poorer) than those recovered in the normal and negatively skewed distributions of 

ability. Further, overall RMSE values obtained in the uniform distribution of ability were 

much larger (poorer) than those produced for the normal and negatively skewed 

distributions of ability. These findings were particularly evident in the tests (Test 

Conditions 2 & 4) employing high average item discrimination. Thus, while the recovery 

of the item difficulty parameter was best in the uniform distribution of ability condition, 

the recovery of ability was poorest.

Final Conclusions.

The results from this endeavor have provided answers to the general hypotheses 

of this investigation. Some encouraging results have been obtained and some not so 

encouraging. However, it is strongly believed that the results of this investigation lay a 

defensible and proper direction which IRT practitioners should consider in attempts to 

obtaining “reasonably accurate” parameter estimates.

Was XCALIBRE successful in producing better recovery of the parameter 

estimates, using smaller sample sizes and shorter test lengths, than BILOG? Yes and No. 

Overall, XCALIBRE recovered the item and ability parameters “comparably ” to BILOG 

using h alf (500 examinees) the recommended sample size of 1000 examinees and 50 test 

items. However, XCALIBRE did not provide “consistent ” improvement in each of the 

four parameters investigated as reflected from the chosen criterion measures examined.

Overall, XCALIBRE performed the recovery of the item difficulty (b) parameter 

almost identically to BILOG. Extremely similar correlational recovery was obtained and
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the RMSEs were almost always identical to those repotted by BILOG using 1000 

examinees and 50 test items.

Recovery of the item discrimination (a) parameter by XCALIBRE was 

comparable to BILOG. Again, the typical correlations obtained were moderate but the 

overall RMSEs obtained by XCALIBRE were lower (better) in all three ability 

distributions with less variability between them. Again, this was accomplished using half 

(500 examinees) the recommended sample size of 1000 examinees with the 

recommended test length o f 50 items.

Like BILOG, the lower asymptote parameter (c) was very poorly estimated by 

XCALIBRE in the unmodified 3PL model employed in the study. XCALIBRE estimated 

the lower asymptote parameter somewhat poorer than BILOG. Similar to BILOG, 

correlational values varied widely but the RMSEs reported by XCALIBRE were 

significantly higher (poorer).

Unexpectedly, XCALIBRE also produced poorer recovery of the ability (0) 

parameter than BILOG did. With 500 examinees and 50 test items, XCALIBRE 

produced typical correlations in the low  90s in the normal and negatively skewed ability 

distributions and even in the low 80s for the uniform ability distribution. BILOG 

produced typical correlations of 0.99 or 1.00 using the same data set combination in the 

three ability distributions. XCALIBRE also reported higher (poorer) RMSE values than 

what was reported from BILOG.

Depending on the viewpoint by which conclusions are drawn, these results can be 

considered either encouraging or discouraging to the IRT practitioner. In a realistic sense, 

they are encouraging from the standpoint of comparability only. If the practitioner

1
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considers that “reasonably accurate” item parameter estimation can be attained with a 

minimum o f 1000 examinees and 50 test items, or even comparably with 500 examinees 

and 50 test items, then the parameter estimation technique employed in the computer 

program XCALIBRE offers promise. However, from the standpoint of the criterion 

measures obtained -within the individual item parameters these results are not particularly 

encouraging. It is a question o f what can be considered, from an interpretation of 

individual parameter recovery, “reasonable”.

The item discrimination parameter is still only moderately estimated. Sample size 

must increase (with some contributory increase in test length) in order to obtain product- 

moment correlations similar (in the 90s) to those produced by the item difficulty and 

ability parameter. Recovery of the lower asymptote is totally problematic using either 500 

or 1000 examinees. The 3PL IRT model is predicated theoretically on the contributions 

of the lower asymptote in estimating the probability of low ability examinees answering 

difficult items correctly. It seems mystifying based upon the criterion results of previous 

investigations, and this current one as well, that the recovery of the lower asymptote can 

be considered “reasonably stable” with application o f500 or even 1000 examinees.

It is well established, but often forgotten, that the low ability examinees represent 

a much smaller, restricted scale range from where the 3PL model is attempting to gather 

the estimate. A return to logic would necessitate a vast increase, very possibly into the 

thousands, in sample size in order to obtain some measure of stability and recovery 

paralleling that of the item difficulty and ability parameter.

In so far as results from XCALIBRE is concerned, holding the lower asymptote 

constant did not necessarily contribute better recovery in the modified models than over
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the unmodified model. In a positive sense, the unmodified (UMOD) 3PL model 

performed almost as well as the modified 3PL model (FC-Ml) which held the lower 

asymptote constant at 0.25. Further, and unexpectedly, holding the lower asymptote 

constant did not seem to improve recovery of the item discrimination parameter when 

using small data set combinations. Adding this to the fact that the lower asymptote for 

item response function (IRF) curves will rarely be the same for individual items on the 

test, there is little empirical justification for holding the lower asymptote constant.

What direction should parameter estimation be taking for the future? The results 

of this investigation should not lose fact that XCALIBRE performed the parameter 

estimation process quite well using half the sample size than has been previously 

recommended as a “minimum” in order to obtain “reasonably” accurate parameter 

estimates. The marginal maximum-likelihood parameter estimation technique employed 

in XCALIBRE, which allows for the initial setting but updating of Bayesian priors on the 

parameters, certainly offers improvement in parameter estimation recovery. However, 

given the moderate recovery of the item discrimination parameter and the very poor 

recovery found for the lower asymptote parameter, it is apparent that even the 

improvement received in the estimation of these two parameters by XCALIBRE is not 

close to being considered “reasonable”. Sample size specifically and test length in general 

must be increased in order to obtain recovery efficacy comparable to the item difficulty 

and ability parameter.

What needs to be set out then are data set combination increases which will 

produce recovery efficiency in the item discrimination and lower asymptote parameter 

which will match that currently produced in the item difficulty and ability parameters. In

t
i __________________  ___________________________________________
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this regard, it would have been contributory to the current investigation to have included 

sample sizes of 1000 and 2000 examinees. It is quite possible that XCALIBRE would 

have produced even better recovery efficacy than that obtained with BILOG using 1000 

examinees and 50 test items, the recommended minimum sample size for reasonably 

accurate parameter estimation recovery.

Future research should consider taking a “half-step” back and looking at what is 

actually happening within the parameter estimation process itself. Too much research has 

been spent on trying to apply artificial changes to the 3PL IRT model in order to try and 

“make it work” when faced with small sample sizes and/or short test lengths. The practice 

of setting the lower asymptote constant in die 3PL IRT model does not mirror the original 

theorem and mathematical defense advanced by Bimbaum (1968). While the marginal 

maximum-likelihood theorem employed in XCALIBRE shows promise, no guidelines 

nor checks and balances have been offered in the literature to ensure the IRT practitioner 

that the priors selected are actually representative. Marginal maximum-likelihood 

operates as well as it does because (unlike joint maximum-likelihood) the item 

parameters are not joindy estimated with the ability parameter. The technique begins by 

“estimating” or “assuming” a distribution of ability and integrates this assumed ability 

distribution out of the likelihood function. A “marginal” likelihood function based solely 

on the item parameters is therefore obtained. Further, IRT operates based on conditional 

probabilities. These probabilities are conditional based upon the true distributions of the 

parameters themselves. If the selected Bayesian priors are not representative of the true 

parameter distributions at hand, everything in the theoretical structure begins to crumble 

from the beginning.

I
i  _ _ _ _ _ _ _ _ _ _ _ _  _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _
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Appendix A

Theoretical Structure Underlying Three (IRT) Parameter Estimation Techniques:

Joint Maximum-Likelihood 

Bayesian 

Marginal Maximum-Likelihood
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Joint Maximum-Likelihood Estimation of Parameters

In actuality, item parameter estimation is more difficult than maximum-likelihood 

estimation of 0. This is because the log-likelihood function must be applied to estimate 

both person and item parameters when neither 6 nor item parameters are known 

(Hambleton, Swaminathan & Rogers; 1991). In this situation, all examinee responses to 

all items have to be applied simultaneously. This changes the form of the log-likelihood 

function. The joint maximum-likelihood function becomes:

to 0 1 1 a, aJuO= % , X .  [u,, to p.(ep+ (1-u.p to Q.oy

here: II = matrix of N by n item responses 

& = vector of N person parameters

This formula must be solved for the maximum-likelihood estimate of each of the 

unknown 3n (for a 3PL IRT model) item parameters and N person parameters. This 

becomes an extremely difficult process. The solution of the formula begins by taking the 

first partial derivatives of the joint log-likelihood function with respect to each of the 

parameters, equating them to zero, and then simultaneously solving the resulting 3n + N 

likelihood equations. The obvious disadvantage to this procedure is that 0 estimates do 

not exist which have perfect and zero scores. Neither do items exist which are answered 

correctly or incorrectly by all examinees. Further, because both 0 and item parameters are 

unknown and must be estimated jointly the maximum-likelihood property of statistical
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consistency becomes difficult to prove. Adding additional response vectors to the data set 

makes it necessary to estimate additional examinee parameters. When the number of 

observations increase so does the number of parameters that must be estimated.

Bimbaum (1968) operationalized the joint maximum-likelihood estimation 

process by breaking it down into two stages. In the first stage, the estimation of 

parameters is conducted by assuming conditional item parameters are true item 

parameters. In the second stage, estimation of the item parameters is conducted assuming 

that conditional 0 estimates are known. This process continues to go back and forth until 

both 6 and item parameter estimates begin to stabilize. Most IRT programs today are 

based on a statistical alternative to the Bimbaum solution called the EM algorithm. The 

EM algorithm also breaks the estimation process into two stages.

Bayesian Estimation of Parameters

Another disadvantage of the 3PL IRT model is that unless restrictions are placed 

on the values which the item and 6 parameters take, the numerical procedure for 

calculating the estimates may fail to stabilize. Bayesian statistical inference offers an 

alternative approach to item and person estimation by using prior information (or beliefs) 

in the estimation process. Given that likelihood functions are conditional probabilities, 

the implementation of a Bayesian approach helps to improve the estimation of parameters 

based on this prior information concerning the 6 and/or item parameter distributions. 

Bayesian approaches to estimation therefore involve additional terms in the likelihood

i  _ _ . .
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function to incorporate this prior information. The Bayesian formulation o f the likelihood 

function is expressed as:

d(8.|U)=dailej)d(eJyd(iD

here: d(8f I ID is the posterior density of 8

d(0j) is the prior (assumed) distribution of 6 

d(H | ) is the likelihood function

The formulation can be rewritten simply as:

d(0. | U) oc L 01 10p • d(0p

whose meaning in words can be expressed as:

Posterior oc Likelihood * Prior (qc is “proportional to”)

The computer program ASCAL was developed based upon a Bayesian approach 

to estimation. ASCAL imposes prior distributions on ability (0), item discrimination (a), 

and the lower asymptote (c). A uniform prior distribution is also imposed on item 

difficulty (b) to restrict the item difficulty estimates to within established bounds (-4.0 

< 0 < +4.0). The prior distribution selected for 0 is a standard normal distribution with a 

mean of 0.0 and a standard deviation of 1.0. Priors on the item discrimination and lower
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asymptote parameters are symmetric beta distributions with an additional change of scale 

transformation. These prior distributions on the item parameters serve as a continuous 

bounding frame to avoid extreme or unrealistic values of those parameter estimates.

Marginal Maximum-Likelihood Estimation of Parameters

As stated earlier, the problem of joint maximum likelihood estimation occurs 

because item and ability parameters are being estimated simultaneously. The number of 

person parameters to be estimated increases as the number o f observations increase. 

Therefore, as additional response vectors are added to the data file the statistical property 

of consistency (associated with maximum likelihood estimators) becomes difficult to 

prove. This problem can be removed if the item parameters can be estimated without 

reference to the ability parameters. This is done by considering examinees as randomly 

sampled from a population with a known or assumed 0 distribution, G(0). Examinee 0 

can be integrated out of the likelihood function and a ''marginal" likelihood function 

based on the item parameters can be obtained.

The marginal probability of a correct response to item i for an examinee randomly 

sampled from a population with G(0) is /P(0) dG(0). Given a random sample of 

examinees selected from a known or assumed population of 0 the marginal maximum 

likelihood function becomes:

lM0 I I i k ) = X , r n i, l Pl(8j)us Q,(ej)1’utj dG(0)
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After the item parameters have been estimated by the marginal maximum likelihood 

procedure, the item parameter estimates are treated as known and ability (0) estimates can 

then be obtained using maximum likelihood estimators. Marginal maximum likelihood 

estimates have been shown to have statistical consistency (Mislevy & Stocking, 1987). 

The asymptotic property of the item response function holds (item parameter estimates 

are consistent) as the number of examinees increases.

However, it must be pointed out that even the marginal maximum likelihood 

technique can fail to converge even after a large number of iterations. The overwhelming 

majority of these failures have been shown to occur when attempting to obtain estimates 

of the lower asymptote (c) parameter in the 3PL IRT model. In general, poor estimates of 

the lower asymptote parameter act to destroy estimates o f the other two item parameters 

as well as the 6 parameter (Swaminathan & Gifford, 1985). In the BILOG computer 

program, which used the marginal maximum likelihood procedure, a prior distribution 

can be set as a user selected default option on the lower asymptote parameter values.

Quadrature Approximation

Contrary to the theory, in practice it is not possible to integrate over G(0). Instead, 

the integration is approximated by the application of a quadrature distribution. The 

Hermite-Gauss quadrature (Baker, 1992) can be implemented for the approximation of 

the integral by locating the sum of the area in a finite number o f small rectangles 

approximating the area under the continuous curve. The midpoint of each of these
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rectangles on the 6 scale is referred to as the quadrature point (node) which has an 

associated quadrature weight A(X) that takes into account the area of the rectangle (i.e., 

the height of the density function in the region of X and the width of the rectangle). The 

quadrature approximation is derived as follows:

If the probability of an examinee having ability level is:

P i(X k) =  c i + l - c J/ l+ e x p [ - D ( ^ +  X .0k)

Then the conditional probability of the response vector at a specific quadrature point 

(given the item parameters) is:

u x ^ X .^ -Q p y i-u ,

By comparing this conditional probability with quadrature table weights (Stroud & 

Sechrest, 1966) two important values can be obtained. First, an estimate of the number of 

examinees (frequency) at each quadrature point (X ^ can be obtained. Secondly, an

estimate of the number of examinees at that particular quadrature point expected to 

answer the item correctly can also be obtained. These estimates are referred to as ffc and 

rk and are computed as follows:

filt= N [ L o y  A p y / V ,  L p y  A p y ]

tI_____________________
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and

r. ^ % 1  [u.jL(Xk)A(X|[V'1̂ .  L O gA P y]

Substituting, the quadrature form of the marginal maximum likelihood function becomes: 

InLOI 12UJt£) = X ,," s ,.,[ r4 In P p g  + ( ^ - gInQ-CX^Jl

The XCALIBRE estimation program (Assessment Systems Corporation, 1995) 

implements marginal maximum-likelihood estimation of item parameters using the EM 

algorithm. The EM algorithm is similar to the marginal equivalent of Bimbaum's 

proposed two-step solution for joint maximum likelihood estimation. XCALIBRE begins 

with an Initial-Estimate phase which consists of calculating initial estimates for the item 

parameters based on transformations of classical item statistics. The EM phase refines the 

item parameter estimates using the EM implementation of the MML estimation approach. 

The EM phase proceeds by using the initial estimates provided from the Initial-Estimate 

phase. In any given loop there is an E step followed by an M step. The E (or expectation) 

step determines the expected number of examinees in a population that would be at each 

of the pre-specified quadrature points and the proportion of those examinees that would 

be expected to answer each item correctly. The M (or maximization) step attempts to 

solve the likelihood equation by estimating the item parameters iterating on individual 

items until either a criterion of the summed absolute parameter change is less than 0.05 or 

until 50 iterations have been reached. A tolerance criterion is set at a maximum change of 

0.05 in the sum of the absolute values of the differences of the three item parameters.
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Convergence is reached only if  the sum of the absolute changes (compared to the 

previous loop) in the item have changed by 0.05 or less.

XCALIBRE avoids the computational demands of numerical integration over the 

distribution of 0 by using quadrature approximation. XCALIBRE assumes a standard 

normal distribution of 0 and establishes 15 quadrature points (nodes) along the 0 scale 

equally spaced between >3.5 to +3.5 in increments of 0.50. The quadrature nodes remain 

constant throughout both the E and M steps of the estimation process. At each node the 

ordinate of the normal density function is computed and multiplied by the width of the 

spacing between the nodes. The areas of the rectangles are then normalized to a total area 

of 1.0 by dividing each of them by the sum of the areas in all the rectangles. The resulting 

values are used as the quadrature weights A(Xk).

Bayesian prior distributions are implemented on the item discrimination (a), item 

difficulty (b), and lower asymptote (c) parameters. These prior distributions assist in the 

convergence of the estimation process and to avoid unrealistic values which contribute to 

estimation failures. XCALIBRE also has an option selection called FLOAT that updates 

the mean of the item parameter prior distributions from the completion of one EM loop 

(cycle) to the next. The item prior distributions are allowed to "float", or shift position, 

which is useful in allowing the data to override, or re-direct, user specified prior 

information.

i ____

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



Bibliography

Abu-Sayf, F.K. (1979). The scoring of multiple-choice tests: A closer look. Educational 
Technology. 19.5-15.

Anderson, E.B. (1972). The numerical solution of a set of conditional estimation 
equations. Journal of the Roval Statistical Society. Series B. 34.42-54.

Anderson, E.B. (1973). A goodness of tit test for the Rasch model. Psvchometrika. 38. 
123-140.

Baker, F.B. (1987). Methodology Review: Item parameter estimation under the one-, 
two-, and three-parameter logistic models. Applied Psychological Measurement 11. 111- 
141.

Baker, F.B. (1992). Item Response Theory: Parameter Estimation Techniques. New 
York: Marcel Dekker Inc.

Barnes, L. (1988). Correcting for guessing in the one-parameter logistic item response 
theory model: An investigation with small samples. Doctoral Dissertation. University of 
Nebraska, Lincoln, NB.

Barnes, L. & Wise, SX. (1991). The utility o f a modified one-parameter IRT model with 
small sample sizes. Applied Measurement in Education. 4,143-157.

Bimbaum, A. (1968). Test scores, sufficient statistics, and the information structures of 
tests. In F.M. Lord and M R. Novick, Statistical Theories of Mental Test Scores. Reading, 
MA: Addition-Wesley.

Bock, R.D., & Lieberman, M  (1970). Fitting a response curve model for dichotomously 
scored items. Psvchometrika. 35 .179-198.

Bock, R.D., & Aiken, M  (1981). Marginal maximum likelihood estimation of item 
parameters: An application of the EM algorithm. Psvchometrika. 46.443-459.

Brogden, RE. (1971). Latent ability and the structure of tests (Mimeographed). West 
Lafayette IN: Purdue University.

Brownless, V.T., & Keats, J.A. (1958). A retest method of studying partial knowledge 
and other factors influencing item response. Psvchometrika. 23.67-73.

Campbell, D.T., & Stanley, J.C. (1963). Experimental and Ouasi-Experimental Designs 
for Research. Chicago: Rand McNally.

Chemoff, R  (1962). The scoring of multiple choice questions. Annuals of Mathematical 
Statistics. 33.375-393.

214

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



215

Chopin, B. (1974). The correction for guessing on ojective tests. International 
Association for the Evaluation of Educational Achievement Monograph Studies No. 4.

De Gruijter, D.N.M. (1986). Small N does not always justify the Rasch model. Applied 
Psychological Measurement 10 (2), 187-194.

Dempster, A.P., Laird, N.M., & Rubin, DJB. (1977). Maximum likelihood for incomplete 
data via the EM algorithm (with discussion). Journal of the Roval Statistical Society. 
Series B. 39, 1-38.

Diamond, J.J., & Evans, W. (1973). The correction for guessing. Review of Educational 
Measurement 3,43-47.

Dinero, T.E., & Haertel, E. (1977). Applicability of the Rasch model with varying item 
discriminations. Applied Psuchological Measurement 1(4), 581-592.

Divgi, D R. (1981). Model-free evaluation of equating and scaling. Applied 
Psychological Measurement 5,203-208.

Divgi, D.R. (1984). Does small N justify use of the Rasch model? Paper presented at the 
annual meeting of the American Educational Research Association, New Orleans.

Divgi, DJL (1986). Does the Rasch model really work for multiple-choice items? Not if 
you look closely. Journal of Educational Measurement 23.283-298.

Fair Test Examiner. (1988X2,1-16.

Fleishman, AX. (1978). A method for simulating non-normal distributions. 
Psvchometrika. 43.521-531.

Gifford, J., & Swaminathan, H. (1990). Bias and the effect of priors in Bayesian 
estimation of item response models. Applied Psychological Measurement 14.33-43.

Glas, C. (1990). RIDA: Rasch incomplete design analysis. Arnhem, The Netherlands: 
National Institute for Educational Measurement

Green, M.S. (1981). The invariance of parameter estimates in three latent trait models. 
Doctoral dissertation. Syracuse University, Syracuse, NY.

Gugel, J.F., Schmidt, FX., & Urry, V.W. (1976). Effectiveness of the ancillary estimation 
procedure. In CX. Clark (Ed.), Proceedings of the First Conference on Computerized 
Adaptive Testing (pp 103-106). Washington, D.C.: Personal Research and Development 
Center, U.S. Civil Service Commission.

Gustaffson, J. (1980). Testing and obtaining fit of data to the Rasch model. British 
Journal of Mathematical and Statistical Psychology. 33.205-233.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



216

Haladyna, T.M. (1994). Developing and Validating Multiple-Choice Test Items. 
Hillsdale, NJ: Lawrence Erlbaum Associates.

Haley, D.C. (1952). Estimation of the dosage mortality relationship when the dose is 
subject to error (Technical Report No. 15). Stanford, CA: Stanford University, Applied 
Mathematics and Statistics Laboratory.

Hambleton, RJC., & Cook, LX. (1983). Robustness o f item response models and effects 
of test length and sample size on the precision of ability estimates, hi D.J. Weiss (Ed.),

New Horizons in Testing: Latent Trait Theory and Computerized Adaptive Testing. (pp .
31-49). New York: Academic Press.

Hambleton, R.K., & Swaminathan, H. (1985). Item Response Theory: Principles and 
Applications. Boston: Kluwer-Nijhoff.

Hambleton, RJC, Swaminathan, H., and Rogers, H.J. (1991). Fundamentals of Item 
Response Theory. Newbury Park, CA: Sage Publications Inc.

Harwell, M., & Jonosky, J. (1991). An empirical study of the effects of small data sets 
and varying prior variances on item parameter estimation in BILOG. Applied 
Psychological Measurement 15.279-291.

Hayes, WX. (1981). Statistics (3rd ed). New York: Holt, Rinehart and Winston.

Holzinger, K.J. (1924). On scoring multiple-response tests. Journal of Educational 
Measurement 15.445-447.

Hulin, CX., Lissak, R.I., & Drasgow, F. (1982). Recovery of two-and three-parameter 
logistic item characteristic curves: A monte carlo study. Applied Psychological 
Measurement 6,249-260.

Hulin, CX., Drasgow, F., & Parsons, C.K. (1983). Item Parameter Response Theory: 
Application to Psychological Measurement Homewood, 111: Dow Jones Irwin.

Hutchinson, T.P. (1982). Some theories of performance in multiple-choice tests and their 
implications for variants of the task. British Journal of Mathematical and Statistical 
Psychology. 35.71-89.

Jensema, C.J. (1972). An application of latent trait mental test theory to the Washington 
Pre-College Battery. Research Bulletin, Seattle: University of Washington, Bureau of 
Testing.

Jensema, C.J. (1976). A simple technique for estimating latent trait mental test 
parameters. Educational and Psychological Measurement 36.705-715.

Kirk, R.E. (1982). Experimental Design (2nd ed.) Belmont, CA: Brooks/Cole.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



217

Lord, F.M. (1952). A theory of test scores. Psychometric Monograph No. 7. Iowa City, 
IA: Psychometric Society.

Lord, F.M. (1968). An analysis of the verbal scholastic aptitude test using Bimbaum's 
three-parameter logistic model. Educational and Psychological Measurement 28. 989- 
1020.

Lord, F.M. (1974). Estimation o f latent ability and item parameters when there are 
omitted responses. Psvchometrika. 30.371-372.

Lord, F.M. (1975). Evaluation with artificial data of a procedure for estimating ability 
and item characteristic curve parameters (Research Bulletin RB-75-33). Princeton, NT: 
Educational Testing Service.

Lord, F.M. (1980). Applications of Item Response Theory to Practical Testing Problems. 
Hillsdale, NJ: Erlbaum.

Lord, F.M. (1983). Small N justifies Rasch model. In DJ. Weiss (Ed.), New Horizons in 
Testing: Latent Trait Test Theory and Computerized Adaptive Testing, (pp. 51-62). New 
York: Academic Press.

Loret, P.G., Seder, A , Bianchini, J.C., & Vale, CA. (1974). Anchor Test Study: Final 
Report Princeton, NJ: Educational Testing Service. (ERIC Document Reproduction 
Service No. ED 092601-31).

Maxwell, A.E. (1959). Maximum likelihood estimators of item parameters using the 
logistic function. Psvchometrika. 24.221-227.

McDonald, R.P. (1967). Non-linear factor analysis. Psychometric Monograph No. 15. 
Iowa City, IA: Psychometric Society.

McDonald, R.P. (1989). Future directions for item response theory. International Journal 
of Educational Research. 13 (2), 205-220.

Mead, R. Assessing the fit of data to the Rasch model. Paper presented at the annual 
meeting of the American Educational Research Association, San Francisco. (ERIC 
Document Reproduction Service No. ED 126115).

Mislevy, R.J. (1986). Bayes modal estimation in item response models. Psvchometrika. 
51,177-195.

Mislevy, R.J., & Bock, R.D. (1982). Biweight estimates of latent ability. Educational and 
Psychological Measurement 42.725-737.
Mislevy, R.J., & Bock, R.D. (1984). BILOG: Maximum likelihood item analysis and test 
scoring with logistic models for binary items. Mooresville, IN: Scientific Software, Inc.

Mislevy, R.J., & Stocking, ML. (1987). A consumer's guide to LOGIST and BILOG (RR-

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



218

87-43). Princeton, NJ: Educational Testing Service.

Naylor, T.H., Balintfy, JX., Burdick, D.S., & Chu, K. (1966). Computer Simulation 
Techniques. New York: John Wiley and Sons, Inc.

Qualls, AX., & Ansley, T.N. (1985). A comparison o f item and ability parameter 
estimates derived from LOGIST and BILOG. Paper presented at the annual meeting of 
the National Council on Measurement in Education, Chicago, IX

Rasch, G. (I960). Probabilistic models for some intelligence and attainment tests. 
Copenhagen: Danish Institute for Educational Research.

Ree, M.J. (1979). Estimating item characteristic curves. Applied Psychological 
Measurement 3,371-385.

Ree, M.J., & Jensen, RE. (1983). Effects of sample size on linear equating of item 
characteristic curve parameters, hi D.J. Weiss (Ed.), New Horizons in Testing: Laten

Trait Test Theory and Computerized Adaptive Testing, (pp. 135-146). New York: 
Academic Press.

Samejima, F. (1984). Results of item parameter estimation using LOGIST 5 on simulated 
data (Research Report ONR/RR-84-3). Knoxville, TN: University of Tennessee.

Schmidt FX. (1977). The Urry model of approximating the item parameters of latent 
trait theory. Educational and Psychological Measurement 37.613-620.

Seong, T. (1990). Sensitivity of marginal maximum-likelihood estimation of item and 
ability parameters to the characteristics of the prior ability distributions. Applied 
Psychological Measurement 14.299-311.

Sireci, S.G. (1991). "Sample-independent" item parameters? An investigation of the 
stability of IRT item parameters estimated from small data sets. Paper presented at the 
annual conference of die Northeastern Educational Research Association, Ellenville, NY. 
(ERIC Document Reproduction Service No. ED 338707).

Sireci, S.G. (1992). The utility of IRT in small-sample testing applications. Paper 
presented at the annual meeting of the American Psychological Association, Washington, 
DC. (ERIC Document Reproduction Service No. ED 351347).

Skaggs, G., & Stevenson, J. (1986). A comparison o f ASCAL and LOGIST parameter 
estimation programs. Paper presented at the annual meeting of the American Educational 
Research Association, San Francisco, CA (ERIC Document Reproduction Service No. 
ED 269457).

Stroud, A H , & Secrest, D. (1966). Gaussian Quadrature Formulas. Englewood Cliffs, 
NJ: Prentice-Hall.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



219

Swaminathan, R , & Gifford, J.A. (1979). Estimation of parameters in the 3-parameter 
laten trait model. In D J . Weiss (Ed.), Proceedings of the 1979 Computerized Adaptive 
Testing Conference (pp. 372-385). Minneapolis, MN: University of Minnesota, 
Department of Psychology, Computerized Adaptive Testing Laboratory.

Swaminathan, R , & Gifford, J.A. (1982) Bayesian estimation in the Rasch model.
Journal o f Educational Statistics. 7,175-191.

Swaminathan, R , & Gifford, JA.. (1983). Estimation of parameters in the three- 
parameter latent trait model. In D. J. Weiss (Ed.), New Horizons in Testing: Latent Trait 
Test Theory and Computerized Adaptive Testing, (pp. 13-30). New York: Academic 
Press.

Swaminathan, R , & Gifford, J.A. (1985). Bayesian estimation in the two-parameter 
logistic model. Psvchometrika. 50.349-364.

Swaminathan, R , & Gifford, J.A. (1986). Bayesian estimation in the three-parameter 
logistic model. Psvchometrika. 51,589-601.

Thissen, D., & Wainer, R  (1982). Some standard errors in item response theory. 
Psvchometrika. 47. (4), 397-412.

Thissen, D. & Wainer, R  (1982). some standard errors in item response theory. 
Psvchometrika. 51.589-601.

Thurstone, L i. (1919). A method for scoring tests. Psychological Bulletin. 16.235-240.

Tinsley, RE., & Dawis, R.V. (1975). An investigation of the Rasch simple logistic 
model: Sample-free item and test calibration. Educational and Psychological 
Measurement 35, 325-339. & Dawis, 1975. Get last page of Divgi, 1986 article of 
bibliography.

Traub, R.E., Hambleton, R.K., & Singh (1969). Effects of promised reward and 
threatened penalty on performance of a multiple-choice vocabulary test Educational and 
Psychological Measurement 29. 847-862.

Traub, R.E. (1983). A priori considerations in choosing an item response model. In R.K. 
Hambleton (Ed.), Applications of Item Response Theory. Vancouver, BC: Educational 
Research Institute of British Columbia.
Tucker, L.R. (1946). Maximum validity of a test with equivalent items. Psvchometrika.
U, 1-13.

Urry, V.W. (1974). Approximations to item parameters of mental test models and their 
uses. Educational and Psychological Measurement 34.253-269.

Urry, V.W. (1976). A five-year quest: Is computerized adaptive testing feasible?, In CX. 
Clark (Ed.), Proceedings of the First Conference on Computerized Adaptive

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



220

Testing (pp 97-102). Washington, D.C.: Personnel Research and Devepment Center, U.S. 
Civil Service Commission.

Urry, V.W. (1977), OGIVIA; Item parameter estimation programs with normal ogive and 
logistic three-parameter options. Washington, D.C.: U.S. Civil Service Commission, 
Personnel Research and Development Center.

Urry, V.W. (1978). Antilles: Item parameter estimation programs with normal ogive and 
logistic three-parameter options. Washington, D.C.: U.S. Civil Service Commission, 
Personnel Research and Development Center.

Vale, C.D., & Gialluca, K.A. (1985). ASCAL: A microcomputer program for estimating 
logistic IRT item parameters (ONR-85-4). S t Paul: Assessment Systems Corporation.

Vale, C.D., Maurelli, V.A., Gialluca, K.A., Weiss, D.J., & Ree, M.J. (1981). Methods for 
linking item parameters (AFHRL-TR-81 -10). Brooks Air force Base, TX: Air Force 
Human Resources Laboratory, Manpower and Personnel Division.

Vale, C.D., Maurelli, V.A., & Gialluca, FLA. (1988). Evaluation of the efficiency of item 
calibration. Applied Psychological Measurement 12.53-67.

van de Vijver, F.J.R. (1986). The robustness of Rasch estimates. Applied Psychological 
Measurement 10. (1), 45-57.

Wainer, H., & Wright, B.D. (1980). Robust estimation of ability in the Rasch model. 
Psvchometrika. 45, (3), 373-391.

Waller, M.I. (1976). Estimating parameters in the Rasch model: Removing the effects of 
random guessing. (ETS RB76-8). Princeton, N.J.: Educational Testing Service.

Weiss, D.J. (Ed). (1983). New Horizons in Testing: Latent Trait Test Theory and 
Computerized Adaptive Testing. New York: Academic Press.

Weiss, D.J. & Yoes, M.E. (1991). Item response theory. In RiL Hambleton and J. Zall 
(Eds.), Advances in Educational and Psychological Testing. Boston: Kluwer-Nijhoff.

Wichman, B.A., & Hill, IT). (1982). An efficient and portable pseudo-random number 
generator. Journal of the Roval Statistical Society. 31. 188-190.

Wingersky, M.S., Barton, M.A., & Lord, F.M. (1982). LOGISTs user's guide. Princeton, 
NJ: Educational Testing Service.

Wingersky, M.S. (1992). Significant Improvements to LOGIST. (RR-92-22). Princeton, 
NJ: Educational Testing Service.

Wood, RX., Wingersky, M.S., & Lord, F.M. (1976). LOGIST: A computer program for 
estimating examinee ability and item characteristic curve parameters (Research

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



221

Memorandum 76-6). Princeton, NJ: Educational Testing Service.

Wright, BD. (1968). Sample-free test calibration and person measurement Proceedings 
of the 1967 Invitational Conference on Testing Problems. Princeton, NJ: Educational 
Testing Service.

Wright B.D. (1977). Solving measurement problems with the Rasch model. Journal of 
Educational Measurement 14. (a), 97-166.

Wright B.D., & Panchapakesan, N. (1969). A procedure for sample-free item analysis. 
Educational and Psychological Measurement 29.23-48.

Wright, B.D., & Stone, M.H. (1979). Best Test Design. Chicago: MESA.

Yen, W.M. (1981). Using simulation results to choose a latent trait model. Applied 
Psychological Measurement 5,245-262.

Yen, W.M. (1985). A comparison of the efficiency and accuracy of BILOG and LOGIST. 
Paper presented at the Psychometric Society Meeting, Nashville, TN.

Yen, W.M. (1987). A comparison of the efficiency and accuracy of BILOG and LOGIST. 
Psvchometrika. 52.275-291.

Yoes, M.E. (1993). A comparison of the effectiveness of item parameter estimation 
techniques used with the 3-parameter logistic item response theory model. Unpublished 
doctoral dissertation, University of Minnesota.

Ziller, R.C. (1957). A measure of the gambling response set in objective tests. 
Psvchometrika. 22.289-292.

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



!ii
j
L

ABSTRACT

A MONTE CARLO INVESTIGATION OF PARAMETER ESTIMATION EFFICACY 
USING MODIFIED FIXED “C” THREE PARAMETER LOG (3PL) IRT MODELS

WITH SMALL SAMPLE SIZES

by

RONALD LEE THOMAS 

December 1997 

Advisor: Dr. Donald Marcotte

Major Evaluation and Research (Educational)

Degree: Doctor of Philosophy

Faced with small sample sizes and short test lengths, obtaining stable item 

parameter estimates using the 3PL item response theory model has been unsuccessful. 

This study investigated parameter estimation efficacy in small sample data sets with two 

modified and one unmodified 3PL IRT models. ‘True” parameter values were generated 

using a monte carlo technique and compared to “estimated” item parameters obtained 

using XCALIBRE. Results indicated that XCALIBRE recovered item and ability 

parameters “comparably” to BILOG using 500 examines and 50 test items. Overall, 

holding the lower asymptote constant did not necessarily contribute better recovery in the 

modified models. Item discrimination was moderately estimated in all three models and 

the lower asymptote was still poorly estimated in the unmodified model. It is 

questionable whether the recommended standard of using 1000 examines and 50 test 

items can produce “reasonably” stable parameter estimates. It is concluded that applying 

artificial changes to the 3PL IRT model is largely unsuccessful.
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